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Abstract

The six papers that make up this thesis describe the empirical and theoretical bene-

fits of quantitative approaches to examining decisions between multiple alternatives.

In this thesis I explore two aspects of multi-alternative choice: a classic cognitive

question and a modern applied question. In the cognitive section I examine Hick’s

Law (Hick, 1952), a function that relates expected response time to the number of

choice options. Hick’s Law – for response times – has been consistently supported

across many paradigms and decades of research, however divergent patterns have

been observed in response accuracy rates. Sometimes accuracy rates are indepen-

dent of choice set size, while other times they decrease with the number of choice

alternatives. The first four chapters of this thesis develop and test a novel experi-

mental factor that reconciles the discrepant patterns in accuracy data – the choice

context. I show that the context of a decision leads to differences in empirical re-

sponse accuracy rates, which can be explained with a quantitative mechanism that

assumes decision makers optimise time-on-task, conditional on a goal accuracy rate.

The mechanism is based on decision makers’ perception of time, and I rule out a

potential confound based on decision difficulty, and a specific process-level imple-

mentation of the quantitative mechanism. It is concluded that context effects in

multi-alternative choice are the result of discrete changes to response caution pa-

rameters in each experimental condition rather than a continuous, gradual change to

response thresholds across conditions. In the applied section of this thesis I examine

consumer judgments in the context of decision tasks used to elicit attitudes and

preferences. These tasks yield rich estimates of the ‘preference strength’ or ‘utility’

that describe value-based judgments, conventionally estimated using multinomial

logit (MNL) models. MNL models provide compact descriptions of data but are

silent on the cognitive processes involved in these complex, multi-attribute choices.

In the final sections of this thesis I develop and test a process-based quantitative

model from the sequential sampling class of response time models as an account of

best-worst choices. I show that the quantitative model provides utility estimates

1



that mirror those of MNL models, and makes unique predictions for response times

in consumer judgments that are subsequently used to further test and refine the

model. I conclude with a quantitative model of consumer judgments that accounts

for best-worst choices and accepting and rejecting in perceptual and value-based

consumer-style judgments.
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We constantly make decisions. In everyday life those decisions can range from

conscious to implicit, from inconsequential to life-changing. Regardless of our level

of awareness in the decisions we make, or their degree of importance, our lives are

consumed with endless choice.

The majority of choice situations involve many possible courses of action. De-

spite this, the empirical study of decision making has predominately focussed on

decisions between two alternatives. This means that choice occasions with some-

times many possible alternatives are collapsed into a binary option. For example,

when evaluating transportation options for travelling to work, you might consider

riding a bicycle or driving a car. But this ignores many possible alternative modes

of transport, such as walking, car-pooling, catching a bus, train, tram, taxi, or even

a plane. Irrespective of the prior probability of some options, there are often many

potential courses of action available to the decision maker and these alternative

options can influence the decision making process.

In this thesis I examine decisions between multiple alternatives, with a partic-

ular focus on quantitative approaches. In particular, I explore two different aspects

of multi-alternative choice: a classic cognitive question, and a modern applied ques-

tion. In Chapters 1 – 4 I describe a series of experiments and modelling approaches

to account for Hick’s Law (Hick, 1952; Hyman, 1953), an empirical relationship

pertaining to response times that has existed for over 60 years. Later, in Chapters

5 and 6, I describe the development and subsequent empirical tests of a cognitive

process model of applied consumer decisions.

0.1 Section 1: Multi-Alternative Choice Response

Time

A complete account of decision making must refer to the time required to make

a choice. The time course of a decision varies from task to task as a function of

many factors, such as attention, practice, and context. Importantly for this thesis,

3



decision time also systematically varies within a task as a function of the number of

choice alternatives from which one must select the most appropriate response.

When judging between more than two choice alternatives the classic result is

Hick’s Law (also known as the Hick-Hyman Law; Hick, 1952; Hyman, 1953). Hick’s

Law can be expressed in a number of ways, the most simple stating that mean

response time (RT ) and the logarithm of the number of choice alternatives (K) are

linearly related:

RT = a+ b log2 (K), 1 (1)

where a and b are empirically derived intercept and slope constants, respectively.

Hick’s Law of multi-alternative choice was the most highly cited law of response time

in the psychology literature in the 20th century (Teigen, 2002), and generally provides

good descriptive accounts of data across a wide range of tasks (e.g., Brainard, Irby,

Fitts, & Alluisi, 1962; Brown, Steyvers, & Wagenmakers, 2009; Dassonville, Lewis,

Foster, & Ashe, 1999; Hawkins, Brown, Steyvers, & Wagenmakers, 2012a, 2012;

Kveraga, Boucher, & Hughes, 2002; Lacouture & Marley, 1995; Lee, Heo, & Chang,

2006; Lee, Keller, & Heinen, 2005; Leite & Ratcliff, 2010; Schneider & Anderson,

2011; Teichner & Krebs, 1974; ten Hoopen, Akerboom, & Raaymakers, 1982) and

species (e.g., Laursen, 1977; Vickrey & Neuringer, 2000).

The outline of section one is as follows. I first briefly review the theoretical

foundations on which Hick’s Law was founded, and indicate how this theoretical

conception has evolved over time. I follow by introducing the topic of section one of

this thesis: reconciling empirical discrepancies in patterns of choice response time

and accuracy in multi-alternative choice. I then outline and develop a number of

quantitative approaches to account for empirical regularities observed in Hick’s Law.

1Any reference to log in section one of this thesis assumes logarithm to the base 2. In section
two any reference to log refers to the natural logarithm.
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0.1.1 Traditional Accounts of Hick’s Law

Hick’s Law was originally explained through the lens of communication theory (Hick,

1952; Hyman, 1953; Shannon & Weaver, 1949). A source (e.g., visual, auditory)

transmits a signal containing a message across a medium to a receiver who decodes

the signal to interpret the message/s. As the number of signals increases so too does

the quantity of information to be transmitted. In a perfect system, the uncertainty

in the stimulus is equal to the extracted information – any loss in the quality of the

signal results in transmission of less information than was contained in the original

message.

In a communication system the signal contains information (measured in bits)

proportional to the probability of the signal’s occurrence: − log p, where p is the

probability of the signal. Since probability is a measure of prior knowledge, repre-

senting the relative likelihood of an event, it is the unit of information (H) – the

extent to which an event reduces uncertainty. In this sense, observing an event that

is certain to happen (p = 1) provides no information and observing an event that

definitely could not occur (p = 0) would provide infinite information. Combining

or averaging over events in a system that are of the same type gives the expected

information (entropy) of the system. The entropy of a system is the sum of the

information of each event weighted by its probability of occurrence:

H = −
n∑

i=1

pi log pi. (2)

If a source has entropy H(x) and information lost in transmission H(y), then trans-

mitted information R is given by R = H(x) − H(y). R is based on the assumption

that the signal is subject to some degradation between source and destination, but

in the case of perfect transmission H(y) = 0, and R = H(x).

Communication systems can be used as a model of choice response time tasks.

In a choice task with equal probability that any one of K signals is transmitted,
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Equation 2 gives information as

H(x) = −K · ( 1

K
) log (

1

K
) = log (K). (3)

If the rate of gain of information is constant over time, as Hick (1952) proposed,

then response time is proportional to log (K). Equation 3, and by extension Hick’s

Law (Equation 1), was originally proposed on the assumption of perfect information

transmission stating that the latency to make a choice response is a linear function

of stimulus uncertainty (logarithm of the number of choice alternatives).2 The as-

sumption of perfect information transmission implies error-free performance across

choice set sizes, which was imposed on decision makers in early investigations. More

recently, investigators permitted observers to set their own speed-accuracy trade-

offs and hence commit errors, and Hick’s Law was still observed: mean response

time was still linearly related to the stimulus information that observers actually

processed (Hale, 1969; Pachella & Fisher, 1972).

Data from many early experiments were consistent with Hick’s Law and its in-

terpretation within the communication theory framework (Hick, 1952; Hyman, 1953,

for review see Teichner & Krebs, 1974; Schweickert, 1993). But despite the simplicity

of the conceptualisation, Hick’s Law within the information theoretic framework has

been criticised (Baddeley, 1994). For instance, Laming (1966) argued that choice re-

sponse time is more simply described as K parallel decision processes where response

time is determined by the largest of the K decision latencies. Laming’s account is

typical of modern decision models that refer to a number of ‘accumulators’ that

sample evidence from stimulus displays over time (e.g., Brown & Heathcote, 2008;

Leite & Ratcliff, 2010; McMillen & Holmes, 2006; Usher & McClelland, 2001; Usher,

Olami, & McClelland, 2002). A different body of work criticised the information

theoretic approach through attempted re-formulations of the Hick function. For

2Hick (1952) acknowledged the problem in the simple RT case where K = 1 since log 1 = 0,
hence RT = 0. Hick preferred the formula log (K + 1) to resolve the simple RT problem and
indicate uncertainty in when the (single) event will occur. Subsequent research indicated that
temporal uncertainty does not influence response time, thus Hick’s (K+1) correction is unnecessary
(Teichner & Krebs, 1974).
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instance, a recurring theme has been the replacement of Hick’s Law with a power

function, RT = a + b(1 − 1
K

) (Longstreth, El-Zahhar, & Alcorn, 1985; Pellizzer

& Hedges, 2003), or the addition of various constants to the Hick function, sup-

posedly to more closely model various cognitive processes (e.g., Swanson & Briggs,

1969; Teichner & Krebs, 1974). However, neither a power law or extra constants has

been consistently supported across studies. If one dismisses an information theoretic

account of the relationship between response time and choice set size, Hick’s Law

becomes largely atheoretical – a statistical description of a behavioural regularity

with no conceptual grounding.

0.1.2 Modern Accounts of Hick’s Law

Most modern accounts of binary and multi-alternative choice fall within the se-

quential sampling framework. Sequential sampling models assume that one or more

decision variables gradually accumulate noisy sensory evidence from the environ-

ment until the decision variable(s) reaches a response threshold, which triggers a

response. The response time modelling enterprise has seen great progress (and de-

bate) in the last half century. This progress has manifested as a great range in the

architecture and assumptions of sequential sampling models. For example, a model

may instantiate one decision variable, as in random walk (e.g., Laming, 1968; Link

& Heath, 1975; Stone, 1960) and diffusion models (e.g., Ratcliff, 1978; Ratcliff &

Rouder, 1998; Busemeyer & Townsend, 1992, 1993), or a ‘horse race’ between K

decision variables (e.g., Brown & Heathcote, 2008; Usher & McClelland, 2001; van

Zandt, Colonius, & Proctor, 2000; Vickers, 1970). Sensory evidence might accumu-

late continuously over time in a manner that is stochastic (e.g., Ratcliff, 1978; Usher

& McClelland, 2001), ballistic (Brown & Heathcote, 2005), or linear and ballistic

(Brown & Heathcote, 2008; Carpenter & Reddi, 2001). Evidence might also arrive

at regularly spaced discrete intervals in variable quantities (e.g., Smith & Vickers,

1988; Vickers, 1970), or in fixed quantities at irregularly occurring discrete intervals

(e.g., LaBerge, 1994; Otter, Allenby, & van Zandt, 2008; Townsend & Ashby, 1983;
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van Zandt et al., 2000). The decision variable(s) might also accumulate evidence

toward a response threshold that is relative (e.g., random walk and diffusion models)

or absolute (e.g., multiple accumulator models). Although some of these approaches

extend to decisions with more than two alternatives (e.g., Brown & Heathcote, 2005,

2008; Otter et al., 2008; Usher & McClelland, 2001; Usher et al., 2002; van Zandt

et al., 2000), the response time modelling literature has largely restricted its focus to

binary decisions. Consequently, there has been great progress in our understanding

of binary choice processes, but much less in the domain of multi-alternative choice.

Following Laming (1966), most modern accounts of multi-alternative choice

ascribe to a race between multiple decision processes or accumulators (but not all

accounts, e.g., Schneider & Anderson, 2011). A number of sequential sampling

models have been developed to account for decisions between multiple alternatives

in specific paradigms such as absolute identification (Brown, Marley, Donkin, &

Heathcote, 2008), perceptual choice (Usher & McClelland, 2001) and simple deci-

sions (Vickers & Lee, 2000), each of which are consistent with Hick’s Law in their

respective paradigms. To my knowledge only Usher et al. (2002), Brown et al.

(2009) and Schneider and Anderson (2011) have published domain general accounts

of Hick’s Law.

Schneider and Anderson (2011) provided an account of Hick’s Law within

the Adaptive Control of Thought – Rational (ACT-R) cognitive architecture. The

ACT-R framework proposes that cognitive processes are built from a conjunction

of various discrete production rules that are retrieved from memory, temporarily

stored as chunks in a buffer, and used as required. Schneider and Anderson’s ACT-

R memory retrieval model of Hick’s Law accounts for mean response latencies in

memory-based tasks, however the model (as currently developed) has no capacity

to account for the well known speed-accuracy tradeoff: the finding that decision

makers are able to consciously make faster decisions at the expense errors, or slower

choices that ultimately increase accuracy.3 As detailed below, the speed-accuracy

3Schneider and Anderson (2012) recently proposed an ACT-R based model that accounts for the
speed-accuracy tradeoff in response deadline tasks. Since a speed-accuracy tradeoff has not been
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tradeoff is critical to the findings of section one of this thesis. Without the capacity

to account for speed-accuracy tradeoffs, the ACT-R model in its current form is

qualitatively unable to account for my results.

In the sequential sampling framework, Usher et al. (2002) demonstrated that a

standard accumulator model predicts Hick’s Law across a range of set sizes, provided

the decision maker maintains a constant error rate. In Usher et al.’s model, a

constant error rate across set sizes requires a logarithmic increase in the response

threshold as a function of set size. Changing a parameter (response threshold) across

the levels of one factor (set size) does not explain response time phenomena. This

approach merely shifts the focus of the question of interest, rather than presenting

an answer: instead of asking why does response time increase with set size, we must

still ask why the response threshold increases with set size. I return to the issue of

why response thresholds might change across set sizes in Chapter 2.

To overcome the discrepancies in Usher et al.’s (2002) race model, Brown

et al. (2009) developed three models to account for multi-alternative choice in a

Hick’s Law framework. Two of these models were Bayesian optimal observer models.

These models are optimal in the sense that they minimise expected decision time

given a pre-determined error rate, and particular assumptions about the decision

maker’s knowledge of the task environment (e.g., explicit or vague knowledge of the

evidence accumulation rates for the target and distractors). The Bayesian models

naturally predict Hick’s Law when error rate is fixed across set sizes. Unlike Usher

et al.’s (2002) race model, the Bayesian models predict the Hick’s Law regularity

without changing any parameter values across set sizes. This result implies that

Hick’s Law can be considered as a case of optimal decision making (according to the

previous definition of optimality), and is not too surprising considering early choice

response time studies required participants to maintain a constant error rate across

set sizes (often requiring 100% accuracy, see Teichner & Krebs, 1974) and in doing

so observed Hick’s Law.

formally implemented in the ACT-R model of Hick’s Law, here I do not focus on the speed-accuracy
tradeoff version of Schneider and Anderson’s model.
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Brown et al.’s (2009) third model was a simple cognitive heuristic that pre-

dicts a response as soon as the evidence for the current best alternative exceeds

the evidence for the next best alternative by some threshold amount – a response

criterion. This ‘max-minus-next’ model is based on the demonstrations of Dragalin,

Tartakovsky, and Veeravalli (1999, 2000) that the simple heuristic performs as well

as the statistically optimal multi-hypothesis sequential probability ratio test (Baum

& Veeravalli, 1994), provided error rates are low.

Domain general accounts of Hick’s Law such as Usher et al.’s (2002) race model

and Brown et al.’s (2009) Bayesian and max-minus-next models predict Hick’s Law

with decision processes that are optimal (i.e., constant error rates) or sub-optimal

(i.e., non-constant, or declining, error rates). Both patterns in response accuracy

rates have been observed in the literature, which presents a theoretical problem:

which qualitative pattern is to be preferred? To provide a complete account, we

require a model that predicts Hick’s Law and has the capacity to predict both

constant and non-constant error rates, consistent with previous research. For the

purposes of this thesis, the three models considered here can be split into two groups:

those that predict constant accuracy across choice set sizes ‘by default’ – Usher

et al.’s (2002) race model and Brown et al.’s (2009) Bayesian model – and those

that predict accuracy rates that decline as the choice set size increases ‘by default’,

as in the max-minus-next model.

Despite having models the predict constant or declining accuracy rates, little

is known empirically about patterns of response accuracy as a function of choice

set size. In some experiments, response accuracy has remained constant across

choice set sizes (e.g., Hale, 1968; Rabbitt, 1968), but in others response accuracy

has declined as the choice set size increased (e.g., Brown et al., 2009; Kveraga

et al., 2002; Lacouture & Marley, 1995; Lee et al., 2005; Leite & Ratcliff, 2010; ten

Hoopen et al., 1982; Wright, Marino, Belovsky, & Chubb, 2007). The reasons for

this variation – constant or declining accuracy – are unknown. Chapter 1 of this

thesis proposes a possible explanation for the varying accuracy functions: the choice
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context. All decisions occur in a context, and it is entirely plausible that the context

of previous choices influences current choice processes.

0.2 Context Effects in Multi-Alternative Choice

0.2.1 Context Effects in Data

Chapter 1 focusses on a simple experimental context manipulation – choice set size.

I present evidence from two experiments that illustrate how a simple decision on

the behalf of the experimenter – a between- or within-subjects manipulation of set

size – can elicit qualitative changes in response accuracy patterns in an otherwise

identical cognitive task. A within-subjects manipulation of choice set size implies

that, across trials, participants make judgments across a range of choice set sizes,

in my experiment from K = 2 up to K = 20 alternatives, randomly interleaved.

This range in set size implies a correspondingly large range in expected response

latencies across the experiment, according to Hick’s Law (Equation 1). Participants

quickly become aware that some trials are much faster, and easier, than others. This

difference establishes a variable context across trials; the participant may wish to

exert more effort on those ‘faster’ trials (small set sizes), relatively to the ‘slower’

trials (large set sizes). Such a response pattern manifests in data as a decline in

accuracy as the choice set size increases.

In contrast, a between-subjects manipulation of choice set size permits each

observer to make decisions about only a single set size. For example, one participant

might decide between K = 6 alternatives on every trial, whereas another might

be randomly allocated to make judgments between K = 10 alternatives. In this

situation, regardless of set size allocation, every judgment is similar to all previous

judgments, and there is no a priori reason to expect any differences in accuracy rates

as a function of choice set size (i.e., across different groups of participants).

Chapter 1 demonstrates the expected patterns in response data: decision con-

text induced qualitatively different patterns of responses in a multi-alternative choice
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task. In the between-subjects condition accuracy rates were almost independent of

set size, but the within-subjects condition showed accuracy rates that declined as

set size increased. Despite qualitatively different patterns in error rate data, both

conditions demonstrated the Hick’s Law regularity in response times. This is an

important result – previously discrepant data patterns had no attributable cause,

and these results demonstrate that constant and declining accuracy rates might be

attributable to the decision context. The empirical result from Chapter 1 presents

a challenge for theoretical approaches to Hick’s Law and, more generally, models of

multi-alternative choice.

0.2.2 Modelling Context Effects

The fact that both constant and declining accuracy rates can be elicited within the

same paradigm as a function of an experimental manipulation suggests that the

discrepant patterns of error rates should represent a target for theoretical accounts

of Hick’s Law. As outlined in section 0.1.2, existing models of Hick’s Law predict

constant or declining accuracy rates as a function of choice set size. Without mod-

ification, no existing models of decisions between multiple alternatives account for

the qualitative trends in data.

I argue that the results of Chapter 1 do not warrant rejection of existing mod-

els. Take, for instance, the ‘constant accuracy’ Bayesian model. With no parameter

changes, the Bayesian model naturally predicts Hick’s Law for response times and

error rates that remain constant across set sizes. This model can predict declining

accuracy rates with increasing set size by allowing the response threshold to decrease

with set size. The reverse holds true for the ‘declining accuracy’ max-minus-next

model: with no parameter changes this model predicts declining accuracy with in-

creases in the number of choice alternatives, but by increasing the response threshold

with set size the model predicts constant accuracy. These two approaches cannot

be teased apart on qualitative grounds and both would likely provide a good fit to

data. However, such fits to data would lack psychological interpretation; why do
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response thresholds change with set size?

In Chapter 2 I present a domain general mechanism to account for the speed-

accuracy tradeoffs observed in Chapter 1. The approach is applicable to any existing

model of multi-alternative choice that contains a speed-accuracy (response) thresh-

old parameter. The theory is based on a notion of conditional optimality as it might

be defined by a participant in an experiment: to minimise the time spent in the

experiment, subject to a goal accuracy rate. I refer to this approach as “Min-RT”.

The approach assumes that a participant has a desired mean accuracy rate for the

experiment, and conditional on that goal accuracy, they set response thresholds

across set sizes in a manner that minimises expected response time across the entire

experiment.

The Min-RT approach implicitly captures the decision context that gave rise

to the empirical results in Chapter 1. Participants in the between-subjects condition

experience only a single set size throughout the experiment, so they are forced to

set their response threshold at the same level for the duration of the task as there

is no sensible approach to further reduce participation time subject to that goal

accuracy rate. In contrast, the within-subjects condition experienced a large range

in expected response times across set sizes. In this variable context it is more time-

efficient to make correct responses in the easier and faster conditions (small set sizes)

than the difficult and slower conditions (large set sizes). In Chapter 2 I show that

the most efficient policy to achieve the minimum time in the experiment is to follow

very closely the response accuracy patterns from the within-subject condition of

Chapter 1.

The Min-RT approach generalises the concept of ‘reward rate’ maximisation

(e.g., Bogacz, Brown, Moehlis, Holmes, & Cohen, 2006). Reward rate simply refers

to the expected number of rewards (correct responses) per unit time. In a typical

reward rate experiment, participants are instructed to maximise their rate of return

in a fixed period during which they can make as many decisions as they wish. Under

these conditions, Bogacz et al. showed that there is a single speed-accuracy tradeoff
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setting that maximises reward rate. This notion of reward rate is only applicable to

experiments where the time interval is fixed but the number of decisions is not. In

the more typical scenario, where the number of decisions is fixed but the time interval

is not, responding very cautiously will maximise the number of correct decisions at

the expense of decision time. Under such fixed-trial conditions, a plausible goal

for the decision maker is to minimise expected decision time conditional on a goal

accuracy rate.

The Min-RT approach assumes that decision time underlies the context effects

observed in Chapter 1. However, the data presented in Chapters 1 and 2 do not

permit rejection of the hypothesis that context effects are based on decision difficulty,

since decision difficulty and decision time tend to be confounded in choice tasks,

including mine (i.e., easier judgments tend to be faster than difficult judgments). I

investigate this issue empirically in Chapter 3.

0.2.3 Time-Based Context Effects

In Chapter 3 I investigate whether context effects similar to those observed in Chap-

ters 1 and 2 are consistent with differences in decision time or decision difficulty

across experimental conditions. Although I have assumed a time-based context ef-

fect, it is entirely plausible that the context effects are due to variable difficulty

across experimental conditions. For example, an approach that monitors error rates

could capture the effect. Error monitoring approaches assume that response thresh-

olds are adjusted in response to task feedback – whether judgments were correct or

erroneous (Vickers, 1979; Vickers & Lee, 1998, 2000) – or through a general esti-

mate of the difficulty of recent trials (e.g., Jones, Mozer, & Kinoshita, 2009). It is

well established that choice difficulty can elicit context effects across experimental

conditions. In Chapter 3 I use a novel approach to examine whether decision time,

independent of decision difficulty, also elicits context effects.

Our experimental approach takes advantage of expanded judgment tasks (e.g.

Busemeyer & Rapoport, 1988; Smith & Vickers, 1989; Vickers, 1979; Vickers, Fore-
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man, Nicholls, Innes, & Gott, 1989). These tasks externalise the accrual of evidence

by visualising it in a stimulus display, rather than inferring evidence accumulation

as a cognitive process from traditional stationary displays. In Chapter 3 I report two

experiments that held difficulty constant across experimental conditions, since each

condition had the same rate of accumulation for targets and distractors in the stimu-

lus display, but I varied the delay of the arrival times of increments of evidence across

conditions, hence generating a time-varying context. An error-monitoring approach

suggests no difference in performance across conditions since all conditions are os-

tensibly of the same difficulty. However, the Min-RT hypothesis predicts higher

accuracy rates for the faster conditions relative to the slower conditions, since this

is a more time-efficient approach to achieve a specified mean accuracy rate. Across

both experiments I found support for the Min-RT hypothesis: the quantity of evi-

dence accumulated in the faster conditions was greater than the slower conditions,

subsequently producing higher accuracy.

In Chapter 3 I demonstrate that context effects can be elicited by differences in

decision time, and not only decision difficulty. Min-RT provides a good descriptive

account of these data, but it does not provide a process-level account for them. That

is, thus far I have been silent as to exactly how decision-makers might implement a

strategy that approximates the Min-RT hypothesis. Such a mechanism must satisfy

at least two goals: it must be flexible enough to adapt to different goal accuracy

rates, and it must adjust itself to account for time-based effects. Recently, such

a time-based mechanism for adjusting response thresholds has been proposed in a

separate line of research: response thresholds that decrease as the duration of the

decision increases, popularly known as ‘collapsing boundaries’, which I investigate

in Chapter 4.

0.2.4 A Further Test of Time-Based Context Effects

The notion that response thresholds might dynamically decrease within the course

of a trial has grown rapidly in popularity in recent years (e.g., Bowman, Kording,
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& Gottfried, 2012; Deneve, 2012; Drugowitsch, Moreno-Bote, Churchland, Shadlen,

& Pouget, 2012; Thura, Beauregard–Racine, Fradet, & Cisek, 2012). The concept

is intuitively plausible: as the duration of a trial increases the likelihood of a cor-

rect response decreases, so a decision-maker should terminate the decision trial and

move to the next judgment. Furthermore, response time models that implement a

collapsing response threshold have been demonstrated to maximise reward rate, un-

der some circumstances (Ditterich, 2006; Drugowitsch et al., 2012; Hanks, Mazurek,

Kiani, Hopp, & Shadlen, 2011), suggesting a possible connection to the Min-RT

hypothesis.

The hypothesis of collapsing response thresholds is conceptually related to the

goals of the Min-RT hypothesis. The Min-RT hypothesis states that to optimise

time-on-task the decision-maker should aim for higher accuracy in faster trials and

lower accuracy in slower trials, to achieve a goal accuracy rate. In sequential sam-

pling models this is equivalent to larger response thresholds in fast compared to

slow conditions. Similarly, implementing a response threshold that declines over the

duration of a decision could provide a parsimonious process-level account of the Min-

RT hypothesis. In particular, the account could provide a single declining threshold

that accounts for the response time and accuracy trends across the varying decision

speed contexts. A model could achieve this by beginning the decision process with

a large response threshold (leading to fast and accurate decisions) that gradually

decreases over time to a lower value (leading to slow and in-accurate decisions).

In Chapter 4 I explore whether collapsing response thresholds might provide a

process-level account of the Min-RT hypothesis. I could examine this within a model-

based approach, by fitting models that assume response thresholds that collapse

with increasing decision duration and determine whether the predicted accuracy and

response time trends compare favourably with those predicted by Min-RT. However,

I can use externalised evidence accumulation tasks to more directly examine whether

judgments are based on less evidence as decision duration increased. Such an analysis

stays ‘closer to the data’ rather than one level of abstraction from the data, as in
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model fitting.

Since externalised evidence accumulation paradigms record the quantity of

evidence in the stimulus display at the time of response, they allow direct calcula-

tion of the difference in evidence between the chosen response and the remaining

alternatives. If this value decreases with increasing trial duration it provides empir-

ical evidence in favour of the collapsing response threshold hypothesis. Despite the

plausibility of the collapsing threshold approach, the data indicated no decline in

thresholds with increasing trial duration, and in some cases actually demonstrated

increased response thresholds for trials with longer durations. I conclude that time-

based context effects appear to be better described by discrete changes to response

thresholds across experimental conditions rather than a single continuously declining

function.

0.3 Section 2: Consumer Judgments Among Mul-

tiple Alternatives

In the second section of this thesis I move from the simple decisions that comprised

the first section of this thesis to more complex choices involved in consumer judg-

ments. Consumer decisions are of great interest to economists and marketers aiming

to maximise return on products, to health economists aiming to effectively deliver

services to the public, and to psychologists aiming to understand the factors driving

complex judgments.

Consumer judgments are complex by nature. For example, planning to pur-

chase a new television necessarily involves consideration of many factors, including

cost, brand, screen size, resolution, internet connectivity, and so on. In the con-

text of this thesis there are two important aspects to such judgments: we live in

a consumer-driven society so purchase decisions naturally involve consideration of

multiple alternatives; and the only means to elicit reliable and unbiased data on

consumer preferences is to adopt a quantitative approach to the topic.
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To understand consumer judgments we must accurately elicit preferences for

products and services, which requires rigorous measurement methods that permit

collection of reliable and unbiased data. Traditional rating scale methods such

as Likert scales are subject to response-scale bias, where different individuals or

populations might use the range of a scale in different ways (e.g., some people

might typically respond with low values, others never with low values; Paulhus,

1991). Issues can also arise with the number of levels provided on the scale (e.g.,

1–5, 1–7, 1–9), which can further influence the use of a scale’s range. Adding to

the response bias concerns, rating scale data can be difficult to aggregate across

multiple respondents. Since the methodology can produce unreliable data, there are

fundamental problems in using these data to understand the latent factors driving

judgments, whether those are consumer preferences for purchase decisions, attitudes

toward health services, or personal beliefs toward physical and mental health.

In recent decades the problems with rating scales have been overcome with

the use of discrete choice tasks. Discrete choice tasks present the respondent with

a number of choice sets each comprised of a distinct set of options. From each

choice set the respondent selects their most preferred option (i.e., the ‘best’ option).

For example, a researcher may investigate preferences toward emergency services in

hospitals. Suppose in this domain there are three relevant attributes that define

patient experiences within the emergency room: timeliness to see the doctor, thor-

oughness of initial treatment, and attentiveness of post-treatment follow-up. In a

discrete choice task each attribute is comprised of a number of ‘levels’, referred to as

attribute-levels – Table 1 illustrates some hypothetical attribute-levels for the emer-

gency room example. With the attributes and their levels defined, one constructs

a choice set that describes a hypothetical visit to an emergency room by selecting

a single attribute-level from each attribute. One such example might be that you

waited 30 minutes to receive treatment but the initial treatment was not as thorough

as you would have liked, although the post-treatment follow-up was thorough. The

respondent is then asked to select the best aspect of this choice set. The respondent
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is given a number of similar discrete choice sets, each with a different combination

of attribute-levels, and across multiple judgments the researcher can understand re-

spondent preferences with respect to the examined attributes. Discrete choice tasks

circumvent the various biases that appear in rating scale approaches since the judg-

ment task is essentially all-or-none – selection of the aspect that you like best, or

that you most agree with – rather than the difficult-to-quantify relative judgments

required in rating scales – how much do you like this aspect, or how much do you

agree with it.

Table 1: Hypothetical attributes and attribute-levels from a discrete choice task to
examine preferences for emergency services in hospitals.

Attribute Attribute-level
Timeliness of treatment 10 minutes

30 minutes
One hour
Two hours

Initial treatment As thorough as you would like it to be
Not as thorough as you would like it to be

Post-treatment care As thorough as you would like it to be
Not as thorough as you would like it to be

More recently, discrete choice tasks have been extended to elicit a second

judgment from each choice set; selection of the least preferred option. That is, in

each choice set the respondent selects their most preferred option (the ‘best’ option)

and their least preferred option (the ‘worst’ option). This procedure is known as

best-worst scaling, first introduced by Finn and Louviere (1992), and its use has

become increasingly widespread in the applied judgment literature. In the previous

example of hospital emergency services, a respondent might state that the best

aspect of the appointment was receiving treatment in 30 minutes and the worst

aspect was receiving treatment from a doctor that was less thorough than expected.

The primary advantage of best-worst scaling over traditional ‘best-only’ dis-

crete choice tasks is the elicitation of twice as much data from each choice occasion

(i.e., choice set). In the previous judgment, both discrete choice and best-worst

choice tasks inform us about the most-preferred aspect of the appointment. In
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best-worst choice, however, we also learn respondents’ least-preferred aspects, effec-

tively providing a rank-ordering on attribute-levels in this (three-attribute) choice

set, whereas a traditional discrete-choice does not have access to this information.

In turn, this increase in the quantity of data provides greater ability to estimate the

latent parameters of interest, often deemed the ‘preference strength’, or ‘utility’, of

each of the attribute-levels.

The aim of discrete choice and best-worst scaling tasks is to estimate the

latent ‘utilities’ that are assumed to inform choices. Utility coefficients are typically

estimated from discrete choice and best-worst choice data using conditional logit

models, also known as the multinomial logit model (MNL), including the Luce choice

model (Luce, 1959). These models assume that each option or attribute-level has a

utility and that choice probabilities are a function of those utilities (Finn & Louviere,

1992; Marley & Louviere, 2005; Marley & Pihlens, 2012). MNL models provide

good descriptions of data, efficiently compressing large choice matrices into compact

utility estimates, and can be interpreted in terms of random utility maximisation.

Despite their strong descriptive account of data, MNL models are silent on possible

cognitive processes underpinning the observed choices. In Chapters 5 and 6 I move

toward improving this situation by developing a cognitive process model of the

decision processes involved in best-worst choice that does not sacrifice the descriptive

properties of MNL models.

0.3.1 Cognitive Models of Consumer Choice: The Best-

Worst Linear Ballistic Accumulator

In Chapter 5 I demonstrate that a model typical of the sequential sampling frame-

work – the linear ballistic accumulator (LBA; Brown & Heathcote, 2008) – tradi-

tionally used to account for perceptual decisions, can also account for the complex,

multi-attribute judgments involved in best-worst choice tasks. As with all sequential

sampling models, the LBA assumes that choice processes are driven by a gradual

process of extracting information from the environment. This process of evidence
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accrual makes predictions for the choices made as well as the latency to make those

choices. Unlike other sequential sampling models, the LBA makes a number of sim-

plifying assumptions in the decision process, such as the removal of competition

amongst accumulators and within-trial noise in the evidence accumulation process,

which allows for analytically tractable solutions. As a result, the LBA can make

predictions about choices in the absence of response times, which allows the LBA to

account for standard data in best-worst scaling tasks: choices, only, without latency

data.

In Chapter 5 I demonstrate that the LBA is equivalent to MNL models of

choice, when integrating over the predicted distribution of response times (assuming

no start-point noise), and therefore provide a process-level explanation of best-worst

choices. I show that the utility coefficients from MNL models are closely related

to the logarithm of the rates of evidence accumulation in the LBA (i.e., the drift

rate), using two best-worst choice data sets – one about patient preferences for

dermatology appointments, another regarding consumer preferences for attributes

of mobile phones.

Despite the widespread use of the best-worst scaling procedure, the literature

has typically assumed that the additional information that comes from a second,

‘worst’, response has not been at the expense of the information gained in the ‘best’

response. That is, the assumption that the act of rejecting an option from a set does

not alter the preference for the accepted option. I explore this issue in Chapter 6,

and the related issue of whether accepting a most-preferred option can be conceived

as the opposite of rejecting a least-preferred option.

0.3.2 A Cognitive Account of Accepting and Rejecting in

Best-Worst Choice

The judgment and decision making literature has long considered the consequences

of accepting, and to a lesser extent rejecting, on preference. As a simple example,

suppose you are presented with a menu containing five items and you must select a
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meal to order. In this scenario many possible decision strategies can be adopted – se-

quentially rejecting four options, accepting a single option, repeatedly accepting and

rejecting single options – but regardless of the strategy or process, will you arrive at

the same final choice? A large body of the judgment and decision making literature

has aimed to demonstrate the presence of ‘paradoxes’ in such judgments: inconsis-

tent choices under different constructions of the stimulus set, such as the well-known

attraction, compromise and similarity effects in ‘best-only’ choices (Huber, Payne,

& Puto, 1982; Simonsen, 1989; Tversky, 1972).

In the final Chapter of this thesis I examine whether accepting and rejecting are

driven by a single latent representation or construct, and thus make use of the same

latent information. Aside from the cognitive implications of examining accepting

and rejecting, I also examine the plausibility of a typical assumption in MNL models

of best-worst choice: if u(x) represents the utility or desirability of an option, then

v(x) = 1/u(x) represents the disutility or undesirability of an option (Marley &

Louviere, 2005; Marley & Pihlens, 2012). This simplifying ‘inverse assumption’

halves the number of free parameters to be estimated in MNL models. Despite the

widespread use of this assumption it is rarely tested against data. In Chapter 6 I

demonstrate through the lens of two best-worst choice tasks – one about perceptual

decisions, another about consumer-style judgments – that accepting and rejecting

are based on monotonic transformations of the same underlying information; a latent

‘preference strength’ dimension. I also find support for the inverse assumption that

has been widely applied to MNL models of best-worst choices in applied domains.
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Abstract

For decisions between many alternatives the benchmark result is Hick’s Law: that re-

sponse time increases log-linearly with the number of choice alternatives. Even when

Hick’s Law is observed for response times, divergent results have been observed for

error rates – sometimes error rates increase with the number of choice alternatives,

and sometimes they are constant. We provide evidence from two experiments that

error rates are mostly independent of the number of choice alternatives, unless con-

text effects induce participants to trade speed for accuracy across conditions. Error

rate data have previously been used to discriminate between competing theoretical

accounts of Hick’s Law, and our results question the validity of those conclusions.

We show that a previously-dismissed optimal observer model might provide a par-

simonious account of both response time and error rate data. The model suggests

that people approximate Bayesian inference in multi-alternative choice, except for

some perceptual limitations.
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1.1 Introduction

Many decisions require selection of a single response from many possible alternatives.

These decisions can range from simple perceptual choices to complex evaluations

of multi-attribute information. A fundamental result for such choices is that the

average decision time depends on the number of choice alternatives, according to

Hick’s Law (Hick, 1952; Hyman, 1953). Hick’s Law can be expressed in a number

of ways, but the most simple is that the mean time taken to select a response (i.e.,

RT ) and the logarithm of the number of choice alternatives (K) are linearly related:

RT = a+ b log2 (K). (1.1)

Hick’s Law describes data from a wide range of paradigms including speeded per-

ceptual judgments (e.g., Leite & Ratcliff, 2010), eye saccades (e.g., anti-saccades in

Kveraga et al., 2002; Lee et al., 2005), absolute identification (e.g., Lacouture &

Marley, 1995; Pachella & Fisher, 1972), manipulations of stimulus-response com-

patibility (e.g., Brainard et al., 1962; Dassonville et al., 1999), and has even been

observed in monkeys (Laursen, 1977) and pigeons (Vickrey & Neuringer, 2000; for

additional examples in other paradigms see Brown et al., 2009; Teichner & Krebs,

1974; ten Hoopen et al., 1982).

Hick’s Law was initially interpreted with recourse to information theory (Hick,

1952; Shannon & Weaver, 1949), where the time taken to judge between alternatives

is proportional to the amount of stimulus information to be processed. For this

reason, traditional investigations of Hick’s Law emphasized error-free responding:

experimenters forced observers to process all of the information provided by the

stimulus. Later investigations allowed observers to set their own tradeoffs between

response speed and accuracy, and still observed Hick’s Law: mean response time

was linearly related to the amount of stimulus information that observers actually

processed (Hale, 1969; Pachella & Fisher, 1972).
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1.1.1 Speed-Accuracy Tradeoff in Decisions Between Mul-

tiple Alternatives

When observers are allowed to set their own speed-accuracy tradeoff it is often ob-

served that response accuracy declines steadily as the number of choice alternatives

increases. This result has been observed in paradigms using eye saccades (anti-

saccades in Kveraga et al., 2002; Lee et al., 2005; Thiem, Hill, Lee, & Keller, 2008),

absolute identification (Lacouture & Marley, 1995), and externalized evidence ac-

cumulation displays (Brown et al., 2009; for more examples in other paradigms see

Churchland, Kiani, & Shadlen, 2008; Leite & Ratcliff, 2010; ten Hoopen et al., 1982;

Wright et al., 2007). The variability observed in patterns of accuracy has had impor-

tant implications for theoretical accounts of Hick’s Law, with some models explicitly

targeting constant accuracy rates (Usher et al., 2002) and others explicitly targeting

decreasing accuracy rates (Brown et al., 2009). There has been no attempt to unify

these different theoretical accounts.

We explore the possibility that a free response protocol can induce participants

to alter their speed-accuracy tradeoff across different numbers of choice alternatives.

We suggest that the observer’s goal accuracy for each set size is influenced by the

experimental context; the other set sizes they have experienced. As described by

Hick’s Law, choices between a small number of alternatives are relatively fast, and

choices between a larger number of alternatives are slower. We propose that the

observer tries to mitigate this variability by speeding up on the slowest decisions,

and slowing down on the fastest ones. This has the effect of making decisions between

small numbers of alternatives more accurate, and choices between many alternatives

less accurate, as sometimes observed in data. A side effect of this tradeoff, and a

possible explanation for it, is that the tradeoff also results in the observer taking

less time (overall) to achieve the same average response accuracy as if they did not

adjust their speed-accuracy tradeoff.

To test our hypothesis, in two experiments we employ the same decision task,

but manipulate the number of choice alternatives differently. In Experiment 1, we
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manipulate the number of choice alternatives within-subjects: each participant ex-

periences some choices with only two alternatives, and some with 20 alternatives,

and many values in between. According to our hypothesis, this should induce par-

ticipants to be more accurate (but slower than they otherwise might be) for choices

between few alternatives, and less accurate (but faster than otherwise) for choices

between many alternatives. In Experiment 2, each participant experiences just one

set size – for example, one participant might only ever be given choices between

K = 8 alternatives. If our hypothesis holds, this design should not induce a speed-

accuracy tradeoff between different set sizes; we expect accuracy to remain constant

across all choice alternatives. The results from these experiments have important

theoretical implications. As we will show, they provide new constraints on models

for Hick’s Law and more generally, models for speeded, multi-alternative decision

tasks. These constraints change the way previous models have been evaluated.

1.2 Experiment 1

Our experimental paradigm is based on Brown et al.’s (2009). In their study, each

decision involved a display of columns that grew taller at different rates, by randomly

accumulating increments of height (“bricks”) according to a simple statistical model.

One of the columns tended to accumulate bricks more quickly than the others,

and the participant’s goal was to select this target column as quickly as possible.

Observers were free to choose their own balance between speed and accuracy: early

in the process, when only a few bricks have accumulated, a distractor column is

likely to be taller than the target, by random chance.

Brown et al.’s (2009) paradigm was unusual because it made the process of

gradual evidence accrual both explicit and external. This process is assumed to

occur, even if it cannot be directly observed, in most theoretical accounts of choice

response time. Although the task was a little unusual, the data from Brown et al.’s

paradigm were quite standard: Hick’s Law was observed in response time, and accu-

racy declined with increasing numbers of choice alternatives. Our first experiment
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expands on Brown et al.’s study to examine choices between even more alternatives

(up to 20).

Another novel aspect of Experiment 1 is a new instantiation of Brown et al.’s

(2009) experimental paradigm. Their paradigm used column heights as the pri-

mary display feature, which may have biased the data in favor of certain theoretical

accounts (e.g., Brown et al. found that the best description of their data was pro-

vided by a theory that operated on the difference in height between the tallest and

second-tallest columns). For Experiment 1, we re-cast the falling bricks from a novel

perspective, as when watching drops of paint fall on a canvas. A demonstration ver-

sion of this experiment can be viewed online, at http://psych.newcastle.edu.

au/~sdb231/buckets/vanillaR.html.

1.2.1 Method

Fifty-seven first-year psychology students from the University of Newcastle partici-

pated online in Experiment 1 for course credit. Each participant completed 6 blocks

of 30 trials. Each decision trial began with K empty squares, randomly placed into

20 locations on a 4 × 5 grid, with each square measuring 100 pixels × 100 pixels

(plus a 2-pixel border, see Fig. 1.1). The number of squares shown on any trial was

randomly chosen from K ∈ {2, 4, 6, 8, 10, 12, 14, 16, 18, 20}, subject to the condition

that each K appeared equally often in each block.

During each trial, time proceeded in discrete steps at the rate of 15/second.

On each time step, each square either accumulated a new dot or not. The chance of

each square accumulating a new dot was independent and equal for all squares, at

θ(d) = .4, except that one “target” square had a higher probability of θ(t) = .5. The

participant’s task was to identify the target as quickly as possible.

Squares began with a completely white background (unfilled) and each time a

new dot was accumulated, a 2 × 2 pixel area within the square changed to a dark

blue color. The position of the new dot was chosen randomly from the remaining

unfilled area of the square. Participants were free to allow dots to accumulate until
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(a) K = 6 Trial (b) K = 14 Trial

Figure 1.1: Screenshots from Experiment 1 for (a) a choice between six alternatives
and (b) a choice between fourteen alternatives. Panel (a) depicts the early stages of
a trial with relatively few dots in each square, and panel (b) shows the later stages
of a trial when many dots appear in each square. The task is to identify the square
with the fastest rate of accumulating dots.

they felt confident with their decision. The maximum number of fill events that

could be accommodated by any square was 2, 500, meaning that no square could

completely fill in less than about three minutes (this was much longer than any

participant ever waited to make a response).

After the participant chose a target square, feedback on their response was

provided by a fast animation that illustrated many more time steps very quickly. If

the participant correctly identified the target square, its border was turned green.

If an incorrect selection was made, the incorrect square’s border was turned red and

the true target square’s border was turned green.

1.2.2 Results and Discussion

We imposed strong exclusion criteria, resulting in the removal of data from 19 par-

ticipants who made fewer than 45% correct responses and 2 participants whose

computers displayed an average of fewer than 13 time steps per second (for a discus-

sion of these criteria, see appendix). The remaining data were screened for outlying

trials resulting in the removal of 9 trials with response times less than 1 second, 6 tri-

29



als slower than 100 seconds, and 25 trials during which the host computer displayed

fewer than 13 time steps per second (0.62% of trials in total).

Mean response time and accuracy data are displayed in Fig. 1.2 as functions

of the number of choice alternatives, using within-subjects standard error bars cal-

culated according to Loftus and Masson (1994). Mean response time increased

approximately linearly with log (K), in accordance with Hick’s Law. A one-way

within-subjects analysis of variance indicated a highly significant effect of the num-

ber of choice alternatives, F(9,315) = 49.8, p < .001, with a significant linear trend,

F(1,315) = 365, p < .001 – higher order trends were non-significant. There was some

evidence that the K = 20 trials were treated differently than others – for example,

the mean accuracy for the K = 20 condition was slightly higher than for K = 18,

which did not occur for any other pair of conditions.

M
e

a
n

 R
e

s
p

o
n

s
e

 T
im

e
 (

s
e

c
o

n
d

s
)

2 5 10 20

6

8

10

12

14

16

A
c
c
u

ra
c
y

2 5 10 20

.3

.4

.5

.6

.7

.8

.9

Number of Choice Alternatives (K)

Figure 1.2: Mean response time (left panel) and accuracy (right panel) from Ex-
periment 1, as functions of the number of choice alternatives, K. The error bars
represent ±1 within-subjects standard errors of the mean. The lines represent re-
gression lines of best fit.

The right panel of Fig. 1.2 shows that response accuracy steadily declined

as the number of choice alternatives increased, F(9,315) = 36.4, p < .001. This

gradual decline in accuracy differs from traditional investigations of Hick’s Law that

demanded errorless performance (Teichner & Krebs, 1974), but replicates trends in
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data from more recent experiments where participants were allowed to make errors

(e.g., Brown et al., 2009; Kveraga et al., 2002; Lacouture & Marley, 1995; Lee et al.,

2005; Leite & Ratcliff, 2010).

1.3 Experiment 2

Our hypothesis is that lower accuracy is observed for higher-K choices because

participants alter their speed-accuracy tradeoff settings in an attempt to even out

the time taken for their different decisions. In Experiment 2 we examined the same

range of K as in Experiment 1, except that we no longer used any trials with K = 20

(as we worried that the decision task was treated differently when there were no gaps

in the 4×5 stimulus grid). The key change for Experiment 2 was that we manipulated

set size on a between-subjects basis. For example, one participant was only asked for

judgments about K = 4 alternatives, while another was only asked to make choices

between K = 16 alternatives. If declining accuracy rates with increasing numbers

of choice alternatives were due to a context effect, we should observe constant error

rates across all set sizes for Experiment 2.

1.3.1 Method

A separate group of 159 first-year psychology students from the University of New-

castle participated online in Experiment 2 for course credit. Each participant was

randomly allocated to one of nine conditions defined by the number of choice alter-

natives, making judgments about only one level of K ∈ {2, 4, 6, 8, 10, 12, 14, 16, 18}.

Participants in each condition completed a different number of trials to balance the

total duration of the experiment. All blocks were 15 trials in length, with K = 2

participants each completing 11 blocks, K = 4 completing 10 blocks, K = 6 and

K = 8 each completing 9 blocks, K = 10 completing 8 blocks, K = 12 and K = 14

each completing 7 blocks, and K = 16 and K = 18 each completing 6 blocks. All

other experimental details were the same as Experiment 1.
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1.3.2 Results and Discussion

Data from 57 participants who made fewer than 45% correct responses and 4 partic-

ipants whose computer displayed an average of fewer than 13 time steps per second

were excluded from analysis. The exclusion criteria did not exclude differential pro-

portions of participants across set sizes, χ2
(8) = 13.8, p > .05 (see appendix for more

discussion of excluded data). Remaining data were screened for outlying trials re-

sulting in the removal of 113 trials with response times faster than 1 second, 25

trials slower than 150 seconds, and 149 trials displaying fewer than 13 time steps

per second (2.19% of responses).

The left panel of Fig. 1.3 demonstrates that mean response time increased

approximately linearly with log (K), consistent with the results of Experiment 1,

supporting Hick’s Law. A one-way between-subjects analysis of variance indicated

a highly significant effect of the number of choice alternatives on response latency,

F(8,89) = 6.29, p < .001, with a significant linear trend, F(1,89) = 39.3, p < .001 –

higher order polynomial trends were non-significant. Consistent with our hypothesis

about a speed-accuracy tradeoff, mean response times for decisions in the larger set

sizes were much slower in Experiment 2 than in Experiment 1, up to twice as long

for K = 18.

The right panel of Fig. 1.3 illustrates response accuracy as a function of the

number of choice alternatives. This time, accuracy was relatively constant at ap-

proximately 66% across all set sizes, apart from K = 2, which does not fit with

the constant accuracy trend (we return to this point in the Theoretical Implications

below). Supporting this claim, a one-way between-subjects analysis of variance indi-

cated a significant effect of the number of choice alternatives on response accuracy,

F(8,89) = 2.88, p < .01, however when the K = 2 group were excluded from the

analysis, there was no longer a significant difference in accuracy across set sizes,

F < 1.
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Figure 1.3: Mean response time (left panel) and accuracy (right panel) from Ex-
periment 2, as functions of the number of choice alternatives, K. The error bars
represent ±1 between-subjects standard errors of the mean. The lines represent
the regression line of best fit (left panel) and mean accuracy across set sizes (right
panel), both excluding K = 2 data.

1.4 Theoretical Implications

The critical difference between Experiment 2 – where accuracy was approximately

constant – and Experiment 1 – where accuracy decreased with increasing number

of choice alternatives – was the number of different conditions experienced by the

participants. These results are consistent with the hypothesis of a context-induced

speed-accuracy tradeoff, and set a new challenge for models of Hick’s Law: to accom-

modate Hick’s Law for response times when accuracy is independent of the number

of choice alternatives, and also when accuracy declines with increasing number of

choice alternatives. Further, since our data suggest that these patterns are functions

of a speed-accuracy tradeoff, models should account for the two different patterns

in terms of changes in tradeoff settings. We now briefly review domain general

accounts for Hick’s Law in light of our findings, and then demonstrate that an ex-

isting Bayesian model can be extended to account for our data by adjusting its

speed-accuracy tradeoff mechanism.

The earliest domain-general accounts for Hick’s Law were couched in commu-
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nication theory (Hick, 1952; Hyman, 1953, for review see Teichner & Krebs, 1974),

but this approach has been heavily criticized, beginning with Laming (1966). Since

then, most accounts of Hick’s Law have cast each multi-alternative decision as a race

between accumulators that collect evidence in favor of different responses. Only a

few such models have been proposed as domain-general explanations (Brown et al.,

2009; Schneider & Anderson, 2011; Usher et al., 2002).

Schneider and Anderson (2011) modeled multi-alternative decisions using the

ACT-R cognitive architecture (Anderson et al., 2004), with a focus on memory

retrieval of stimulus-response mappings. Our experiments have no obvious memory

component, so it is not clear that Schneider and Anderson’s model could be applied

to our task. On the other hand, Usher et al. (2002) modeled multi-alternative

decisions in terms of evidence accumulation, with a race model (Usher & McClelland,

2001). In its simplest form, the race model predicts that mean response times will

be faster as more choice alternatives are added, but Usher et al. showed that the

model can predict Hick’s Law, and constant accuracy rates, if the decision threshold

parameter increases with the number of choice alternatives. Brown et al. (2009)

examined two different accumulator models (an optimal Bayesian algorithm, and the

max-minus-next heuristic model) and showed that both produced Hick’s Law, even

when no parameters were changed across set sizes. While both models predicted

Hick’s Law, they made different predictions for response accuracy: the heuristic

model predicted decreasing accuracy with increasing number of choice alternatives,

and the Bayesian model predicted constant accuracy.

In principle, any of these models could predict both flat and decreasing ac-

curacy rates by allowing changes in speed-accuracy tradeoff settings. For example,

both the heuristic model from Brown et al. (2009) and Usher et al.’s (2002) accu-

mulator model predict decreasing accuracy with more choice alternatives. These

models could be extended to predict flat accuracy rates (as observed in Experiment

2) by assuming that participants in the different between-subjects groups of that

experiment used different speed-accuracy tradeoff settings. An alternative version of
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this assumption would be to assume subjects in different conditions use a constant

goal accuracy level, and adjust their speed-accuracy tradeoff settings to achieve that

goal. Conversely, Brown et al.’s Bayesian model predicts constant accuracy by de-

fault, and so might accommodate declining accuracy rates by allowing the response

threshold parameter to decrease with increased number of choice alternatives.

We demonstrate here that it is possible to account for the empirical context

effect within an existing domain-general model of multi-alternative choice, using

Brown et al.’s (2009) Bayesian model. We present these model fits as an initial

exploration into modeling context effects. This is not to say, however, that the

Bayesian model is to be preferred, or that it provides the best theoretical account of

context effects in Hick’s Law. To do this, future work must further explore context

effects across various multi-alternative choice paradigms to provide a comprehensive

test bed for comparison of domain-general models.

1.4.1 An Ideal Observer Account of Hick’s Law

Brown et al.’s (2009) Bayesian model is “optimal” in the sense that, for some pre-

determined accuracy rate (say, c), the expected decision time is minimized. At each

time step the optimal decision maker must choose between terminating evidence ac-

cumulation and selecting the current-best alternative, or observing more evidence.

To this end, the model calculates – at each time step – the posterior probability that

each response alternative is the target, and makes a response as soon as the largest

of these posterior probabilities exceeds c. Thus, the predicted response accuracy is

c, regardless of the number of choice alternatives. With no more assumptions, this

model predicts Hick’s Law for response times. Choices between many alternatives

are slowed because (a) the prior probabilities start lower, at 1
K

, and (b) the poste-

rior probabilities rise more slowly because the current-best alternative is more likely

to be similar to one of the others, due to sampling noise. We briefly describe the

calculations for the model below, but for full details see Brown et al..

Denote the hypothesis that the ith choice alternative is the target with Hi and
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observed data with D. According to Bayes’ theorem, the posterior model probability

that choice alternative h is the target is

p(Hh|D) =
p(D|Hh)p(Hh)∑
j p(D|Hj)p(Hj)

. (1.2)

We assume the a priori probabilities for each alternative are equal, simplifying

Equation 1.2 to

p(Hh|D) =
p(D|Hh)∑
j p(D|Hj)

. (1.3)

The model calculates posterior probabilities assuming full knowledge of the

statistical data generating process. For alternative i, let si denote the number of

“successes” (i.e., the number of dots alternative i has accumulated) and fi = n− si
denotes the number of “failures” (i.e., the number of time steps where alterna-

tive i did not accumulate a dot), at time step n. Considering the hypothesis

that choice alternative h is the target, Hh, the data sh from n time steps orig-

inated from a binomial process with rate parameter θ(t) ∈ [0, 1]: p(sh, n|Hh) =
(
n
sh

)
θsh(t)(1 − θ(t))

fh . Correspondingly, the data for each of the remaining choice

alternatives sj, where j 6= h, originated from binomial processes with rate pa-

rameter θ(d). This means the likelihood of the data under Hh can be given as

p(D|Hh) =
(
n
sh

)
θsh(t)(1− θ(t))fh

∏
j 6=h

(
n
sj

)
θ
sj
(d)(1− θ(d))fj . The same calculations apply

to the hypothesis that any other alternative is the target (i.e., has the largest rate

parameter), producing, after some simplification:

p(Hh|D) =

(
θ(t)/θ(d)

)sh [(1− θ(t)
) / (

1− θ(d)
)]fh

∑
k

{(
θ(t)/θ(d)

)sk [(1− θ(t)
) / (

1− θ(d)
)]fk} , (1.4)

where k = 1 . . . K indexes the hypotheses entertained by the decision maker. For

full derivation of Equation 1.4 see Brown et al. (2009).

Fig. 1.4 illustrates predictions of the Bayesian optimal observer overlaid on

accuracy and response time data from both experiments. Experiment 2 is shown as

the left column, and the Bayesian model’s predictions for response accuracy (with
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c = .66) fit the data quite well, except for the unusually high accuracy for binary

decisions (K = 2). The lower-left panel shows the Bayesian model’s predictions for

response times, as a gray line. The model predicts much faster responses than the

participants gave, which is to be expected of an optimal model. The black line on

this panel shows the model’s predicted response times slowed down by a factor of

4×, and these predictions match data. We propose that this fourfold slowing may

arise because observers suffer from a perceptual limitation in this task. The stimulus

display was created from very small dots, each just 2× 2 pixels in size. We suggest

that participants were unable to resolve such small differences, and instead grouped

neighboring dots into 4× 4 pixel regions. Suppose these larger regions (comprising

four of the smaller dots) could only be perceived as completely filled or unfilled,

and the probability of perceiving the region as filled was given by the proportion

of filled dots within it (e.g., if three of the four dots inside the region were filled,

the participant would perceive the entire region as filled with probability .75, and

as unfilled with probability .25). With these assumptions, the distribution of small

dots at time t – binomial, with rate θ and size t – is fourfold scaled to make a

binomial distribution for the larger dots – still with rate θ, but with size t
4
. With

this perceptual limitation, Equation 1.4 predicts the same posterior probabilities

at time t
4

as would otherwise be predicted for time t. A natural prediction of the

assumed perceptual limitation is that response times should be unaffected by using

even smaller dots than our current task, assuming those dots are then grouped to

the same perceptual limit (4× 4 pixels).

1.4.2 Modeling Decreasing Accuracy with Increasing Num-

ber of Choice Alternatives

The very simplest way to allow the Bayesian model to predict different accuracy

across different numbers of choice alternatives is to estimate a free parameter for

the response threshold (c) for each set size. That approach perfectly accommodates

the response accuracy data, by setting c equal to the observed accuracy at each set
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Figure 1.4: Mean accuracy and response time data (upper and lower panels, re-
spectively) for the between- and within-subjects manipulations of set size (left and
right panels, respectively). The error bars represent ±1 between- or within-subjects
standard errors of the mean, depending on the experimental design. Accuracy pre-
dictions of the Bayesian optimal observer are shown by black lines in the upper
panels. Unscaled and scaled response time predictions are shown in the lower pan-
els by gray and black lines, respectively.

size. Even so, the approach is constrained because it need not fit the response time

data. We have explored this approach and found that it accounts for both accuracy

and response time data from Experiment 1 quite well, with no other changes to the

model.

Estimating a free parameter for the response threshold at each set size ad-
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dresses the question of what participants were doing (altering their speed-accuracy

tradeoff across set sizes) but not why they were doing it. We investigated this ques-

tion using an alternative definition of optimality: that the observer’s goal was to

finish the experiment in minimum time, subject to reaching some pre-set accuracy

goal. For example, suppose participants had in mind a pre-set accuracy goal of

56%. In Experiment 2, where each participant experienced just one set size, this

goal simply implies that every participant should set c = .56, which would lead to the

observed flat accuracy profile. However, the within-subjects design of Experiment

1 provides participants with more freedom. One could attain an overall accuracy of

56% in many ways, by balancing higher and lower accuracy across set sizes. One

possible approach is to vary accuracy across set sizes in a way that attains the desired

overall accuracy, but minimizes the time taken. For a fixed accuracy goal, and with

the fixed number of trials in our experiment, the goal of minimizing experiment time

is equivalent to the well-studied goal of maximizing “reward rate” for that fixed level

of accuracy1 (see, e.g.: Bogacz et al., 2006). We investigated the model through sim-

ulation and found that total experiment time is approximately minimized, subject

to an overall accuracy of 56%, by setting response thresholds according to a simple

power function: c = K−0.27. This model provides a good account for the response

accuracy data from Experiment 1, and also predicts that participants will finish the

experiment about 6% quicker than if they set the equivalent fixed accuracy across

all conditions (c = .56). Using this power function to fit the response accuracy data,

and making no other changes, the model still predicts the response time data from

Experiment 1 quite closely, as shown in the right column of Fig. 1.4.

The notion of a ‘goal accuracy’ rate may also help explain why the model failed

to fit the K = 2 data from the between-subjects manipulation of set size. The model

misfit may be due to asymmetry between shifting up and down speed-accuracy set-

tings. For instance, by default the K = 18 condition results in very low accuracy

(these trials are very difficult), so those participants would need to increase their

1With fixed accuracy and number of trials, there is also a fixed number of correct responses to
be made.
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response threshold to move accuracy performance up to the goal rate. In contrast,

the K = 2 participants easily exceed the goal accuracy rate (since these trials are

easy), and it appears that these participants stick with their higher-than-goal accu-

racy performance. Hence, it may be that decision makers do not mind performing

better than their goal rate, and do not trade their accuracy performance down, but

are not happy to perform worse than the goal. In this sense the “goal” accuracy

may instead be better thought of as a “minimum acceptable” accuracy. Although

this explanation is speculative, it is open to empirical testing. For example, one

could design an experiment with a between-subjects manipulation of an experimen-

tal parameter that has some conditions that are far easier than others, which would

produce performance above the goal rate for those groups, and test whether those

participants will choose to trade their accuracy down.

The Bayesian ideal observer not only describes mean response times, but also

their distribution. The lines in Fig. 1.5 depict, from bottom to top, the 10%, 30%,

50% (i.e., median), 70%, and 90% quantiles of the response time distributions for the

between- and within-subjects manipulations of set size (Experiments 2 and 1; left

and right panels, respectively). Data are shown by gray lines and model predictions

in black lines. Apart from K = 2 data for the between-subjects manipulation, the

model does quite well at predicting the entire response time distribution.

1.4.3 Limitations of the Model

Although the Bayesian model provides a good fit to the data, some of its assumptions

are almost certainly too simplistic. For example, we do not consider non-decision

components of choice, such as the time taken to encode stimuli and perform a motor

response. These components are almost always included as a fixed offset parameter

in models of response time (e.g. Usher et al., 2002). Such an approach could be

incorporated in the Bayesian model easily enough. We omitted this assumption for

simplicity, because the model fit the data well enough without it.

Our model also does not include a mechanism for visual scanning of the display,
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or switching of attention between the response alternatives. While these elements

almost certainly influence the data, we again opted for the simplicity obtained by

not including corresponding model assumptions. It is likely that the model still

fits the data even without modeling attention-switching processes because of the

particularly long response times in our experiments: the average response time was

about 12 seconds. In the task switching and visual search paradigms, the speed

of visual scanning and attention switching are usually estimated to be orders of

magnitude faster than this. Thus, visual scanning and attention switching could

occur repeatedly during each trial in our experiment without appreciably increasing

the observed response time.

Another possible limitation of the model is that the reasoning behind our

fourfold scaling of model response time predictions has yet to be confirmed in data.

The externalized evidence accumulation paradigm we use here has the benefit of
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allowing such detailed hypotheses to be empirically tested, at least in principle

(e.g., using experiments that manipulate the speed of the display and the size of the

dots). However, we note that most mathematical models of decision time include

an arbitrary mechanism to convert model time into real time, and it is a strength

of our model that this scaling factor is testable and explicit.

1.5 General Discussion

Recent explorations of multi-alternative choice have reported declining response ac-

curacy with increasing numbers of response alternatives. This important empirical

result has been incorporated into the architecture of some theoretical accounts of

choice (e.g., Brown et al., 2009; Lacouture & Marley, 1995) or can be modeled un-

der various parameter settings in others (e.g., Usher et al., 2002). We proposed

the increase in error rates may be due to a speed-accuracy tradeoff induced by

within-subjects manipulations of experimental parameters. The two experiments

presented here support this assertion: a within-subjects manipulation of the number

of choice alternatives produced response accuracy that steadily declined across set

sizes, whereas the same parameter manipulated between-subjects demonstrated ap-

proximately constant accuracy. As a consequence, response times were much slower

in difficult conditions of the between-subjects experiment than in the corresponding

conditions of the within-subjects experiment.

These results are consistent with previous research. We identified nine studies

that reported declining accuracy rates with increasing numbers of choice alternatives

(Brown et al., 2009; Churchland et al., 2008; Kveraga et al., 2002; Lacouture &

Marley, 1995; Lee et al., 2005; Leite & Ratcliff, 2010; ten Hoopen et al., 1982;

Thiem et al., 2008; Wright et al., 2007), and found that all of them employed within-

subjects manipulations of set size. This is in stark contrast to the approximately

constant error rates for between-subjects manipulations of set size observed here

and elsewhere (Hale, 1968).

Studies in which within-subject manipulations of set size produced close-to-
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constant accuracy provide a challenge to our account. However, all such studies

that we reviewed have used experimental paradigms known not to conform to Hick’s

Law. For instance, response latency is almost independent of the number of choice

alternatives when stimulus-response compatibility is very high (such as saccades to

one target amongst many), and so in that case it is not surprising that accuracy

also does not change across set sizes (e.g., see pro-saccades in Kveraga et al., 2002;

Kveraga & Hughes, 2005; Lawrence, 2010; Lawrence & Gardella, 2009; Lawrence,

John, Abrams, & Snyder, 2008). Similar data are observed for movements toward a

target, using a joystick or stylus (Pellizzer & Hedges, 2003; Wright et al., 2007). Such

data can be accounted for within the Bayesian model presented here. For instance,

high stimulus-response compatibility is akin to a target that is highly distinct from

distractors, which can be represented in the model with a large value for θ(t) and a

low value for θ(d). Such settings lead to model predictions that qualitatively match

the data – fast response times that are only marginally affected by increasing set

size and close-to-constant accuracy.

Some more traditional approaches to Hick’s Law also observed constant accu-

racy even when the number of response alternatives was manipulated within-subjects

(e.g., Teichner & Krebs, 1974; Welford, 1980). However, these studies employed ex-

plicit measures to enforce close-to-perfect accuracy in all conditions, which preclude

the speed-accuracy tradeoff we propose. This suggests some natural extensions of

our experiments to further test our hypothesis. For example, our hypothesis implies

that participants should produce constant error rates across set sizes, even when

this is manipulated within-subjects, if task timing were carefully adjusted such that

different set sizes resulted in similar decision times. For instance, in our paradigm

we could vary the target and distractor fill rates across set sizes in such a manner

to produce approximately constant response times across set sizes. If the declining

accuracy with increasing number of choice alternatives is really due to observers’

attempts to minimize total experiment time, the effect should be attenuated or even

removed by careful adjustment of the stimulus speed. Interestingly, this experimen-
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tal test applies not just to the Bayesian model we outline, but to the more general

hypothesis of a context-induced speed-accuracy tradeoff – no matter which model

framework it is implemented within.

This proposed experiment would also provide an interesting challenge for some

theories of Hick’s Law. The Bayesian model we developed predicts constant accu-

racy by default, and predicts decreasing accuracy for within-subjects manipulations

through an assumption about observer’s minimizing their total experiment time.

The above experiment, which would manipulate total experiment time, should influ-

ence (negate) the assumed speed-accuracy tradeoff. On the other hand, models such

as the max-minus-next heuristic naturally predict decreasing accuracy rates. Such

a model could be naturally extended to predict constant accuracy in the between-

subjects experiment, as described earlier. However, this model is bound to always

predict decreasing accuracy for the within-subjects manipulation of set size, and so

it predicts that response accuracy should be unaffected by the experiment proposed

above, in which stimulus speed is manipulated. This is because, in the max-minus-

next model, decreasing accuracy occurs simply due to the statistical properties of the

stimulus, with no consideration of the time taken to make responses. Experiments

to investigate these differential predictions are currently underway in our lab.

Future work should explore whether the context effects observed here gener-

alize to more traditional Hick’s Law tasks that do not involve possible perceptual

limitations (and instead may impose memory requirements) on the decision maker.

It is possible that the context effect we report may be specific to tasks similar to our

paradigm, where the accrual of evidence is both explicit and external. One could

explore this hypothesis by manipulating the experimental context in more tradi-

tional choice tasks. For instance, Schneider and Anderson (2011) designed a task

where a series of letters were each paired with a number, and the decision maker

was later presented with one of these letters and was asked to recall the number pre-

viously paired with that letter. In this paradigm, one could incorporate a within-

and between-subjects manipulation of set size, where some participants would only
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experience a couple of letter-number pairs (i.e., a K = 2 group), while others would

make judgments about multiple letter-number pairs (e.g., a K = 6 condition). This

kind of additional experimentation will be instructive in determining the generality

of the context effects we propose here, as well as guide processes of model comparison

and selection. Such experiments are also currently underway in our lab.

In conclusion, our results provide a possible mechanism to integrate previously

divergent empirical findings from Hick’s Law through the observation of a simple

design consideration and a plausible hypothesis about observers’ speed-accuracy

tradeoff behavior. In addition to reconciling discrepant findings, our work has im-

portant theoretical implications for models of Hick’s Law. We demonstrated that

a previously dismissed Bayesian model described the data well and provided a par-

simonious account of the data. Future research must explore the extent to which

contexts effects emerge in other multi-alternative choice paradigms, and determine

whether the Bayesian model provides the best quantitative account of context effects

relative to competing models of decisions between multiple alternatives.
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1.6 Appendix: Exclusion Criteria

Given the long response latencies possible in our experimental paradigm, we ob-

served very large between participant variability, particularly in Experiment 2, even

within a single experimental condition. For example, in Experiment 2 an unusu-

ally high proportion of poorly performing participants were randomly allocated to

the K = 10 condition. To reduce the high within-condition variance we imposed

a strong exclusion criterion; removing data from participants with mean accuracy

below 45%. The motivation behind this exclusion criterion was to produce cleaner

data for analysis, as long as the qualitative trends in the data were not altered.

To check this, we re-produced the figures of mean response time and accuracy data

from the main text using a more lenient exclusion criterion: participants were only

removed if they had mean accuracy lower than 25% (gray dotted lines). We compare

the data using this exclusion criterion to the analysis from the main text, using the

strict exclusion criterion (black dotted lines), for both Experiment 1 (Fig. 1.6) and

Experiment 2 (Fig. 1.7). Error bars have been omitted to keep the figures readable

(error bars for the more lenient analysis are wider than the standard ones shown in

the main text).

Importantly, altering the exclusion criterion did not alter the general patterns

in data in either experiment. In Experiment 1 there was a global decline in response

time and accuracy when using the more lenient exclusion criterion. When employing

a 25% exclusion criterion the only data excluded from analyses were from the two

participants whose host computer displayed fewer than 13 time steps per second

(these data are not displayed).

In Experiment 2, the more lenient exclusion criterion only altered the number

of participants excluded for choices between six or more alternatives (K ≥ 6). For

these conditions, the more lenient exclusion criterion resulted in generally faster

response times and lower accuracy. The data from the excluded participants (lowest

gray lines marked “Exc. S” in Fig. 1.7) showed response times that were almost

independent of the number of choice alternatives, and response accuracy not much
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above chance – but, importantly, their mean accuracy was still relatively constant

as the number of choice alternatives increased.

Readers who wish to explore our data and exclusion criteria in more detail can

find the raw data files from Experiments 1 and 2 in the “publications” section of the

first and second authors’ website, at http://www.newcl.org/, as well as code to

read the raw data files into an interpretable format in the freely available R language

(R Development Core Team, 2012).
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Abstract

Decisions between multiple alternatives typically conform to Hick’s Law: mean re-

sponse time increases log-linearly with the number of choice alternatives. We re-

cently demonstrated context effects in Hick’s Law, showing that patterns of response

latency and choice accuracy were different for easy versus difficult blocks. The con-

text effect explained previously-observed discrepancies in error rate data, and pro-

vided a new challenge for theoretical accounts of multi-alternative choice. Here we

propose a novel approach to modeling context effects that can be applied to any

account that models the speed-accuracy tradeoff. The core element of the approach

is “optimality” in the way an experimental participant might define it: minimizing

the total time spent in the experiment, without making too many errors. We show

how this approach can be included in an existing Bayesian model of choice and

highlight its ability to fit previous data as well as predict novel empirical context

effects. The model is shown to provide better quantitative fits than a more flexible

heuristic account.
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2.1 Introduction

Most decision making research has focused on binary decisions. For decisions be-

tween more than two alternatives the typical result is Hick’s Law (also known as

the Hick-Hyman Law; Hick, 1952; Hyman, 1953), which states that mean response

time (RT ) increases linearly with the logarithm of the number of choice alternatives

(K):

RT = a+ b log2 (K). (2.1)

Hick’s Law is a robust phenomenon that has received empirical support across many

experimental paradigms, including absolute identification (e.g., Lacouture & Mar-

ley, 1995; Pachella & Fisher, 1972), eye saccades (e.g., see anti-saccades in Kver-

aga et al., 2002; Lee et al., 2005), rapid perceptual choice (e.g., Leite & Ratcliff,

2010), and expanded judgment (Brown et al., 2009). However, there have also been

counter-examples to Hick’s Law. For instance, response time in tasks with high

stimulus-response compatibility does not increase with set size (e.g., Dassonville

et al., 1999; pro-saccades in Kveraga et al.; ten Hoopen et al., 1982; Wright et al.,

2007), nor do response times with extensively practised stimulus sets (e.g., vocal

responses to visually presented digits, Brainard et al., 1962; for general overview of

Hick’s Law see Schweickert, 1993; Teichner & Krebs, 1974; Welford, 1980). Another

limitation of the empirical support for Hick’s Law is that it has rarely been tested

for choices between more than eight alternatives, because of methodological limita-

tions. Nevertheless, in the few existing examinations of Hick’s Law with large set

sizes, there is consistent evidence that the log-linearity in response times remains

(e.g., Beh, Roberts, & Pritchard-Levy, 1994; Brown et al.; Hawkins et al., 2012a;

Lee et al., 2006; as well as the experiment described below).

Historically, Hick’s Law was interpreted in terms of information theory (Hick,

1952; Shannon & Weaver, 1949), where mean response time is proportional to the

amount of information in the stimulus. To control the amount of information pro-

cessed, experimenters forced the observer to respond with perfect accuracy. How-
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ever, more recent investigations that have allowed the observer to determine their

own speed-accuracy tradeoff, and hence commit errors, have still observed Hick’s

Law (e.g., Brown et al., 2009; Kveraga et al., 2002; Lacouture & Marley, 1995; Lee

et al., 2005; Leite & Ratcliff, 2010). That is, mean response time increases linearly

with the stimulus information actually processed by the observer, and also with the

logarithm of choice set size (e.g., Hale, 1969; Pachella & Fisher, 1972).

In an experiment that allowed decision makers to determine their own speed-

accuracy tradeoffs, Hawkins et al. (2012a) demonstrated context effects in Hick’s

Law that had powerful effects on qualitative patterns in response accuracy data. The

context effect was due to the different conditions the participant experiences – their

“decision context”. For example, manipulating the number of choice alternatives on

a within-subjects basis resulted in very different data than an otherwise-identical

between-subjects manipulation. When manipulated within-subjects, participants

made choices across many different set sizes over trials, from two alternatives up

to twenty (i.e., a variable context). The corresponding between-subjects manipu-

lation required each participant to make decisions about only one set size (i.e., a

non-variable context). In the variable context decision makers tended to “even out”

their decision times, by making faster but less accurate decisions for difficult condi-

tions (many choice alternatives) and slower but more accurate decisions for the easy

conditions (few choice alternatives), compared to the non-variable context.

These tradeoffs between speed and accuracy suggest the accumulation of dif-

ferent amounts of evidence across set sizes; compared with the non-variable context,

decision makers in the variable context waited for more evidence in easy choice con-

ditions, and less evidence in hard choice conditions. This account unified previously

discrepant findings which found that sometimes accuracy declined as the number of

choice alternatives increased (e.g., Brown et al., 2009; Lacouture & Marley, 1995;

Leite & Ratcliff, 2010), while in other cases accuracy remained constant (e.g., Hale,

1968; Rabbitt, 1968).
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2.2 Modeling Context Effects in Multi-Alternative

Decisions

Different models of multi-alternative choice make different predictions about error

rates, including: declining accuracy as choice set size increases (e.g., the max-minus-

next model of Brown et al., 2009); constant, zero error rates (e.g., the ACT-R

memory retrieval model of Schneider & Anderson, 2011, which, with modification,

can provide a limited account of non-zero error rates); or constant, non-zero error

rates (e.g., the Bayesian optimal observer of Brown et al., and the race model of

Usher et al., 2002). Context effects can be included in any of these models in two

different ways. Firstly, models that naturally predict constant accuracy rates can

assume a speed-accuracy tradeoff in variable decision contexts. This allows those

models to accommodate the declines in accuracy observed when participants experi-

ence multiple conditions, while still accommodating the constant accuracy observed

in non-variable contexts. Secondly, models that naturally predict decreasing accu-

racy rates can assume an opposite speed-accuracy tradeoff across groups of subjects

in non-variable decision contexts. This allows those models to accommodate the

observed constant accuracy in those conditions.

We describe a new approach to explain these speed-accuracy tradeoffs, extend-

ing the ideas of Hawkins et al. (2012a). Our approach constrains and simplifies the

models, by replacing the free parameters associated with different speed-accuracy

tradeoffs in different conditions with a notion of optimality. We describe experi-

ments where participants made judgments in multiple conditions that each required

a speed-accuracy tradeoff setting. We show that the tradeoffs can be explained – in

an almost parameter-free manner – by assuming that participants attempt to finish

the experiment as quickly as possible, conditional on maintaining a goal level of

accuracy. The approach of minimizing response time can be applied to any model

of multi-alternative choice with a speed-accuracy criterion parameter. We apply our

approach to an existing Bayesian model to illustrate its ability to account for context
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effects. We use the Bayesian model only as a vehicle to demonstrate the utility of

our response time minimizing approach, rather than to espouse the Bayesian model

as a complete account of multi-alternative choice. Since declining accuracy rates

are not the default prediction for the Bayesian model, we compare its quantitative

fits with an alternative account, the max-minus-next heuristic, which naturally pre-

dicts declining accuracy rates. The response time minimizing approach allows the

Bayesian model to provide a better account of data than a competing – and more

flexible – model.

2.2.1 Minimizing Total Experiment Time

The Bayesian ideal observer is “optimal” in the sense that, for some pre-determined

accuracy rate (a “criterion”, c), the expected decision time is minimized. At a

sequence of discrete time steps during the decision process, the model calculates

the posterior probability that each response alternative is the correct response, and

responds as soon as the largest of these probabilities exceeds the response criterion.

Thus, by default, the Bayesian model predicts constant accuracy at c for any number

of choice alternatives (no more details of the Bayesian model are required to follow

our approach, but for a full description see: Brown et al., 2009).1

We illustrate our new approach to establishing speed-accuracy tradeoff settings

using the data from Experiment 1 reported by Hawkins et al. (2012a). Participants

in that task made judgments in many different set sizes that were randomized across

trials, from K = 2 . . . 20. Figure 2.1 shows that response accuracy (crosses) steadily

declined as the number of choice alternatives increased.

We model these data by assuming that participants have a goal accuracy rate.

For illustrative purposes we assume a goal accuracy rate of 60%, the mean accuracy

observed in Hawkins et al.’s (2012a) data. If participants are free to set a different

response criterion (c) for each set size, then there are many different ways one

1Since the Bayesian model approximates the continuous passage of time using discrete steps,
predicted response accuracy will always be equal to or slightly greater than the response criterion,
because the predicted response time is the first time step on which c is exceeded. This overshoot
has implications for model fits to data described below.
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Figure 2.1: Accuracy data (crosses) from Experiment 1 of Hawkins et al. (2012a), as
a function of the number of choice alternatives. The three lines demonstrate different
approaches to setting response criteria conditional on a goal accuracy level of 60%:
the black line shows the response criteria selected by the Min-RT procedure; the
dotted gray line shows a constant response criterion of 60% across all set sizes; and
the dashed gray line shows steeply declining response criteria that produce large
differences in accuracy performance across set sizes. The right side of the figure
shows the predicted mean response time (RT) for the three approaches.

could achieve 60% accuracy. For example, the simplest approach to achieving 60%

accuracy is to set the same response criterion, c = .6, for all set sizes, shown as a

dotted gray line in Figure 2.1. With this constant response criterion the Bayesian

model predicts mean response time of 16.07 seconds across set sizes. An alternative

approach is to set response criteria that steeply decline as set size increases, so that

choices between few alternatives are far more accurate than decisions between many.

The dashed gray line in Figure 2.1 illustrates this approach, predicting an average

response time of 16.32 seconds. These are just two examples of theoretically many

possible combinations of response criteria across set sizes that result in 60% correct

responses.

Out of all the many ways to set the response criteria, there is one setting that

results in the fastest mean response time. This setting will satisfy the goal of meet-
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ing the required accuracy rate (60%) while minimizing the total time required to

complete the experiment; the associated criterion values are optimal in this sense

only. We refer to this approach as “Min-RT”. To find these optimal criterion set-

tings in our simulation studies, we conducted a brute force search over the range of

response criterion settings for each set size to examine the predicted mean response

time and accuracy of the model.

The criterion settings selected by Min-RT are completely determined by the

goal accuracy (60%) because they are the unique set of criteria that minimize re-

sponse time for that goal. The response criterion settings predicted by the Min-RT

approach for a goal accuracy of 60% are shown by the black line in Figure 2.1. In-

triguingly, these criterion settings closely match the observed data (i.e., the black

line is close to the crosses). The Min-RT approach is attractive because the goal

of minimizing total time subject to a goal accuracy rate is both simple and trans-

parent. The approach is also highly constrained because for any goal accuracy rate,

Min-RT selects just one response criterion setting for each set size. We return to

the question of how participants might find the optimal settings in the discussion.

We conducted an experiment to test the predictions of the Min-RT approach.

The context hypothesis predicts that the same stimulus presented in different con-

texts will elicit different responses. We test this hypothesis by manipulating a spe-

cific set size; trials with K = 10 alternatives. We expected decisions for K = 10

alternatives to differ as a function of whether this set size was the smallest or largest

number of choice alternatives experienced by a decision maker across trials. We

therefore manipulated set size in two separate participant groups: a “low-K” group,

who saw K ∈ {2, 4, 6, 8, 10} alternatives across trials; and a “high-K” group, who

made choices between K ∈ {10, 12, 14, 16, 18}. This means K = 10 choices were the

slowest trials for the low-K context, but the fastest trials for the high-K context. At

the ordinal level, our hypothesis suggests the low-K group will respond faster and

with lower accuracy to K = 10 trials than the high-K group, reflecting a partici-

pant controlled speed-accuracy tradeoff. At the quantitative level, Min-RT suggests
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both groups will demonstrate the same mean accuracy, and as a consequence mean

response time will be faster in the low-K compared to high-K group. Min-RT also

makes different predictions about response accuracy across set sizes for the two par-

ticipant groups. The low-K group will experience a greater range in response times

across set sizes than the high-K group (according to Hick’s Law, Equation 2.1).

Min-RT therefore predicts that the low-K group will demonstrate a greater decline

in response accuracy across set sizes than the high-K group, since this will result in

considerably shorter total experiment time.

2.3 Experiment

We based our experiment on the task employed by Hawkins et al. (2012a). This

paradigm involved a visual display of many squares representing the choice alterna-

tives, randomly allocated into positions within a four-row × five-column grid. All

choice alternatives began each trial as white squares with black borders. Over the

course of a trial each square randomly accumulated blue dots. On each 66msec

time step, there was a 40% chance of each square accumulating an extra dot, in-

dependently for each square. Just one square accumulated dots more quickly – the

target square, which had a 50% chance. The participants’ goal was to select this

target square as quickly and accurately as possible. All the distractor elements had

the same salience (i.e., accumulation rate), and so we need not consider difficult

questions about the statistical optimality of various settings of the perceptual tem-

plate. In situations where target-to-distractor similarity varies, such matters become

important, see McMillen and Behseta (2010) for detailed discussion.

The slow accumulation of evidence ensures that a clear speed-accuracy tradeoff

emerges in this task: early in the decision process, when only a few dots have

accumulated, a distractor square is likely to be filled with more dots than the target,

by random chance. A demonstration version of this experiment can be viewed online,

at http://psych.newcastle.edu.au/~sdb231/buckets/vanillaR.html.
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2.3.1 Method

Sixty-seven first-year psychology students from the University of Newcastle partici-

pated online for course credit. Each participant was randomly assigned to the low-K

or high-K context. To equate total experiment time, participants in the low-K con-

dition completed 6 blocks of 30 trials and high-K participants completed 7 blocks

of 20 trials. The number of choice alternatives displayed on any trial was randomly

selected from K ∈ {2, 4, 6, 8, 10} for low-K participants and K ∈ {10, 12, 14, 16, 18}

for high-K participants, subject to the condition that each set size appeared equally

often in each block.

Apart from the difference in set sizes and trial numbers, the experiment was

identical for all participants. Each trial began with K squares with white back-

grounds that were randomly allocated into positions within a 4× 5 grid, each mea-

suring 100 × 100 pixels. During each trial, time proceeded in discrete steps of 15

events per second. At each time step, a blue dot (2× 2 pixels) had some chance of

appearing at a random, unfilled location in each square. The probability of a dot

appearing in each square was independent and equal for all squares at .4, except for

one randomly selected target square which had probability .5. The participants’ task

was to identify this target as quickly and accurately as possible. Participants were

free to allow dots to accumulate until they felt confident with their decision. An

example of different time points within a single trial with ten alternatives is shown

in Figure 2.2. The maximum number of dots in each square was 2,500, meaning

that no square could fill in less than approximately three minutes (which is much

longer than any participant waited on any trial to make a response). After making

a response, participants were provided with feedback in the form of many more time

steps illustrated very rapidly, indicating which choice was the true target (which

always ended up filling with the most dots). If the participant correctly identified

the target, it turned the chosen square’s border green. Incorrect identification of the

target turned the chosen square’s border red, while the true target square’s border

was turned green.
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(a) Early (b) Mid (c) Late

Figure 2.2: Screenshots from the experiment at different time points during a choice
between ten alternatives. Panel (a) depicts the early stages of the trial with relatively
few dots in each square, panel (b) shows a mid point, and panel (c) shows the later
stages of the trial when many dots appear in each square. The participants’ goal
is to identify the square that accumulates dots at the greatest rate, which in the
current trial is in the third row of column three.

2.3.2 Results and Discussion

We excluded data from 12 participants who made fewer than 33% correct responses

and 2 participants whose host computer displayed fewer than 13 time steps per

second, on average. Of the remaining data, we removed 138 trials faster than 1

second, 25 trials slower than 100 seconds, and 122 trials in which the host computer

displayed fewer than 13 time steps per second (3.45% of total trials).

Averaged response time and accuracy data are shown in Figure 2.3 as functions

of the number of choice alternatives. The left panel shows that both the low-K

and high-K contexts demonstrated an approximately log-linear increase in mean

response latency with increasing numbers of choice alternatives, in accordance with

Hick’s Law. The high-K group demonstrated slower response times overall compared

to the low-K group, as predicted by Min-RT, and also slower responses to K = 10

trials, as predicted by the context hypothesis. The right panel of Figure 2.3 shows

that accuracy steadily declined as set size increased in both groups, although the

decline was greater in the low-K group, as predicted by the Min-RT optimization

hypothesis.

A two-way mixed analysis of variance examined the effects of decision context

(low- vs. high-K) and the number of choice alternatives (where K = 2 was paired
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Figure 2.3: Mean response time (left panel) and accuracy (right panel) as functions
of the number of choice alternatives (K, on a log scale). Filled and unfilled circles
represent the low-K and high-K contexts, respectively. The error bars represent ±1
between-subjects standard errors of the mean. Overlaid on data are mean response
time and accuracy predictions of the Min-RT Bayesian model (solid lines) and max-
minus-next heuristic (dashed lines).

with K = 10, K = 4 paired with K = 12, and so on). There were significant

interactions for both response latency and choice accuracy, reflecting greater changes

in the low-K context than the high-K context. This is consistent with Hick’s Law

because the range of set sizes is greater for the low-K condition, on a log scale.

As expected, response times were significantly slower in the high-K compared

to low-K group (F(1,51) = 17.79, p < .001). In contrast, the mean proportion of

correct responses did not reliably differ as a function of context (low-K: M = .58,

SE = .03, IQR = .47 − .64; high-K: M = .63, SE = .04, IQR = .41 − .76; main

effect p = .26). In both groups, response time increased and accuracy decreased with

increasing number of choice alternatives (both main effects p < .001). These results

are consistent with the interpretation that the decision context promotes a speed-

accuracy tradeoff, resulting in declines in accuracy with more choice alternatives,

while mean accuracy across groups remains relatively constant.

A critical prediction of the context effect hypothesis relates to K = 10 data

common to both groups, which states that K = 10 choices will be treated differently
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across groups. Consistent with this expectation, response times for K = 10 were

slower and accuracy was higher in the high-K compared to low-K group (t(51) =

2.42, p < .05, and t(51) = 3.60, p < .001, respectively).
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Figure 2.4: Distributions of the slopes of lines of best fit for accuracy vs. log2(K)
separately for the low-K and high-K conditions.

To investigate whether our results were due to taking averages across partici-

pants, we conducted individual-participant analyses on accuracy data. The Min-RT

hypothesis predicts that low-K participants should make larger adjustments to their

speed-accuracy tradeoff settings across the range of choice set sizes than high-K

participants. This is because the low-K participants experienced a larger range in

response times across set sizes, due to the logarithmic increase of Hick’s Law. Con-

sequently, the optimum settings for response criteria in the low-K group differ more

across set sizes than in the high-K group. We calculated linear regressions of re-

sponse accuracy against log2(K), separately for each participant in each group (see

Figure 2.4). Nearly all low-K participants (27 of 28) had negative slope coefficients,

suggesting that the speed-accuracy tradeoff observed at group level was sufficiently

robust to be observed at the individual-subject level. In the high-K condition there

was a limited capacity to minimize experiment time by trading speed and accuracy,

61



because mean response time did not differ very much across set sizes. In keeping

with the Min-RT hypothesis, only a small majority of high-K participants (15 of

25) had negative slope coefficients. The regression slopes in the low-K group were

steeper on average (M = −.14, SE = .01) than in the high-K group (M = −.04,

SE = .03), and this difference was significant (one-tailed independent samples t-test:

t(51) = 3.84, p < .001). This difference is consistent with the Min-RT hypothesis,

and is based on accuracy-vs-set size functions estimated at an individual-subject

level.

2.4 Model Predictions

To test the quantitative fit of the Min-RT approach to data, we specified the goal

accuracy parameter using the mean accuracy from data for the low-K group, and

just below the mean accuracy for the high-K group (58% and 60%, respectively). We

used a value slightly below observed accuracy for the high-K group to compensate for

the accuracy overshoot problem described above. Apart from these two values, there

were no model parameters estimated from our data – separate response criterion

parameters (c) were determined for each set size by the model according to the Min-

RT goal of minimizing overall experiment time. Mean response time and accuracy

predictions of the model are shown as solid lines on data in Figure 2.3. Following

Hawkins et al. (2012a), we scaled all model response times by a factor of four (this is

a fixed parameter in the model). Without this scaling, the optimal Bayesian model

always responds much faster than humans. The scaling factor can be interpreted

as a capturing a perceptual limit – the very small dots in our display may have

been perceptually grouped in fours. With these assumptions, the Bayesian Min-RT

model provides a good account of all the data.

The operation of the Min-RT assumption can be made clearer by comparing

its predictions to the standard Bayesian model predictions, with a fixed response

criterion across all set sizes. In the low-K context, the Bayesian model using Min-RT

criterion settings will complete the experiment in 10.3% less time than if a constant
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58% accuracy criterion was established for each set size. In the high-K context, the

benefits of adjusting response criteria are much smaller. Hence, this group had less

to gain by trading accuracy across set sizes, and Min-RT only predicts approximately

a 1% decrease in experiment time. This explains why the range in accuracy across

set sizes in the high-K group was far smaller than that of the low-K group.

To compare the quantitative fit of the Min-RT approach as applied to the

Bayesian model, we also compared its predictions with another single-parameter

model of multi-alternative choice: the max-minus-next heuristic. By default, max-

minus-next predicts accuracy rates that decline as set size increases, and so naturally

suits the qualitative data patterns from our experiment. The purpose of compar-

ing the max-minus-next heuristic with the Bayesian model is to demonstrate that

the Min-RT idea is sufficiently powerful to rescue the Bayesian decision mechanism,

which was previously shown (by Brown et al., 2009) to be inferior to the max-

minus-next decision mechanism in data with context effects. The max-minus-next

account proposes that a response is triggered as soon as the evidence for the most

likely alternative exceeds the evidence for the second most likely alternative by some

threshold amount, ∆. Dragalin et al. (1999, 2000) demonstrated that this simple

decision heuristic approximates the optimal multi-hypothesis sequential probability

ratio test (Baum & Veeravalli, 1994), when error rates are low. Brown et al. found

the max-minus-next heuristic to provide a good account of their data, demonstrat-

ing the Hick’s Law regularity in response times and also decreasing accuracy with

increasing numbers of choice alternatives, even though error rates were quite high.

We fit the max-minus-next model to our data by assuming that the decision

evidence was just the number of filled dots in each stimulus. We applied the same

4× slow down imposed for the Bayesian model (on the assumption that a perceptual

limitation ought to apply equally to the two models). The dashed lines in Figure 2.3

show that the model fits the data quite well, assuming a response threshold of

∆ = 3.2 dots for the low-K context and ∆ = 4.5 dots for the high-K context

(obtained via optimization over a grid search in increments of ∆ = .1). Non-integer
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values for ∆ might be interpreted as if participants employ a mixture of integer

values.

Since both models provided excellent fits to mean response time data, we

examined their predictions, under the same parameter settings, for the full distri-

bution of response times. For each participant we calculated the 10%, 30%, 50%

(i.e., median), 70% and 90% percentiles of the response time distribution for each

set size, and then averaged these quantile estimates over participants in each group.

Quantile averaging of this kind preserves distribution shape, under reasonable as-

sumptions about between-subject variability (Gilchrist, 2000). These distributions

are shown separately for both groups as gray lines in Figure 2.5. The lines depict,

from bottom to top, the 10%, 30%, 50% (shown with larger symbols), 70% and 90%

percentiles. The upper lines are spread further apart than the lower lines, showing

the positive skew of the response time distribution. Model predictions are shown

in black lines. In the left panel the max-minus-next heuristic predicts the central

tendency (median) in data well, however this model predicts too much variability in

the distribution of response times. In contrast, the Min-RT Bayesian model, shown

in the right panel, quite closely predicts the percentiles of the response time distri-

bution for both groups, except for some potential misfit in the smallest set sizes of

the 70% and 90% percentiles of the low-K group.

2.4.1 Model Selection

The analyses above suggest that both models account for the data reasonably well,

but the Min-RT Bayesian model is better able to capture the full distribution of

response times. We now apply a model selection technique (parameter space parti-

tioning: Pitt, Kim, Navarro, & Myung, 2006) to investigate whether the Bayesian

model’s improved fit is due to model flexibility. Parameter space partitioning in-

volves simulating model predictions across the entire parameter space of a model,

and evaluating the qualitative data patterns the model is capable of producing. A

model is preferred if it has little flexibility, if it predicts the same empirical trends
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Figure 2.5: Predicted response time distributions of the max-minus-next heuristic
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across all parameter settings, and does not predict trends that do not occur in data.

We examined whether or not the models predicted the basic finding – Hick’s Law

for response times – across all parameter settings.

We were limited to simulating the predictions of the core Bayesian model

(i.e., without the Min-RT approach to selecting response criteria). Since the pre-

dictions of the Bayesian model are probabilistic, and Min-RT depends entirely on

these probabilistic predictions, the Min-RT predictions included too much simula-

tion noise, given practical amounts of computer time. Simulation noise makes the

model unsuitable for parameter space partitioning because the model’s predictions

then differ across the parameter space due to noise, rather than to model flexibility.

We also did not perform parameter space partitioning on accuracy predictions be-

cause there is no well-established equivalent to Hick’s Law for accuracy data, and

thus no clear target for what the models should and should not predict. Further,
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the core Bayesian model always predicts constant accuracy with increasing set size,

and the max-minus-next heuristic always predicts declining accuracy with increas-

ing set size. Both patterns appear in data, depending on the decision contexts, so

parameter space partitioning on accuracy predictions will be uninformative.

We simulated data from both models for K ∈ {2, 4, 6, 8, 10, 12, 14, 16, 18} to

mimic the range of set sizes from our experiment. The Bayesian model was simulated

across a response criterion grid from c = .26 − .99 in increments of .01 (for c < .5

we removed the K = 2 data point, since this represents responses below chance

accuracy), and the max-minus-next model from ∆ = 2 − 20 in increments of 1.

The range in parameter values for each model represents the maximum sensible

range for the models. For each parameter setting, we evaluated whether Hick’s Law

was predicted by calculating the slope of the mean response time versus log2 (K)

relationship for each successive pair of set sizes (i.e., K = 2 to K = 4, then K = 4

to K = 6, and so on). Hick’s Law asserts these slopes should all be equal, so we

classified the model as predicting Hick’s Law whenever the range of the slopes was

smaller than some tolerance value (to allow for small deviations from log-linearity).

The tolerance values below are expressed as percentages of the mean slope estimates.

Parameter space partitioning on response times indicated that the core Bayesian

model is less flexible than the max-minus-next heuristic. Both models always pre-

dicted the generic ordering pattern expected in multi-alternative choice: response

times for K = 2 < K = 4 < K = 6. . . , which is a necessary, although not sufficient,

requirement for Hick’s Law. The max-minus-next heuristic never satisfied Hick’s

Law for tolerance values more strict than 36%. At that same tolerance value, the

core Bayesian model predicted Hick’s Law across most of its parameter space (69%

of the range of c). These results are shown more completely, as receiver operating

curves, in Figure 2.6. The core Bayesian model predicted Hick’s Law across almost

all of its parameter space by a tolerance value of 66%. For the same tolerance, the

max-minus-next model predicted Hick’s Law across less than half of its parameter

space, and did not cover 95% until tolerance was at 82%.
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Figure 2.6: Parameter space partitioning results for the proportion of the parameter
space predicting Hick’s Law for varying degrees of percentage deviation from Hick’s
Law (see text for detail). Solid and dashed lines represent the core Bayesian and
max-minus-next heuristic predictions, respectively.

The max-minus-next model performed rather poorly because it predicted smaller

increases in response time at larger set sizes than Hick’s Law suggests should occur.

That is, max-minus-next predicted a flattening in response time across the larger

set sizes. To illustrate, when examining only smaller set sizes, such as K ≤ 8, the

max-minus-next model predicts Hick’s Law across 90% of the parameter space for

59% tolerance, with the same area covered with a tighter 29% tolerance for the

core Bayesian model. This suggests the max-minus-next model performs acceptably

for the set sizes typically studied in multi-alternative choice. However, Hick’s Law

has been demonstrated to hold for decisions between more than 8 alternatives (e.g.,

Brown et al., 2009; Hawkins et al., 2012a).
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2.5 General Discussion

We developed a novel approach to modeling context effects in multi-alternative

decisions, and compared this approach to existing accounts. The response time

minimizing approach (Min-RT) provides the first principled explanation for context

effects. Min-RT constrains speed-accuracy tradeoff settings across different set sizes

in such a way as to minimize total experiment time, and can be applied to any

model with a speed-accuracy criterion parameter. We demonstrated that Min-RT

can account for a previous data set as well as novel empirical data. The experimental

data reported here also provide further support for Hick’s Law, demonstrating the

log-linearity in response times holds for judgments in large choice set sizes, and is

still observed despite high error rates (consistent with recent literature, e.g., Brown

et al., 2009; Kveraga et al., 2002; Lacouture & Marley, 1995; Leite & Ratcliff, 2010),

as well as a novel demonstration of context effects in multi-alternative choice.

The Min-RT Bayesian model and the max-minus-next heuristic both fit mean

response time and accuracy data, however the Min-RT Bayesian account provided

a better fit to the response time distributions. Parameter space partitioning sug-

gested the core Bayesian model is less flexible than the max-minus-next model: the

Bayesian model predicted the constrained Hick’s Law regularity considerably more

often than the max-minus-next model. The parameter space partitioning of the

core Bayesian model compares favorably to the same model flexibility analysis con-

ducted by Schneider and Anderson (2011) on their ACT-R memory retrieval model.

Schneider and Anderson examined K ∈ {2, 4, 8} and found their model predicted

the generic K = 2 < K = 4 < K = 8 ordering of response times across 88%

of the parameter space, when using a tolerance for equality between set sizes of

20 milliseconds, corresponding to about 5% of their shortest empirical response la-

tencies. Using a similar 5% criterion in our parameter space partitioning over the

same set sizes as Schneider and Anderson, the core Bayesian model predicted the

generic response time ordering in 100% of the parameter space, suggesting that the

core Bayesian model is less flexible than the ACT-R model. This comparison, how-
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ever, is not straightforward. Empirically, sometimes response latency does not differ

across set sizes, for example, in tasks involving high stimulus-response compatibility

or following extensive task practice (for review see Schweickert, 1993; Teichner &

Krebs, 1974). This might suggest the ACT-R model is better suited to explaining a

broader range of multi-alternative choice phenomena.

An interesting perspective on our notion that decision makers try to minimize

total experiment time, conditional on maintaining a goal accuracy level, is to con-

sider it as a generalization of the concept of “reward rate” optimization (e.g., Bogacz

et al., 2006). Reward rate is just the expected number of correct responses per unit

time, and so in any experimental design, and for given constraints on accuracy, there

is a single speed-accuracy tradeoff setting that maximizes reward rate. Bogacz et al.

showed that most decision makers employed a too-careful speed-accuracy tradeoff –

they could have increased reward rate by making more frequent, but less accurate

decisions. With practice, however, most decision makers can eventually maximize

reward rate (Balci et al., 2011; Simen et al., 2009; Starns & Ratcliff, 2010). The

concept of reward rate is only directly applicable to experimental designs when the

time available to participants is fixed, but the number of decisions is not – in the

usual case, where the number of decisions is fixed, being very careful will maximize

the total number of correct decisions. One perspective on the Min-RT hypothesis is

that it generalizes the notion of reward rate to the typical, fixed-trial, experimental

designs. Without explicit instruction to do so, and without the structure imposed

by a fixed-time experimental design, a plausible goal for participants is to leave the

experiment as quickly as possible, without making socially unacceptable error rates.

The psychological plausibility of the Min-RT approach is unclear: could de-

cision makers feasibly arrive at those response criterion settings that minimize ex-

pected response time? It is possible that observers might approximate this minimum

through a gradient descent search of some sort. For instance, a decision maker might

begin (by default) with a constant response criterion across set sizes. In the Bayesian

model, successive adjustments to criteria will maintain the goal accuracy as long as
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the sum of criterion increments across conditions is zero (e.g., if the criterion for one

condition is raised by 1%, the criterion for another condition should be decreased

by 1%). With this constraint, the task of the observer is simplified to just select-

ing which conditions should have their criteria raised, and which lowered. Some

simple heuristics might get the decision maker close to the global optimum – for

instance, perhaps one might increase the response criterion for the fastest condition,

and decrease it in the slowest condition. An alternative approach to the problem of

psychological plausibility might be to relax the assumption that observers set a re-

sponse criterion independently for every experimental condition. A lighter cognitive

load would result instead from estimating one or two parameters of some simple

function that approximates the optimal criterion settings (for a similar approach

see, e.g., Balci et al., 2011). For example, combining our results here with those

from Hawkins et al. (2012a) suggests that participants could get very close to the

optimal solution by adjusting just a single parameter of a power function. Such

process models of the search for optimal criteria are a topic for future research on

this problem.

We have provided further empirical evidence for Hick’s Law and context effects

in multi-alternative choice, and developed the Min-RT approach that can be applied

to most existing domain general models of these choices. We compared the goodness-

of-fit of Min-RT as applied to a Bayesian ideal observer to the max-minus-next

heuristic in explaining context effects and declining accuracy rates. The Bayesian

model outperformed the heuristic account on two fronts: better fit to data and

lower model flexibility. Min-RT provides a one-parameter approach to determining

the speed-accuracy criterion settings across set sizes that minimize total experiment

time. When applied to an existing domain general model of multi-alternative choice,

Min-RT provided a strong account of context effects by describing mean response

time, mean accuracy and response time distributions.
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Abstract

The context in which a decision occurs can influence the decision-making process

in many ways. In the lab, this is often evident in the effects of recent decisions.

For instance, many experiments combine easy and difficult decisions, such as when

word frequency is manipulated in lexical decision. The “blocking effect” describes

how such decisions differ depending on whether the conditions are presented in pure

blocks (comprised purely of easy or hard stimuli) or mixed blocks (also known as a

“mixing cost”). We present a novel extension to these context effects, demonstrating

in two experiments that they can be induced using conditions with identical diffi-

culty, but different timing properties. This suggests that explanations of context

effects based on task difficulty or error-monitoring alone might be insufficient, and

suggest a role for decision time. In prior work, we suggested such a hypothesis under

the assumption that observers minimize their decision time, subject to an accuracy

constraint. Consistent with this explanation, we find that decisions in slower condi-

tions were based on less evidence when they were experienced in mixed compared

to pure blocks.
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3.1 Introduction

Decisions about ostensibly identical stimuli are influenced by the difficulty of pre-

ceding decisions. Difficulty is often a factor of primary interest in decision tasks,

for instance, with high frequency (easy) or low frequency (hard) words in lexical

decision. If an experiment includes both easy and difficult conditions, these might

either be presented separately (in pure blocks or between-subjects) or randomly

inter-mixed. Choices in a pure block of easy stimuli are faster but less accurate

than when those same easy stimuli are presented in a mixed block, and choices in

a pure block of hard stimuli are slower but more accurate than when those same

hard stimuli are presented in a mixed block. This finding, referred to as a mixing

cost, a blocking effect, or a context effect, has been observed in many speeded de-

cision tasks, including sentence verification (Kiger & Glass, 1981), picture naming

and arithmetic (Lupker, Kinoshita, Coltheart, & Taylor, 2003), and lexical decisions

(Lupker, Brown, & Colombo, 1997; for review see Los, 1996).

In a similar vein, Hawkins et al. (2012a) manipulated decision difficulty by

changing the number of alternatives in a perceptual decision task – decisions be-

tween more alternatives are more difficult than those between fewer alternatives.

In different experiments, participants made judgments either about many different

choice set sizes randomized across trials (in mixed blocks) or about a single choice

set size (in pure blocks). Decisions in a pure block of hard stimuli (larger set sizes)

were slower but more accurate than when those same hard stimuli were presented

in mixed blocks, similarly to the well-established blocking effects described above,

even though these judgments were on a much longer timescale.

Hawkins et al. (2012) interpreted these results by supposing that participants

engaged in a speed-accuracy tradeoff (Ratcliff, 1978; Wickelgren, 1977). That is, in

the mixed condition participants elected to spend more time on easy decisions and

less time on difficult decisions, perhaps in order to minimize the total amount of time

spent in the experiment. The same speed-accuracy tradeoff patterns can emerge in

mixed blocks even when participants are unable to elect their level of caution for
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easy and hard trials, because the task structure provides no warning about the

class of upcoming stimuli. For instance, decision makers may commit to a goal

accuracy rate which they will not go below, and want to perform as fast as possible

while remaining above this accuracy criterion (Hawkins et al., 2012). In mixed

blocks, one could establish an intermediate response threshold that does not change

across easy and hard trials. This approach can result in the same data patterns

as “choosing” response thresholds separately for each experimental condition: more

accurate choices for easy stimuli, and faster but less accurate choices for hard stimuli,

compared to pure blocks. The idea of minimizing response times conditional on

a goal accuracy rate is related to the idea that participants might adjust their

speed-accuracy tradeoff to maximize “reward rate”, which is just the rate of correct

responses (for an overview see, e.g., Bogacz et al., 2006).

In contrast, previous theoretical accounts of blocking effects have been based

on decision difficulty, rather than decision time. For instance, the self-regulating

accumulator model (PAGAN, Vickers, 1979; Vickers & Lee, 1998, 2000), assumes

that the decision maker adjusts performance by monitoring confidence, which is

influenced by decision difficulty. Similarly, Jones et al. (2009) proposed that the

decision maker estimates the average difficulty of decisions in recent trials, which

differs between pure and mixed blocks. Jones et al. also questioned the feasibility

of theoretical accounts based on speed-accuracy tradeoffs, a point we return to in

the General Discussion.

These earlier theoretical approaches assume that differences in decision diffi-

culty across conditions cause blocking effects, which contrasts with Hawkins et al.’s

(2012) assumption that blocking effects are caused by differences in decision time

across conditions. In all of the studies reviewed above, the easier conditions pro-

duced faster choices than the harder conditions. For instance, the benchmark in

multi-alternative choice is Hick’s Law (Hick, 1952; Hyman, 1953), that response

time increases linearly with the logarithm of set size (for general overview of Hick’s

Law research see Teichner & Krebs, 1974; Welford, 1980). Presumably, previous
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explanations of blocking effects have focused on decision difficulty rather than deci-

sion speed, simply because difficulty was the experimental parameter manipulated

in those experiments. However, the confound between decision difficulty and deci-

sion time makes it difficult to distinguish the different theoretical accounts, and in

particular, whether decision time may also play a role in eliciting blocking effects.

We report two experiments that examine the effects of decision time inde-

pendent of decision difficulty. The different conditions in these experiments were

created by manipulating how rapidly stimulus information is presented. We used

the externalized evidence accumulation task of Brown et al. (2009), which involves

comparing the height of a number of columns, and naturally permits such manipula-

tions. We manipulated decision time randomly across trials (creating mixed blocks)

in Experiment 1 and between-subjects (creating pure blocks) in Experiment 2. In

the mixed blocks of Experiment 1 we observed that decisions from faster and slower

conditions produced context effects similar to previously observed blocking effects

from easier and harder decisions. In Experiment 2, we demonstrate that these con-

text effects can be almost entirely eliminated by using a design with pure blocks.

The changes observed across experiments are consistent with the time-minimization

account based on speed-accuracy tradeoffs.

3.2 Experiment 1

We use the paradigm developed by Brown et al. (2009). Each decision involved a

display of K columns that grew taller at different rates, by randomly accumulating

increments of height (henceforth “bricks”) at discrete time steps according to a

simple statistical model. With time, one of the columns would grow taller than the

others, on average, and the participant’s goal was to identify this target column as

quickly as possible. A difficult aspect of the task was to balance the tradeoff between

speed and accuracy: early in the process, when only a few bricks have accumulated,

a distractor column is likely to be taller than the target, by random chance (see

Figure 3.1 for an example screenshot of the task).
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Figure 3.1: Example screenshot of a trial with K = 10 response alternatives. The
dark and light blocks represent the number of bricks that have accumulated after
10 and 30 time steps, respectively. The participant’s task is to select the target
column, which is column 7 in this example.

In this paradigm, task speed can be adjusted by changing the delay between

successive time steps, which we refer to as the “drop delay”. In Experiment 1 we

manipulated drop delay using mixed blocks, where the drop delay varied randomly

from trial-to-trial. We limited decisions to just one set size (K = 10), which kept

decision difficulty constant across trials. We make the assumption here that drop

delay does not influence task difficulty. We highlight evidence indicating that this

psychophysical assumption is supported in the discussion following Experiment 2. If

context effects are induced by decision time (as proposed by Hawkins et al., 2012),

and not just decision difficulty, then accuracy and decision time (measured in discrete

time steps) should both change across levels of the stimulus speed manipulation.
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3.2.1 Method

Fifty first-year psychology students from the University of Newcastle participated

online for course credit. Each participant completed 6 blocks of 32 trials. Each

trial consisted of K = 10 response buttons displayed along the base of the screen.

The delay between each discrete time step was manipulated within-subjects, with

the drop delay manipulation having eight levels. In the fastest condition a new row

of evidence accumulation tokens (bricks) appeared every 266 milliseconds (msec),

but this slowed to 276msec, 296msec, 326msec, 367msec, 436msec, 500msec and

625msec in the slower conditions. These settings meant that in the fastest condition

participants saw evidence accumulate more than twice as quickly as in the slowest

condition. The drop delay of any trial was randomly chosen from all drop delays,

subject to the condition that each drop delay appeared equally often in each block.

On each trial, K = 10 response buttons of the same width were lined up abut-

ting one another in the center of the base of the display, representing the different

choice alternatives. A trial began with an empty display above the response buttons.

At each time step, a new brick either fell from above onto the top of the response

button, increasing the height of that column, or did not. The probability of a brick

appearing on each column at any time step was .35, independently for all columns,

except for a randomly-selected target column which had an accumulation probability

.5. The participant’s task was to identify the target column as quickly and accu-

rately as possible. Participants were informed that due to the random nature of the

task if they respond too early they may incorrectly select a distractor column that

had, by chance, accumulated the most bricks thus far in the trial. For example, in

Figure 3.1 after 10 time steps have elapsed (indicated by dark bricks) column 3 was

the tallest, even though column 7 was the target. However, after an additional 20

time steps (light bricks) column 7 had accumulated more bricks than the remaining

response alternatives. Participants were free to sample information from the task

environment until they felt confident with their decision. If a participant waited

long enough, the tallest columns grew near to the top of the display. Whenever this
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occurred the column heights were smoothly re-scaled to remain within the display

window.

3.2.2 Analysis Strategy

Because part of our argument requires support for a null effect of drop delay in pure

blocks (in Experiment 2), we do not use null hypothesis significance testing. Instead,

we fit multivariate normal distributions parameterized using general linear models

of exactly the same form that would be applied under standard repeated-measures

analysis of variance (ANOVA). Rather than use null hypothesis significance testing,

from these models we calculate the Bayesian Information Criterion (BIC; Raftery,

1995; Schwarz, 1978) and use that to approximate posterior model probabilities

based on a uniform prior across models, and on the assumption that the data-

generating model was one of those under consideration. Similar approaches have

been advocated as alternatives to regular null hypothesis significance testing under

the ANOVA framework; approaches which circumvent some of the pervasive prob-

lems associated with null hypothesis testing (Glover & Dixon, 2004; Wagenmakers,

2007).

To reassure the reader that our results and conclusions are not specific to

this analysis strategy, we repeated all primary analyses twice, once using the Akaike

Information Criterion (AIC; Akaike, 1974) and once with null hypothesis significance

tests accompanied with effect size estimates (see Appendix). Those analyses were

consistent with the BIC analyses, although the AIC analyses are naturally less strict

in their penalty of model complexity. For further detail and instruction on Bayesian

data analysis we refer the reader to a few of the many excellent sources on the topic,

including: Kruschke (2011), Rouder, Speckman, Sun, Morey, and Iverson (2009),

and Wagenmakers, Lodewyckx, Kiruyal, and Grasman (2010).

In Experiment 1 we compared the fit of two nested, linear multivariate nor-

mal models. These models correspond to those considered in a standard one-

way repeated-measures ANOVA: the null model with only a grand mean; and a
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model that also includes an effect of drop delay.1 We estimated the model parame-

ters (treatment effects and variance-covariance terms) using standard general linear

model algorithms. In hierarchical models, such as the repeated-measures designs

here, some subtlety is required in calculating the appropriate sample size to use in

BIC calculations; in all cases, we used the methods of Pinheiro, Bates, DebRoy,

Sarkar, and R Development Core Team (2011). We denote BIC approximations to

posterior model probabilities with pBIC .

3.2.3 Results

We excluded data from 5 participants who made fewer than 33% correct responses.

The remaining data were screened for outlying trials resulting in the removal of 41

trials with responses faster than 4 time steps and 3 trials slower than 200 time steps

(0.5% of total responses). Throughout the paper we refer to the number of discrete

time steps that elapsed prior to response as the “step number”. The step number

is a quantifiable measure of the quantity of evidence used to inform a decision in

our externalized accumulation task, and also does not confuse the outcome measure

with elapsed time.

Mean step number and accuracy data are displayed in Figure 3.2 as functions of

drop delay, using within-subjects standard error bars calculated according to Loftus

and Masson (1994). The left panel suggests that mean step number decreased as the

drop delay became longer. That is, in trials where evidence accumulated more slowly

participants waited for fewer time steps before making a response. This finding was

supported by BIC analysis, with the drop delay model strongly supported over the

null model for both accuracy and step number (both pBIC = 1).

1In all models in Experiments 1 and 2 we added a random effect for subjects, as in repeated-
measures ANOVA.
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Figure 3.2: Mean step number (left panel) and accuracy (right panel) from Experi-
ment 1, as functions of the drop delay. The error bars represent ±1 within-subjects
standard errors of the mean.

3.2.4 Discussion

The results from Experiment 1 suggest that decisions were based on less evidence

(fewer steps of the stimulus display) in conditions where the columns grew taller at

slower rates compared to faster height accumulation. This represents a context effect

similar to the well-known blocking effect, but with decision time taking the role of

decision difficulty: the choice accuracy and information required for decisions (i.e.,

step number) both decreased for slow conditions relative to fast conditions. These

results are consistent with decision makers adjusting their speed-accuracy tradeoff

settings between slower and faster choice conditions. Explanations of blocking ef-

fects based on changes in speed-accuracy tradeoff settings must assume that decision

makers adjust their response criteria separately for each decision. These adjustments

have previously been considered implausible (Jones et al., 2009; Ratcliff, 1978) be-

cause participants are not given advanced warning of the upcoming condition, and

response thresholds presumably take longer to adjust than the amount of time avail-

able during a typical decision (a few hundred milliseconds). Such a criticism does

not apply to our experiments, because decisions took many seconds, giving partici-
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pants ample time for adjustment (e.g., Forstmann et al., 2008 found that adjustment

took less than 1.5sec).

In Experiment 2 we manipulate drop delay between-subjects, analogous to the

pure blocks described above. If our hypothesis holds, the effect of drop delay on

choice accuracy and step number observed in Experiment 1 should be eliminated in

Experiment 2.

3.3 Experiment 2

Hawkins et al. (2012) proposed that only differences in decision time drive context

effects, which makes a strong prediction: if decision time is manipulated in pure

blocks, it should have no effect on the amount of evidence that observers accumulate

prior to response. This means that both the step number and response accuracy

should be unaffected by changes in drop delay. Interestingly, this hypothesis is

directly opposed to the predictions of theoretical accounts based on reward rate

(i.e., the idea that people try to maximize their number of correct responses per

unit time). Recent results have shown that people tend to produce more careful

(slow and accurate) decisions than reward rate accounts would predict, but after

some practice they become closer to optimal (e.g., Balci et al., 2011; Starns &

Ratcliff, 2010). If decision makers maximized reward rate, accuracy should decrease

as the drop delay becomes longer, since decisions in these conditions take longer (in

real time), so encouraging faster guesses.

3.3.1 Method

A separate group of 172 first-year psychology students from the University of New-

castle participated online in Experiment 2 for course credit. The delay between

each time step was manipulated between-subjects to create pure blocks, with each

participant randomly assigned to one of seven drop delays: 276 msec, 296msec,

326msec, 367msec, 436msec, 500msec and 625msec. To moderate differences in the
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total duration of the experiment, participants in the three slowest conditions each

completed 4 blocks of 40 trials, and participants in the four fastest conditions each

completed 6 blocks of 40 trials (but only data from the first 4 blocks were analyzed

below).

In Experiment 2, participants only experienced a single drop delay condition,

which provided capacity for us to also manipulate the choice set size on a within-

subjects basis. The number of choice alternatives shown on any trial was randomly

selected from K ∈ {2, 4, 6, 8, 10, 12, 14, 16, 18, 20}, subject to the condition that each

K appeared equally often in each block.

Apart from the between-subjects manipulation of drop delay and within-subjects

manipulation of set size, all other experimental details were the same as Experiment

1, including the analysis approach. In Experiment 2 there were two experimental

factors, hence we compared the fit of five nested, linear multivariate normal mod-

els, corresponding to those considered in a standard two-way ANOVA: (1) the null

model with only a grand mean; (2) a single set size effect; (3) a single drop delay

effect; (4) additive set size and drop delay effects; and (5) the saturated model with

additive set size and drop delay effects as well as an interaction between the two.

3.3.2 Results

Data from 8 participants with fewer than 33% correct responses were excluded. The

remaining data were screened for outlying trials, with the removal of 410 trials faster

than 4 time steps and 41 trials slower than 200 time steps (1.36% of total responses).

Figure 3.3 illustrates the data, with mean response accuracy for each of the

seven drop delay conditions graphed in the top panel. The middle panel shows the

mean step number on which responses were made, and the bottom panel shows

corresponding mean response times (in seconds). Focusing on the lower two panels,

across all drop delay conditions we observed the pattern expected under Hick’s Law;

response time increased approximately log-linearly with set size.

Inspection of the upper two panels of Figure 3.3 suggests that drop delay
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Figure 3.3: Mean accuracy, step number and response time (seconds; upper, middle
and lower panels, respectively) from Experiment 2. The drop delay conditions are
numbered from fastest to slowest (1 – 7). A pooled between groups error bar with
±1 standard errors of the mean is shown in each panel.

had no systematic effects on choice accuracy or step number. Confirming this, the

general linear model that included only an effect of set size was strongly supported

in both dependent measures: pBIC ≈ 1 for response accuracy, and pBIC = .93 for

step number. Since there was no effect of drop delay on the step number on which
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participants responded, there was conversely a large and systematic effect of drop

delay on the real time taken for each decision (i.e., response time in seconds, lower

panel of Figure 3.3). This was confirmed by good support for the drop delay and

set size interaction model, pBIC = .93. The interaction model indicates that there

was a greater increase in response latency (in seconds) with increasing set size for

the slower drop delay groups than faster drop delay groups. Although response

latency was bound to differ across drop delay groups given the step number and

accuracy data, this result illustrates that there were strong and reliable differences

in real time across groups, which apparently had no effect on decision accuracy. For

instance, the slowest drop delay condition yielded response times between two and

three times longer than the fastest condition.

3.3.3 Discussion

Manipulating the speed of information accumulation in the stimulus display system-

atically influenced the speed of participants’ decisions, but apparently did not alter

response accuracy, or the amount of information used to make a decision. This re-

sult supports our hypothesis that pure or mixed block presentation of decision time,

and not just decision difficulty, can induce context effects in decision-making. The

null effect of drop delay on mean step number and accuracy also provides support

for our assumption that the speed of the stimulus display did not influence task

difficulty.

There are theoretical implications from our finding that equivalent quantities

of evidence were accumulated across the seven drop delay conditions of Experiment

2. Participants waited more than twice as long in the slowest condition than the

fastest condition in order to make decisions with very similar accuracy. This is in-

consistent with the idea that decision makers try to optimize reward rate (Bogacz

et al., 2006; Starns & Ratcliff, 2010). In slower conditions, reward rate – the rate of

correct responses – can be improved by making faster, but less accurate, decisions

compared with faster conditions, but this did not happen in Experiment 2. How-
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ever, it is possible that either our design did not particularly encourage participants

to maximize reward rate, as the total number of decision trials was fixed at the

outset, or that many sessions of practice are required before participants can opti-

mize reward rate (Balci et al., 2011; Starns & Ratcliff, 2010). Another possibility

is that the range of drop delays we used was not large enough – perhaps reward

rate maximization might have occurred if even slower drop delays were introduced.

Finally, it could be that reward rate is more difficult to maximize in externalized

evidence accumulation tasks compared to more traditional speeded choice tasks.

Our results are, however, consistent with decision makers optimizing a re-

stricted notion of reward rate. As proposed by Hawkins et al. (2012), the data

are consistent with the idea that participants set a goal accuracy rate (for the en-

tire experiment), and then maximize reward rate subject to this accuracy goal, by

minimizing their mean response time. For instance, suppose a participant aimed to

achieve 60% correct responses throughout the experiment. The shortest total exper-

iment time possible under this constraint is achieved by responding more accurately

in the fastest conditions (small set sizes) and less accurately than the goal in the

slowest conditions (large set sizes), as observed in the upper panel of Figure 3.3. The

idea of a minimum acceptable accuracy rate neatly explains the consistent overall

accuracy across drop delay conditions.

3.4 Quantitative Comparison of Experiments 1

and 2

We can provide a more direct comparison of the pure and mixed experiments by

averaging the Experiment 2 data across set sizes, to produce a design closer to

the design of Experiment 1. Similar, but noisier, results are obtained if only the

K = 10 data are extracted from Experiment 2 rather than averaging across all set

sizes. The averaged data from Experiment 2 are overlaid on data from Experiment

1 in Figure 3.4. The upper and middle panels show accuracy and step number
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data, respectively. As drop delay increased, participants in the mixed blocks waited

for less information before making decisions that were subsequently less accurate.

In contrast, in the pure blocks both accuracy and mean step number were almost

unaffected by manipulation of drop delay.

We again used BIC, calculated from the lines of best fit, to approximate the

posterior model probabilities, in order to examine the trends in data with increasing

drop delay. For the mixed and pure blocks separately we compared a null model

(i.e., the slope of the best fitting line is zero) against a drop delay model (i.e.,

non-zero slope). For the mixed blocks used in Experiment 1, this analysis strongly

supported an effect of stimulus speed on accuracy and step number – BIC analyses

clearly supported an effect of drop delay on step number (pBIC = 1) and on choice

accuracy (pBIC = .71). For the pure blocks used in Experiment 2, in contrast,

the evidence was in favor of the opposite hypothesis, constant slopes for accuracy

(pBIC = .77) and step number (pBIC = .76).

3.4.1 Max-Minus-Next Heuristic

In this section, we use a simple cognitive model to test directly our hypothesis about

the speed-accuracy tradeoff. Our external evidence accumulation paradigm affords

direct measurement of the quantity of evidence required to trigger a decision, by

examining the accumulated bricks at the moment of response. These data can be

naturally interpreted in terms of the “max-minus-next” heuristic, which holds that

a response is triggered as soon as the evidence for the most likely alternative exceeds

the evidence for the second most likely alternative by some threshold amount, ∆.

Dragalin et al. (1999, 2000) demonstrated this simple decision rule approximated

a statistically optimal multi-hypothesis sequential probability ratio test (Baum &

Veeravalli, 1994), when error rates are low. Brown et al. (2009) interpreted the

max-minus-next heuristic as a simple cognitive model, and showed that it provided

a good account of data from an experiment similar to our Experiment 2.

An estimate of the max-minus-next model’s parameter, ∆, is easily calculated
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from the data of each trial. At the point of decision in each trial, we find the two

alternatives with the largest and second largest number of accumulated bricks, and

calculate the difference in number of bricks between the two. The lower panel of
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Figure 3.4 shows the average ∆ values from the pure and mixed blocks as functions

of drop delay. As expected, in the mixed blocks there was very strong evidence that

the max-minus-next threshold value (∆) decreased as the drop delay became longer,

with this model strongly supported over the null model, pBIC ≈ 1. This suggests that

when the stimulus display evolved more slowly, choices were based on less careful

decision criteria. This is consistent with a time-based context effect; decision makers

wait for more evidence in faster choice conditions than slower conditions. In contrast,

when drop delay was presented in pure blocks there was evidence in favor of the null

model, pBIC = .82. These findings reinforce our conclusions from the analyses of

response time and accuracy data. When the rate of evidence accumulation (i.e.,

drop delay) is presented in a pure block we observe no effect of this parameter on

response accuracy or the amount of information accumulated prior to choice.

3.4.2 Failing to Choose the Maximum Alternative

In our expanded judgment task, the column most likely to be the target, at any

moment, is always the one tallest (the “maximum alternative”). Across participants

and trials, 86.3% of responses in Experiment 1 responses and 87.6% of responses in

Experiment 2 were to the maximum alternative. This implies that participants were

operating in some clearly sub-optimal manner on about every seventh trial. To check

that this behavior did not drive our results, we re-ran the above analyses, restricted

to trials where the response was to the maximum alternative. For those analyses,

there were no changes to the step number, accuracy or response time results reported

for either experiment.

A more prosaic explanation for some of these sub-optimal responses is a delay

between the point of decision and the time of response, a “response lag”. Such a

response lag is included in almost all decision models (called “non-decision time”

in accumulator models such as: Brown & Heathcote, 2008; Ratcliff, 1978; Usher

& McClelland, 2001) and the size of this delay is typically estimated indirectly, by

estimating model parameters from response time data. The externalized nature of
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our evidence accumulation task allows us to estimate this lag more directly. As

reported by Brown et al. (2009), we estimated the response lag by first assuming

that participants’ responses would more often align with the maximum alternative

at the time the decision was made, than at the time the response was executed.

We then identified the lag that maximized the agreement between response choice

and the maximum alternative, separately for each participant and each drop delay

condition.

The estimated response lags were remarkably constant across participants and

conditions, when measured in real time (rather than discrete steps), with an average

of 1.27 seconds (SD = 0.91 seconds) in Experiment 1 and 1.06 seconds (SD =

0.73 seconds) in Experiment 2. We also confirmed that when the max-minus-next

threshold parameter, ∆, was re-calculated taking into account the response lag,

the patterns shown in Figure 3.4 were mostly unchanged (∆ decreased a little less

across drop delay, but the decrease was still statistically reliable). Furthermore,

when taking into account the estimated response lags, the proportion of responses

to the maximum alternative increased markedly, to 97.6% in Experiment 1 and

96.2% in Experiment 2.

3.5 General Discussion

Decision context can exert a strong influence on choice behavior. Responses to the

same stimulus differ as a function of preceding stimuli and responses. We provided

a new example of context effects in choice elicited by a simple within- or between-

subjects change in decision time, which we manipulated by altering the rate of

evidence accumulation. This finding suggests that previous accounts of blocking

effects founded on task difficulty alone might be incomplete, since a context effect

emerged even when difficulty was held constant. We used a simple heuristic model

to demonstrate that choices in the slower conditions of the mixed block (i.e., longer

drop delays in Experiment 1) were based on less evidence than their faster con-

dition counterparts. Finally, when the same drop delay parameter was presented
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in a pure block (as in Experiment 2), patterns of choice accuracy and information

accumulation (step number) did not differ across any level of this between-subjects

manipulation.

If difficulty-based explanations of context effects alone are not sufficient, how

should we explain these findings? A possible alternative is through subject-controlled

changes in the speed-accuracy tradeoff. Behavior in pure blocks was consistent with

a single tradeoff setting established across the block, while in mixed blocks a differ-

ent setting was apparently used depending on the expected decision time (e.g., an

easy or hard trial, or a fast or slow drop delay). This explanation was supported

by empirical observation of the speed-accuracy tradeoff parameter from the max-

minus-next heuristic model, as applied to our data. Response threshold approaches

have been rejected by some based on philosophical and empirical reasons (e.g., Jones

et al., 2009). For instance, advance knowledge of the stimulus class of the present

trial might be required in order to adjust the response threshold in time for the

upcoming decision, and this information is not usually available. However, in our

experiments the decision times were sufficiently slow that participants could easily

have adjusted their decision thresholds during the trial, without advanced knowl-

edge (e.g., Forstmann et al., 2008 found that participants were able to adjust their

speed-accuracy tradeoff settings in less than 1.5sec., which is much faster than the

decisions made by our participants).

In other work, we recently described a context effect caused by decision dif-

ficulty, and proposed an account for that effect based on speed-accuracy tradeoffs

(Hawkins et al., 2012). This account assumed conditional optimality, generalizing

the idea of optimizing reward rate. We assumed that participants maintain a goal

accuracy rate (e.g., achieve 60% correct responses) and then adjust their response

threshold settings wherever possible to minimize the time taken to complete the

experiment while still achieving their goal accuracy (we refer to this approach as

“Min-RT”). The current data are qualitatively consistent with this explanation. For

instance, the mixed blocks of Experiment 1 afforded participants the chance to alter
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their response thresholds between slower and faster conditions. For a fixed level of

accuracy, shorter overall experiment times are achieved by responding more accu-

rately than the goal rate for faster conditions (short drop delays) and less accurately

than the goal rate for the slower conditions (long drop delays), as observed in the

data. The same Min-RT explanation holds for Experiment 2, where the between-

subjects manipulation of stimulus speed did not afford participants the chance to

decrease total experiment time by changing response thresholds across levels of the

drop delay manipulation. Assuming the goal accuracy rate of participants was not

affected by the drop delay condition they were randomly allocated to, the fastest way

to finish the experiment is to respond with the same (goal) accuracy for the whole

experiment. We note, however, that the data from Experiment 2 were consistent

with changing response thresholds across different choice set sizes. As in Hawkins

et al., accuracy decreased as the number of choice alternatives increased, consistent

with the Min-RT hypothesis.

Our data also provide proof-of-concept support for a standard assumption of

many models of speeded decisions (Brown & Heathcote, 2005, 2008; Ratcliff, 1978;

Usher & McClelland, 2001; Usher et al., 2002). These models assume that the time

taken to make a decision depends only on the amount of evidence accumulated for

and against the various alternatives. This assumption is difficult to test in tradi-

tional choice tasks where the process of evidence accumulation is assumed to be

internal and implicit, for example, in perceptual decisions about the colour of a

stimulus or a recognition memory judgment. In contrast, the external accumulation

paradigm used here makes the accrual of evidence explicit and observable (see also:

Busemeyer & Rapoport, 1988; Usher & McClelland, 2001; Vickers, 1979). It might

be that the externalization of evidence accumulation imposed a different task strat-

egy compared to internal and implicit choice tasks. At a minimum, however, the

data from Experiment 2 support the notion that evidence, not decision time, was

the determining factor for participants.

These data are therefore inconsistent with models in which decision time plays
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a role independent of decision difficulty. For example, Schneider and Anderson

(2011) propose a model for multi-alternative choice based on the ACT-R cognitive

architecture. Decisions in this model are composed of lower-order mental operations

intrinsic to ACT-R (see Anderson et al., 2004), such as retrieving chunks and pro-

duction rules from memory. Each subprocess is assumed to take a certain amount

of time, and the predicted decision time is the sum of these parts. It could be that

the data from expanded judgment tasks are produced by different underlying choice

mechanisms than those proposed in the ACT-R memory model. Nevertheless, it is

difficult to reconcile this model with the current data, which suggests that accumu-

lated evidence, rather than elapsed time, is what determines response timing. It is

possible that such a model could account for our Experiment 2 data by assuming

that participants repeatedly run “micro-decisions” that are very fast, over and over

again during the course of a trial, and make a response only when the result of

one of these micro-decisions exceeds a criterion on some scale (such as confidence).

However, it is hard to see how such an account can be separated from an information

accumulation account.
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3.6 Appendix: Alternate Statistical Analyses

In this appendix we demonstrate that the results presented throughout the main

text are not dependent on our use of BIC. We repeat our main analyses from Ex-

periments 1 and 2 below, and report BIC (the values on which the approximations

to posterior model probabilities, pBIC , were based), the Akaike Information Cri-

terion (AIC; Akaike, 1974) and null hypothesis signifcance tests, using analysis of

variance (ANOVA: one-way repeated measures in Experiment 1, with drop delay

manipulated within-subjects; and two-way mixed in Experiment 2, with drop delay

manipulated between-subjects and set size manipulated within-subjects). To aid

interpretation of AIC and BIC values, we also repeat below the BIC based approxi-

mations to posterior model probabilities (pBIC) reported in the main text as well as

the analogous measure for AIC, known as “Akaike weights” (Burnham & Anderson,

2004), denoted below with wAIC .

The differences between the BIC analyses reported in the main text and the

AIC and ANOVA analyses reported below are slight. Since ANOVA cannot directly

test the null model in either Experiment, nor the additive model in Experiment

2, we appeal to a standard measure of effect size in general linear models (partial

η2) to illustrate that null models capture very little of the variance in the data.

Furthermore, the nature of the complexity penalty in AIC means that AIC will be

more lenient on complex models than BIC, for our data. AIC is given by 2k−2 ln(L),

and BIC by k ln(n) − 2 ln(L), where k is the number of parameters in the model,

n is the number of data points in the observed data, and L is the maximized value

of the likelihood function for the estimated model. For each additional parameter

in the model, AIC adds a penalty term of 2, whereas BIC adds a penalty of ln(n),

which is much larger than 2 in our experiments.

In Tables 3.1 and 3.2 we show that on the whole, the three analyses provide

convergent conclusions. In Experiment 1, AIC, BIC and ANOVA all agree perfectly:

they all provide strong evidence for the set size model, and do so for both accuracy

and step number (Table 3.1). In Experiment 2, AIC and BIC agree perfectly for
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the accuracy data and the response time data. For the step number data, AIC

shows some support for the model favored by the other approaches (an effect of set

size only), but also shows support for a more complex model that also allows an

additive effect of drop delay. In Experiment 2, BIC and ANOVA agree perfectly

for step number and response time data, both favoring the set size only model and

the saturated model, respectively. However, for the accuracy data, BIC (and AIC)

prefer the simple set size only model, whereas the ANOVA approach suggests a

small (η2 = .07) interaction effect is also present. Inspection of Figure 3.3 suggests

this may be due to noise in the K = 18 condition for drop delay 436ms (line 5

in Figure 3.3). This set size demonstrated particularly low mean accuracy, which

was the result of a few participants responding close to chance in this set size who

were not excluded from the overall analysis since their mean accuracy was above

the exclusion criterion. To check this interpretation, for the 436ms drop delay group

we replaced the mean accuracy for K = 18 trials with the median of the K = 16

and K = 20 trials, separately for each participant. This analysis did not change the

AIC and BIC results, or the ANOVA main effects of set size and drop delay, but

did reduce the strength of the drop delay by set size interaction: F(54,1413) = 1.46,

p = .02, partial η2 = .05. Although this interaction would be declared significant

by α = .05 convention, given the size of the tail probability and effect size estimate,

relative to the other effects in reported in Table 3.2, we would be hesitant to consider

this interaction as a reliable effect.
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Abstract

Models of choice have traditionally assumed that evidence is accumulated until a

fixed response threshold is crossed to trigger a decision. Recently, the notion that

response thresholds might gradually decrease – or collapse – during the course of

the decision process have gained in popularity, motivated both on grounds of plau-

sibility and statistical optimality. We previously identified an approach to mini-

mizing the time spent in an experiment (Min-RT) as a conditionally optimal ap-

proach to tasks with multiple difficulty conditions: to get out of the experiment as

quickly as possible, without looking stupid. The Min-RT approach can be plausibly

implemented via a collapsing bounds approach. We investigate empirically, using

expanded judgment paradigms, whether data previously demonstrated to be con-

sistent with Min-RT may have been generated by collapsing response thresholds.

Across three experiments and in two paradigms we found no evidence that collaps-

ing response thresholds implement the Min-RT procedure. Rather, we conclude

that speed-accuracy tradeoffs across difficulty conditions are likely due to discrete

changes to response threshold parameters rather than a single, continuous collapsing

response threshold across experimental conditions.
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4.1 Introduction

Theoretical accounts of choices and choice latencies have traditionally fallen within

the evidence accumulation framework (e.g., Brown & Heathcote, 2008; Ratcliff,

1978; Usher & McClelland, 2001). Evidence accumulation models typically assume

that an evidence counter (or counters) gradually collect evidence or information

for or against two or more choice alternatives until the evidence reaches some pre-

determined response threshold – the quantity of evidence required to trigger a de-

cision. It is traditionally assumed that the response threshold parameter is fixed,

or stationary, across the duration of a decision trial, even though it is considered a

parameter under the participant’s control (Ratcliff & Rouder, 1998). For instance,

when asked to emphasise response accuracy a participant can set a larger threshold

to make accurate but slower choices, and under speed-emphasis conditions they can

lower their threshold to make faster but more erroneous responses.

More recently, the nature of the evidence threshold has come under scrutiny,

with increasing interest in the hypothesis that response thresholds might change

dynamically throughout the course of a decision (e.g., Bowman et al., 2012; Deneve,

2012; Drugowitsch et al., 2012; Thura et al., 2012; for similar see Ditterich, 2006; for

older work see Rapoport & Burkheimer, 1971; Sanders & ter Linden, 1967; Viviani,

1979). In particular, a number of models now implement response thresholds that

dynamically decrease over the course of a decision trial, commonly referred to as a

collapsing decision boundary (we will use the term collapsing response threshold).

The key notion is intuitive: if a decision continues for some time without crossing

the response threshold, then there must be weak evidence for the available alter-

natives. Since there is weak evidence the decision is difficult and accuracy is likely

to be low. Therefore, rather than wait the decision-maker should terminate the

decision process, select an alternative on the available (weak) evidence, and move

on. This idea can be implemented as a response threshold that decreases in value

as the duration of the trial increases. This interpretation of collapsing thresholds

has also been motivated on the grounds of optimality, where dynamic thresholds
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might better allow us to maximize some environmental parameter, such as reward

rate (Drugowitsch et al., 2012).
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Figure 4.1: An example of the Min-RT procedure for selecting response thresholds as
applied to a Bayesian model and data from Experiment 1 in Hawkins et al. (2012a).
Min-RT selects high response thresholds for easy (fast) set size conditions and low
thresholds for hard (slow) set sizes (left panel). The right panel plots the Min-
RT-selected response thresholds as a function of mean response time in data (error
bars represent between-subjects standard errors of the mean). As mean response
time increased the response threshold decreased, reminiscent of a collapsing decision
boundary. The horizontal line shows predicted mean accuracy for the experiment
(60%), since the Bayesian model’s response thresholds are posterior probabilities.

4.2 Minimizing Response Time: Min-RT

The optimality-based motivation for collapsing response thresholds is similar to a

threshold adjustment procedure we previously proposed that operates across trials

and conditions, rather than within a trial (Hawkins et al., 2012). We suggested that

in tasks with multiple, randomly interleaved conditions, participants might optimize

time-on-task through adjustment of response thresholds independently across the

separate conditions of the experiment. More specifically, we proposed a conditionally

optimal approach to choice tasks as participants might perceive it: to minimize

time spent in the experiment and leave as quickly as possible, without committing

a socially unacceptable proportion of errors (Hawkins et al., 2012). We refer to

this procedure as “Min-RT”. Min-RT provides an almost-parameter free mechanism
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to adjust the speed-accuracy criterion parameters of evidence accumulation models

and provides a good account of response time and accuracy data.

4.2.1 Do Collapsing Boundaries Implement Min-RT?

We explore here a possible process-based implementation of the Min-RT hypothesis.

Min-RT assumes that the response threshold parameter of response time models is

set independently for each difficulty condition of the experiment, in a manner that

minimizes total experiment time. We previously supported the Min-RT procedure

using decisions between multiple alternatives. Multi-alternative choice presents as

a situation where decisions between choice set sizes differ in expected duration ac-

cording to Hick’s Law (Hick, 1952; Hyman, 1953), where mean response latency

is a linear function of the logarithm of choice set size, and expected accuracy (for

brief overview see Hawkins et al., 2012a), which produces a large range in perfor-

mance across conditions. This results in high threshold settings in fast and simple

conditions (small set size) to achieve high accuracy, and lower threshold settings

in slower and difficult conditions (large set size), since the easier conditions lifted

mean accuracy and the harder conditions reduced it, to achieve a goal accuracy rate

averaged across the experiment. The left panel of Figure 4.1 demonstrates this idea

with an example drawn from a Bayesian model of choice and data from Experiment

1 in Hawkins et al. (2012a); response thresholds steadily declined as mean response

time increased.

We explore the possibility that collapsing response thresholds implement the

Min-RT procedure. Since Min-RT requires separate response threshold settings for

each experimental condition, and easier (and faster) conditions have larger threshold

settings than harder (and slower) conditions, it is possible that a collapsing response

threshold across experimental conditions is really approximating Min-RT. That is,

Min-RT might identify discrete points along a single, continuous decision boundary.

For example, the right panel of Figure 4.1 plots the response thresholds selected

by Min-RT for Hawkins et al.’s (2012a) data against mean response times. In this
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example, a simple function could ‘trace’ through the Min-RT threshold values to

form a response threshold that gradually declined over the course of a decision.

4.3 Empirically Testing Collapsing Boundaries

We investigate here the potential link between collapsing response thresholds and

Min-RT. We make this comparison empirically using expanded judgment tasks,

rather than with model fitting. Traditional choice tasks, such as recognition mem-

ory or lexical decision tasks, assume an unobserved evidence accumulation process.

In contrast, expanded judgment tasks externalize the accrual of evidence in the

stimulus display (e.g. Busemeyer & Rapoport, 1988; Vickers, 1979). Compared

to traditional paradigms, expanded judgment tasks allow unique empirical tests of

response criteria, because some criterion values can be directly observed in every

decision. For example, a convenient account of data is the max-minus-next heuristic

(Brown et al., 2009; Dragalin et al., 1999, 2000; Hawkins, Brown, Steyvers, & Wa-

genmakers, 2012b), which posits that a decision is triggered as soon as the evidence

in favor of the most likely alternative exceeds the evidence in favor of the second

most likely alternative by some threshold amount, ∆. Expanded judgment tasks

allow explicit calculation of threshold values, such as the max-minus-next ∆, from

each trial, as it is simply a difference score calculated from the status of the stimulus

display at the time of response. If the calculated threshold value at the time of re-

sponse decreases as trial duration increases, there is evidence of collapsing response

thresholds; the quantity of evidence required to trigger a choice is a function of trial

duration. This requires the assumption that the evidence in the stimulus display is

identical to the evidence that the observer bases their decision upon.

4.4 Method

We examine the collapsing response threshold hypothesis using data from three ex-

periments in two expanded judgment paradigms, shown in Figure 4.2. Two of the
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data sets are from published studies that required completion of at least 180 decision

trials per participant (for full details see Hawkins et al., 2012a, 2012b). Choice set

size (K) varied randomly across trials, from K ∈ {2, 4, 6, . . . , 20}. In the ‘Dots’ task

(Hawkins et al., 2012a, 2012), at each trial K squares were displayed in random

positions within a 4× 5 grid to represent the choice alternatives – see Figure 4.2(a).

Squares began the trial empty (white) and independently and dynamically grad-

ually accumulated dark blue dots at discrete time steps (15/second). All squares

accumulated dots with probability .4 at each time step of the display, except for one

target square which collected dots with probability .5. The participant’s task was

to identify the target – the square most rapidly accumulating dots. We refer to this

data set as ‘Dots 1’.

(a) Dots

!" #" $" %"&" '" (" )" *" &+"

(b) Bricks

Figure 4.2: Screenshots of the experimental tasks. Panel (a) depicts the ‘Dots’ task
where small circular symbols slowly collected in a number of squares, and panel (b)
shows the ‘Bricks’ task where columns gradually accumulated falling rectangular
tokens. The participant’s goal was to identify the square (respectively, column)
that accumulated dots (resp., bricks) at the greatest rate, which in the figure was
in the third row of column three (resp., 7th column).

The logic of the Dots paradigm was also implemented in the ‘Bricks’ task

(Hawkins et al., 2012b) – see Figure 4.2(b). Instead of squares collecting dots,

the second experiment had K columns that began each trial empty and gradually

accumulated brick-like tokens that fell from the top of the stimulus display to collect

on each column. Again, one column accumulated bricks at a greater rate than the

others (.5 vs .35), and it was the participant’s task to identify this target.

We also conducted a replication of the Dots task from (Hawkins et al., 2012a)
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using a different arrangement of set sizes. We aimed to determine whether the

same response time and accuracy trends emerged when participants made decisions

about non-adjacent set sizes. In this experiment, henceforth ‘Dots 2’, participants

made judgments about K ∈ {4, 6, 10, 16} choice alternatives randomly intermixed

across trials, subject to the constraint that each set size appeared equally often in

each block. All other details were the same as in Dots 1. Fifty first-year psychology

students from the University of Newcastle participated online in exchange for course

credit, completing 4 blocks of 40 trials each.

4.4.1 Models

The notion of an evidence threshold is model dependent. To measure response

thresholds we use two evidence accumulation models particularly well suited to ex-

panded judgment tasks. The first model we assessed was the max-minus-next model,

alluded to earlier. The max-minus-next model’s response threshold parameter, ∆,

can be calculated directly from the stimulus display as the difference in the quantity

of accumulated evidence between the alternative with greatest amount of evidence

and the alternative with the second greatest amount of evidence.

The second model was a Bayesian ideal observer (Brown et al., 2009), which

is optimal in the sense that for a pre-determined accuracy criterion, c, the expected

decision time is minimized. At each discrete step of the stimulus display the model

calculates the posterior model probability that each alternative is the target (i.e., the

correct response), and a response is triggered as soon as the largest posterior model

probability exceeds the response threshold, c (for details see Brown et al.). The

Bayesian model provides a good account of mean response time, mean accuracy, and

distributions of response times, especially when augmented with Min-RT-selected

response thresholds (Hawkins et al., 2012a, 2012).
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4.4.2 Analysis Strategy

Our primary aim was to determine whether response criteria decline as decision du-

ration increases, to test the idea that participants use a single collapsing response

threshold that is fixed across the experiment. We first sorted each participant’s

data from their fastest through to their slowest trial, across the entirety of the ex-

periment. For each trial we then calculated the evidence in the stimulus display

for the response alternative chosen by the participant, using the decision rules of

the Bayesian and max-minus-next models. For the Bayesian model this produced a

response criterion value c on the interval [0, 1], and for the max-minus-next heuristic

an integer, ∆ ≥ 0. We plot these values directly, and performed linear regressions

of the response thresholds calculated from each trial against the number of discrete

steps that had elapsed in the trial (equivalent to response time, in seconds). For

these regressions, a slope less than zero indicates that response criteria decreased as

trials grew in duration, hence supporting the hypothesis that response thresholds

gradually decline over time. In contrast, a slope that is close to zero, or positive,

suggests evidence against collapsing response thresholds. We compare the slope co-

efficients across participants within each experimental group. If there is consistent

evidence for collapsing response thresholds, then reliably greater than 50% of par-

ticipants will have negative slope parameters. We test this hypothesis separately

for each experiment using one-sample Bayesian t-tests according to the methods of

Morey and Rouder (2013), and report Bayes factors in favor of the null hypothesis,

BFnull. Bayes factors in favor of the null hypothesis, or slopes that are reliably

greater zero, both constitute evidence against collapsing response thresholds.

We also repeated the above analyses using standardized response times, rather

than the number of discrete steps that elapsed prior to response. In this analysis

we used the order of the trials as the predictor in our calculations of the slope

parameters. That is, we regressed response thresholds against predictor values of

1 (the fastest trial), 2 (second fastest trial), 3 (third fastest), and so on. The

standardized analysis has the advantage of allowing aggregation across participants.
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In this manner we calculated an aggregate level slope parameter for each data set,

demonstrating the ‘mean movement’ of response thresholds over time.

The analyses of raw and standardized response times on individual participant

and aggregate data were also repeated when the data were broken into set sizes. This

tests a weaker hypothesis – that decision thresholds collapse differently in different

set size conditions.

4.5 Results

Prior to analysis of the response thresholds observed in data, we confirmed that

the basic Min-RT effect was observed in accuracy data for all three data sets – see

Figure 4.3. In each case, differences across conditions in trial duration and difficulty

resulted in decreasing accuracy rates as the choice set size increased. This is the

primary data pattern to target in data, and we have shown previously that the basic

Min-RT approach accounts for these patterns. In Figure 4.3 we plot mean accuracy

as a function of mean response time, further demonstrating the trend shown in

the right panel of Figure 4.1. There is a clear relationship between accuracy and

response time that is consistent with collapsing thresholds: the longer a decision

takes the less likely a correct response becomes, so response thresholds should be

lowered to terminate the trial.

4.5.1 Slope Coefficients Across Set Sizes

We first examined whether response thresholds demonstrated any relationship with

response time, as measured by regression slope coefficients calculated separately for

each participant, and across all conditions of the experiment. The proportion of

participants with slope coefficients less than zero either did not reliably differ from

chance, or, unexpectedly, increased in slower trials. For the Bayesian model, the null

hypothesis of no collapse in response thresholds was supported in Dots 1 where 51.1%

of participants had slope coefficients less than zero when discrete steps were used
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Figure 4.3: Mean accuracy plotted as a function of mean response time, shown
separately for the three experiments. Horizontal and vertical standard error bars
represent between-subjects standard errors of the mean. The three data sets each
show the expected trend: as response times grew longer, accuracy steadily declined;
which might be attributable to response thresholds that decrease over time.

as the predictor (BFnull = 2.63) and 56.5% in Bricks (BFnull = 3.19). In contrast,

only 34.3% of participants had slopes less than zero in Dots 2 (BFnull = .49),

which provided evidence that, on the whole, response thresholds increased as trials

became slower. For the max-minus-next model, participants in the Bricks task

demonstrated no effect of trial duration on response criteria (60.9%, BFnull = 4.30).

However, in both Dots 1 and 2 there was strong evidence that the ∆ criterion

increased as trials grew slower (6.7% and 0%, respectively; BFnull = 3.87 × 10−9,

and BFnull = 1.09× 10−11). The direction of all results remained unchanged when

using standardized response times as a predictor rather than discrete steps.1

We next averaged the data from individual participants using standardized

response times to form an aggregate level analysis, shown as thick black lines in

Figure 4.4. For the Bayesian model mean response thresholds varied little around

their mean value as decision duration increased, showing no consistent trend across

data sets. We again used an analysis based on Bayes factors that allows comparison

of specified linear models against a null model that contains only an intercept (no

predictors, Morey & Rouder, 2013). For the Bayesian model there was evidence in

1Hawkins et al. (2012b) examined seven between-subjects conditions. For simplicity we have
described the results for only one of those conditions, but note that all results for the remaining
six conditions followed the same trends as the reported condition.
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within each set size condition. Straight horizontal lines represent the mean response
criterion across the experiment. For both models and each experiment there was
no evidence that response criteria decreased as trial duration increased, inconsistent
with an explanation based on collapsing thresholds.

favor of the intercept-only model – no effect of standardized response times – for

Dots 1 (BFnull = 15.70) and Bricks (BFnull = 1.92). In contrast, the averaged data

for Dots 2 indicated an increase in mean response threshold in the Bayesian model

with (BFnull = 7.42× 10−5). Similarly, an increase in mean response threshold was

observed for the max-minus-next model for both Dots 1 (BFnull = 6.59 × 10−43)

and Dots 2 (BFnull = 8.77 × 10−51). In contrast, there was no reliable effect of

standardized response time on mean max-minus-next thresholds for Bricks (BFnull =

3.59).
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4.5.2 Slope Coefficients for Set Sizes

It is possible that the preceding analysis aggregated across too many experimental

conditions, which tested too strong a version of the collapsing thresholds hypothesis.

To address this issue we next assessed whether the response thresholds demonstrated

any evidence of collapse within each set size condition, separately for each exper-

iment. Similar to the aggregate level analyses, when separately considering each

set size there was no evidence for collapsing response thresholds in either model,

for any experiment, when using raw or standardized response times. For example,

the maximum proportion of slope coefficients less than zero for any combination of

set size, experiment, model, and response times was only 56.5%, which is barely

above chance. There was again some evidence of rising response thresholds. This is

seen most easily as the averaged gray lines in Figure 4.4, which were calculated in

an analogous manner to the thick black lines but separately for each set size. For

example, the max-minus-next model again shows thresholds that increase with trial

duration in the Dots experiments, but not in the Bricks task. The Bayesian model

neatly demonstrates the Min-RT effect within each set size. The original proposal

of Min-RT suggested that decision-makers independently set response thresholds

within each condition of the experiment, in a manner that minimizes total exper-

iment time. The upper left panel of Figure 4.4 demonstrates this effect in data,

where mean response criteria are relatively constant across trial durations within a

set size, but differ markedly across set sizes.

4.6 Discussion

More than 50 years of research with evidence accumulation models for decision-

making has found good agreement between data and models assuming that the

amount of evidence required to make a decision (the “threshold”) is fixed during

each decision. Recent work has suggested an alternative idea of collapsing bounds,

the idea that as decision time increases, decisions are triggered on less and less evi-
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dence. In previous work, we have found a related phenomenon: when experiencing

conditions with varying difficulty, participants require less evidence to make a de-

cision in the difficult conditions, and more evidence in the easy conditions. This

approach allows decision makers to reduce the total amount of time taken to make

a fixed proportion of correct decisions in an experiment (hence we have dubbed it

“Min-RT”). Min-RT requires setting a different response threshold each time de-

cision difficulty changes. A cognitively parsimonious way in which this might be

achieved is to use collapsing boundaries. The same collapsing boundary could be

used throughout an experiment; the easy decisions (which terminate early) would

reach high thresholds, and the difficult decisions (terminating late) would reach low

thresholds, as required for Min-RT.

We used experimental tasks in which the evidence accumulation is externalized,

so-called “expanded judgment” tasks, to investigate this hypothesis. Our tasks

allowed direct observation of the decision threshold for each decision. The observed

thresholds were not consistent with the collapsing bounds hypothesis. Rather, the

amount of evidence available at the point when a decision was triggered was mostly

fixed across the duration of the trial; or perhaps even increasing (opposite to the

collapsing bounds idea) in some cases.

Our experiments and analyses resolve one question – whether people might

implement the Min-RT approach using collapsing boundaries – but open another

question – how, then, do people implement the Min-RT approach? In our experi-

ments, it is possible that decision-makers implemented the Min-RT approach very

directly, by simply shifting their response threshold at the start of each trial. This

approach may not always be feasible, for example when the decision trials are much

faster, so that there is not enough time to make the required movements. Further

work is needed to investigate whether the Min-RT approach is observed in such

paradigms, and, if so, how people might implement it.
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Abstract

Discrete choice experiments – selecting the best and/or worst from a set of options

– are increasingly used to provide more efficient and valid measurement of attitudes

or preferences than conventional methods such as Likert scales. Discrete choice

data have traditionally been analyzed with random utility models that have good

measurement properties, but provide limited insight into cognitive processes. We

extend a well-established cognitive model, which has successfully explained both

choices and response times for simple decision tasks, to complex multi-attribute

discrete choice data. The fits, and parameters, of the extended model for two sets

of choice data (involving patient preferences for dermatology appointments, and

consumer attitudes towards mobile phones) agree with those of standard choice

models. The extended model also accounts for choice and response time data in

a perceptual judgment task designed in a manner analogous to best-worst discrete

choice experiments. We conclude that a variety of fields can benefit from discrete

choice experiments, especially when extended to include response time and combined

with analyses based on evidence accumulation models.
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5.1 Introduction

Many fields rely on the elicitation of preferences. However, direct questioning meth-

ods, such as Likert scales, suffer from well-established drawbacks due to subjectivity

(for a summary see Paulhus, 1991). Discrete choice – for example, choosing a single

preferred product from a range of presented options – provides more reliable and

valid measurement of preference in areas including health care (Ryan & Farrar, 2000;

Szeinbach, Barnes, McGhan, Murawski, & Corey, 1999), personality measurement

(Lee, Soutar, & Louviere, 2008), and marketing (Mueller, Lockshin, & Louviere,

2010). More efficient and richer discrete-choice elicitation is provided by best-worst

scaling, where respondents select both the best option and worst option from a set

of alternatives. For example, a respondent presented with six bottles of wine might

be asked to report their most and least preferred bottles. Data collection using

best-worst scaling has been increasingly used, particularly in studying consumer

preference for goods or services (Collins & Rose, 2011; Flynn, Louviere, Peters, &

Coast, 2007, 2008; Lee et al., 2008; Louviere & Flynn, 2010; Louviere & Islam, 2008;

Marley & Pihlens, 2012; Szeinbach et al., 1999).

In applied fields, best-worst data are often analyzed using conditional logit

(also called multinomial logit, MNL) models; the basic model is also known in

cognitive science as the Luce choice model (Luce, 1959). These models assume that

each option has a utility (u, also called “valence” or “preference strength”) and that

choice probabilities are simple (logit) functions of those utilities (Finn & Louviere,

1992; Marley & Pihlens, 2012).1 MNL models provide compact descriptions of data

and can be interpreted in terms of (random) utility maximization, but afford limited

insight into the cognitive processes underpinning the choices made. Further, they

do not address choice response time,2 a measure that is increasingly easy to obtain

1The theoretical properties of MNL representations for best and/or worst choice were developed
in Marley and Louviere (2005) and Marley, Flynn, and Louviere (2008); Marley and Pihlens (2012)
and Flynn and Marley (2013) summarize those results.

2Marley (1989) and Marley and Colonius (1992) present response time models that predict
choice probabilities that satisfy the MNL (Luce) model. However, those models have limited
flexibility in the form and properties of the response time distributions.

113



as data collection becomes computerized.

We explore the application of evidence accumulation models – more often em-

ployed to explain simple perceptual choice tasks – to the complex decisions involved

in best-worst choice between multi-attribute options. Our application bridges a di-

vide between relatively independent advances in theoretical cognitive science (com-

putational models of cognitions underlying simple decisions) and applied psychology

(best-worst scaling to elicit maximal preference information from respondents). The

result is a more detailed understanding of the cognitions underlying complex deci-

sions, such as those involved in consumer preference, with no loss in the measurement

or estimation properties relative to those of the random utility account of choices.

As summarized in the next section, previous work in this direction has been

hampered by computational and statistical limitations. We show that these issues

can be overcome by using the recently-developed linear ballistic accumulator (LBA:

Brown & Heathcote, 2008) model. We do so by applying mathematically tractable

LBA-based models to two best-worst scaling data sets: one involving patient pref-

erences for dermatology appointments (Coast et al., 2006), and another involving

preference for aspects of mobile phones (Marley & Pihlens, 2012). In these applica-

tions, chosen to demonstrate the applicability of our methodology to diverse fields

and measurement tasks, we show that previously-published MNL utility estimates

are almost exactly linearly related to the logarithms of the estimated rates of evi-

dence accumulation in the LBA model; this is the relation that might be expected

from the role of the corresponding measures in the two types of models. We fol-

low this demonstration with an application to a perceptual judgment task that uses

the best-worst response procedure, with precise response time measurements, to

demonstrate the benefit of response time information in understanding the decision

processes involved in best-worst choice.

In the first section of this paper we describe evidence accumulation models, and

the LBA model in particular. We then develop three LBA-based models for best-

worst choice that are motivated by assumptions paralleling those previously used
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by a corresponding random utility model of choice. We show that these three LBA

models provide a descriptive account of the best-worst choice probabilities equal to

that of the random utility models. However, in the second section, we show that

the three earlier LBA models are not supported by the response time data from the

best-worst perceptual task, which provides evidence against some assumptions of

MNL models. We then modify one of those LBA models to account for all features

of the response time, and hence the choice, data. We conclude that response time

data further our understanding of the decision processes in best-worst choice tasks,

and that the LBA models we develop provide an easily applied methodology for that

development that does not sacrifice the descriptive advantages of the random utility

account of the choices.

5.2 Accumulator Models for Preference

Models of simple decisions as a process of accumulating evidence in favor of each

response option have over half a century of success in accounting not only for the

choices made but also the time taken to make them (for reviews, see: Luce, 1986;

Ratcliff & Smith, 2004). When there are only two response choices, these models

sometimes have only a single evidence accumulation process (e.g., Ratcliff, 1978),

but if there are more options then it is usual to assume a corresponding number of

evidence accumulators that race to trigger a decision (e.g., van Zandt et al., 2000).

Multiple accumulator models have provided comprehensive accounts of behavior

when deciding which one of several possible sensory stimuli has been presented (e.g.,

Brown et al., 2008) and even accounted for the neurophysiology of rapid decisions

(e.g., Forstmann et al., 2008; Frank, Scheres, & Sherman, 2007). Accumulator

models have also been successfully applied to consumer preference, most notably

decision field theory (Busemeyer & Townsend, 1992; Roe, Busemeyer, & Townsend,

2001), the leaky competing accumulator model (Usher & McClelland, 2004) and,

most recently, the 2N -ary choice tree model (Wollschläger & Diederich, 2012).

Although they provide detailed mechanistic accounts of the processes under-
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lying decisions that is lacking in random utility models, the cognitive models suffer

from practical difficulties that do not apply to classic random utility models of

choice. In particular, the cognitive models do not have closed form expressions for

the joint likelihood of response choices and response times, given parameter settings.

When only response choices are considered, some of these models do have simple

expressions for the likelihood functions. However, when response times are included

as well, the likelihood functions have to be approximated either by Monte-Carlo sim-

ulation, or by discretization of evidence and time (Diederich & Busemeyer, 2003).

The Monte-Carlo methods make likelihoods very difficult to estimate accurately, and

the discretization approach can prove impractical when there are many options in

the choice set. More recently, Ruan, MacEachern, Otter, and Dean (2008) and Otter

et al. (2008) proposed a Poisson processes race model that made substantial progress

toward the practical application of cognitive modeling to discrete (best-only) choice

data. They also showed that, by using response time data, their approach provides

valuable insights into consumer preferences. Although Otter et al.’s approach shares

many of the advantages of the models we propose below, it is limited by the under-

lying Poisson accumulator model, which – in contrast to the LBA model (see Brown

& Heathcote, 2008) – has been shown to provide a less-than-complete account of

standard perceptual decision data (see Ratcliff & Smith, 2004).

Like other multiple accumulator models, the LBA is based on the idea that the

decision maker accumulates evidence in favor of each choice, and makes a decision as

soon as the evidence for any choice reaches a threshold amount. This simple “horse

race” architecture makes the model simple to analyze and use, but also limits its

ability to explain subtle preference reversals and context effects – a point we return

to below. For the LBA model, the time to accumulate evidence to threshold is

the predicted decision time, and the response time is the decision time plus a fixed

offset (t0), the latter accounting for processes such as response production. Fig-

ure 5.1 gives an example of an LBA decision between options A and B, represented

by separate accumulators that race against each other. The vertical axes represent
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the amount of accumulated evidence, and the horizontal axes the passage of time.

Response thresholds (b) are shown as dashed lines in each accumulator, indicating

the quantity of evidence required to make a choice. The amount of evidence in each

accumulator at the beginning of a decision (the “start point”) varies independently

between accumulators and randomly from choice to choice, sampled from a uniform

distribution: U(0, A), with A ≤ b. Evidence accumulation is linear, as illustrated

by the arrows in each accumulator of Figure 5.1. The speed of accumulation is

traditionally referred to as the “drift rate”, and this is assumed to vary randomly

from accumulator to accumulator and decision to decision according to an indepen-

dent normal distribution for each accumulator, reflecting choice-to-choice changes

in factors such as attention and motivation.

Response A Response B 

Decision Time 

Start 
Point 

Response 
Threshold 

Drift Rate 

Racing LBA Accumulators 

NOISE PROCESSES: 
Start Point is a

i
 ~ Uniform(0,A) 

Drift Rate is d
i
 ~ Normal (d,s) 

Drift rates vary 
randomly from trial 
to trial (normal 
distribution). 

Start points vary randomly from 
trial to trial (uniform distribution). 

Figure 5.1: Illustrative example of the decision processes of the LBA. See main text
for full details.

Mean drift rate reflects the attractiveness of an option: a higher value means

a faster rise to threshold, and therefore a more likely choice outcome. For example,

in Figure 5.1 suppose option A has a mean drift rate of 0.6 (dA = 0.6) and option B

a mean drift rate of 0.4 (dB = 0.4). When options A and B are presented together,

a choice of response A is more likely on average since option A has a larger drift

rate than option B, and so will usually reach threshold first. However, since there

is noise in the decision process (in both start point and drift rate), the accumulator
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for response B will occasionally reach threshold first, leading to a choice of option B.

Noise in the decision process allows the LBA to account for the observed variability

in decision making, successfully predicting the joint distribution of response times

and response choices across a wide range of tasks (e.g., Brown & Heathcote, 2008;

Forstmann et al., 2008; Ho, Brown, & Serences, 2009). Here we employ a slightly

modified LBA where drift rates are drawn from strictly positive truncated normal

distributions (for details, see Heathcote & Love, 2012).3

5.3 Horse Race Models for Best-Worst Choice

We used the modified LBA to create three different models for best-worst scaling,

derived from previously-applied random utility models of choice (see, e.g., Marley

& Louviere, 2005). Each variant involves a race among accumulators representing

the competing choices. In the first, which we refer to as the ranking model, there

is one race, with the first (respectively, last) accumulator to reach threshold associ-

ated with the best (respectively, worst) choice. The second variant, the sequential

model, has two races that occur in sequence; the winner of the first race deter-

mines the best response, and, omitting the winner of the first race, the winner of

the second race determines the worst response; we constrain each drift rate for the

second race to be the inverse of the corresponding rate in the first race. The third

variant, the enumerated model, assumes a single race between accumulators that

represent each possible pair of best and worst choices (e.g., 12 accumulators for 4

options). For a best-worst pair (p, q), p 6= q, the drift rate is the ratio d(p)/d(q) of

the drift rate for p versus the drift rate for q. Our later fits to data show that the

estimated drift rate d for an option is, effectively, equal to the exponential of the

estimated utility u for that option in the corresponding MNL model. These are not

the only plausible accumulator-based best-worst models. For example, best-worst

choice might be modeled by two simultaneous races driven by utilities and disutil-

3The normal truncation requires the density and cumulative density expressions for individual
accumulators in Brown and Heathcote (2008) (Equations 1 and 2) to be divided by the area of the
truncated normal, Φ(−d/s).
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ities, respectively. However we consider these models because they correspond to

the frameworks adopted by the marginal and paired-conditional (“maxdiff”) random

utility models most commonly used to analyze best-worst scaling data (Marley &

Louviere, 2005).

5.3.1 General Framework

We now present the LBA-based models, by developing equations for the predicted

choice probabilities and response times (omitting fixed offset times for processes like

motor production). To begin the notation, let S with |S| ≥ 2 denote the set of

potentially available options, and let X ⊆ S be a finite subset of options that are

available on a single choice occasion. Assume there is a common threshold b across

all options in the set of available options X. For z ∈ S and p, q ∈ S, p 6= q, there

are: a drift rate d(z); independent random variables U z , U p,q uniformly distributed

on [0, A] for some 0 ≤ A ≤ b; and independent normal random variables Dz and

Dp,q with mean 0 and standard deviation s. For best choices, the drift rate variable

for option z is then given by trunc(Dz + d(z)) where the truncation is to positive

values, and for worst choices, the drift rate variable for option z is then given by

trunc(Dz +1/d(z)), again with the truncation to positive values. Similarly, the drift

rate variable for the best-worst pair p, q is then given by trunc(Dp,q + d(p)/d(q)).

For best choices, the probability density function (PDF) of finishing times for the

accumulator for option z ∈ X at time t, denoted bX(z, t), is given by

bz(t) = Pr

(
b−U z

trunc(Dz + d(z))
= t

)
,

with cumulative density function (CDF)

Bz(t) = Pr

(
b−U z

trunc(Dz + d(z))
≤ t

)
.

We denote the corresponding PDF and CDF for worst choice by wz(t) and

Wz(t), which are given by replacing d(z) with 1/d(z) in the above formulae. For
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best-worst choice they are bw(p,q)(t) and BW(p,q)(t) with d(p)/d(q) replacing d(z)

in the above formulae. Expressions given in Brown and Heathcote (2008) can be

used to derive easily computed expressions for these PDFs and CDFs under the

above assumptions, and using drift rate distributions truncated to positive values

as described in Heathcote and Love (2012). Then, given the assumption that the

accumulators are independent – that is, each accumulator has independent samples

of the start point and drift rate variability – it is simple to specify likelihoods con-

ditional on response choices and response times. These likelihoods for each of the

three best-worst LBA models are shown in the next three sub-sections.

When fitting data without response times, we made the simplifying assump-

tions that s = 1, b = 1 and A = 0, as these parameters are only constrained by

latency data. Even in response time applications, fixing s in this way is common.

Estimation of b can accommodate variations in response-bias and overall response

speed, but without response time data, speed is irrelevant and response-bias effects

can be absorbed in drift rate estimates. The relative sizes of A and b are impor-

tant in accounting for differences in accuracy and decision speed that occur when

response speed is emphasized at the expense of accuracy, or vice versa (Brown &

Heathcote, 2008; Ratcliff & Rouder, 1998). Our setting here (A = 0) is consistent

with extremely careful responding. We also tried a less extreme setting (b = 2 and

A = 1) with essentially equivalent results.

5.3.2 Ranking Model

The ranking model is arguably the simplest way to model best-worst choice with

a race. For a choice among n options it assumes a race between n accumulators

with drift rates d(z). The best option is associated with the first accumulator to

reach threshold and the worst option with the last accumulator to reach threshold,

as shown in the upper row of Figure 5.2. To link the models to data requires

an expression for the probability of choosing a particular best-worst pair for each

possible choice set, X, given model parameters. The PDF for a choice of option x as
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the best at time t, and option y as the worst at time r, where r > t, bwX(x, t; y, r),

is given by Equation 1 shown in Figure 5.2, for x, y ∈ X, x 6= y. Equation 1

calculates the product of the probabilities of the “best” accumulator finishing at time

t, the “worst” accumulator finishing at time r > t, and all the other accumulators

finishing at times between t and r. Since the data sets do not include response

times, we calculate the marginal probability BWX(x, y) of the selection of this best-

worst choice pair, by integrating over the unobserved response times (t and r) – see

Equation 2 in Figure 2.

Ranking 

Sequential 

Enumerated 

bwX(x, t; y, r) = bx(t) · by(r)
∏

(p,q)∈X×X−(x,y)
p $=q

(Bp(r)−Bq(t)).

BWX(x, y) =

∫ ∞

0

∫ ∞

t
bwx,y(x, t; y, r) dr dt.

BWX(x, y) =

∫ ∞

0
bw(x,y)(t)

∏

(p,q)∈X×X−(x,y)
p %=q

(1−BW(p,q)(t)) dt.

(1)

(2)

(3)

(4)

(5)

Threshold (b) 

Decision time 

Best 

(fastest) 

Worst 

(slowest) 

Best race 

Worst race 

Best 

(fastest) 

Worst 

(fastest) 

Accumulator 1 

x = Best 

y = Worst 

(fastest) 
! 

Accumulator 2 Accumulator n(n-1)  

BX(x) =

∫ ∞

0
bx(t)

∏

z∈X−{x}
(1−Bz(t)) dt.

WX−{x}(y) =
∫ ∞

0
wy(r)

∏

z∈X−{x,y}
(1−Wz(r)) dr.

Figure 5.2: Illustrative example of the decision processes of the ranking, sequential
and enumerated versions of the best-worst race models and their associated formulae
(upper, middle and lowers rows, respectively). See main text for full details.

The ranking model predicts that the best option is chosen before the worst op-

tion, which may not be true in data. The ranking model could also be implemented

in a worst-to-best form, with the first finishing accumulator associated with the

worst option and the last finishing accumulator with the best option, and with each

drift rate the inverse of the corresponding drift rate in the best-to-worst version. It

is difficult to separate these versions until we have response time data, which we
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return to later.

5.3.3 Sequential Model

The sequential race model assumes the best-worst decision process is broken into

two separate races that occur consecutively (see middle row of Figure 5.2). The best

race occurs first and selects the best option. The worst race then selects the worst

option. The sequential model could have 2×n mean drift rate parameters – one for

each option in the best race, and one for each option in the worst race. To simplify

matters, we assume that, for each z ∈ S, the drift rate is d(z) in the best race and

1/d(z) in the worst race. This ensures that desirable choices (high drift rates) are

both likely to win the best race and unlikely to win the worst race. We also assume

that the worst-choice race does not include the option already chosen as best so that

the same option cannot be chosen as both best and worst.

The first accumulator to reach threshold is selected as the best option. The

probability for a choice of the option x as the best, BX(x), is given in Equation 3.

It is the probability density that accumulator x finishes at time t, and all the other

accumulators finish at times later than t, integrated over all times t > 0. The worst

race is run with the accumulators in the set X − {x}. The first accumulator to

reach threshold is selected as the worst option, but each drift rate is now the inverse

of the corresponding drift rates in the first race. The probability of a choice of the

option y as the worst, WX−{x}(y), is given in Equation 4. The joint probability for

the sequential model of choosing x as the best and y as the worst, BWX(x, y), is

simply the product of Equations 3 and 4.

Clearly, a corresponding model is easily developed where the worst race occurs

first and selects the worst option, and the best race occurs second and selects the

best option.
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5.3.4 Enumerated Model

The enumerated model assumes a race between each possible best-worst pair in

the choice set. This is analogous to the paired conditional (also called “maxdiff”)

random utility model (Marley & Louviere, 2005). For a choice set with n options,

the model assumes a race between n× (n− 1) accumulators. This model predicts a

single decision time for both responses. The probability of choosing x as best and

y 6= x as worst for this model is shown in Equation 5.

For a choice set with n options, the enumerated model could have n× (n− 1)

drift rate parameters. However, we simplified the enumerated model in a similar

way to the sequential model, by again defining the desirability of options by their

drift rates, and the undesirability of options by the inverse of their drift rates. In

particular, we estimated a single drift rate parameter d(z) for each choice option z,

and set the drift rate for the accumulator corresponding to the option pair (p, q) to

the ratio d(p)/d(q).

5.4 Estimating Model Parameters from Data

We fit the three race models to two best-worst choice data sets, one about patients’

preferences for dermatology appointments (Coast et al., 2006), and the second about

preferences for mobile phones (Marley & Pihlens, 2012). In both data sets response

times were unavailable (i.e., not recorded) and the data structure was “long but

narrow” – large sample sizes with relatively few data points per participant – which is

standard in discrete choice applications. Coast et al.’s data investigated preferences

for different aspects of dermatological secondary care services. Four key attributes

were identified as relevant to patient experiences, one of which had four levels,

with the remaining three having two levels each (see Table 5.1). We denote each

attribute/level combination (henceforth, “attribute level”) with two digits, shown in

parentheses in the right column of Table 5.1. The first digit refers to the attribute

and the second digit to its level: for example, attribute level “32” refers to level 2
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of attribute number 3. For all four attributes, the larger the second digit (i.e., level

of the attribute) the more favorable the level of the attribute.

Table 5.1: The four attributes and their levels from Coast et al. (2006). The values
in parentheses indicate the coding used in Figure 5.3 below.

Attribute Attribute levels
Waiting time (1) Three months (11)

Two months (12)
One month (13)
This week (14)

Doctor expertise (2) The specialist has been treating skin com-
plaints part-time for 1-2 years (21).
The specialist is in a team led by an expert
who has been treating skin complaints full-
time for at least 5 years (22).

Convenience of appointment (3) Getting to the appointment will be difficult
and time consuming (31).
Getting to the appointment will be quick and
easy (32).

Thoroughness of consultation (4) The consultation will not be as thorough as
you would like (41).
The consultation will be as thorough as you
would like (42).

Participants were given a description of a dermatological appointment that

included a single level from each attribute, and asked to indicate the best and the

worst attribute level. For example, on one choice occasion, a participant might

be told that an upcoming appointment is: two months away (12); with a highly

specialized doctor (22); at an inconvenient location (31) and not very thorough

(41). They would then be asked to choose the best and worst thing about this

appointment. The same 16 scenarios were presented to each participant in the

study, and were chosen using design methodology that enabled all main effects to

be estimated. Below we compare the parameters estimated from the race models

to parameters of the MNL models for Coast et al.’s (2006) choice data reported by

Flynn et al. (2008).

Marley and Pihlens (2012) examined preferences for various features of mobile

phones among 465 Australian pre-paid mobile phone users in December 2007. There
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were nine mobile phone attributes with a combined 38 attribute levels, described in

Table 5.2. The values in parentheses in Table 5.2 code attribute levels in a manner

similar to Table 5.1, though not all attributes have a natural preference order. Each

respondent completed the same 32 choice sets with four profiles per set. Each phone

profile was made up of one level from each of the nine attributes. Participants were

asked to provide a full rank order of each choice set by first selecting the best profile,

then the worst profile from the remaining three, and finally the best profile from the

remaining two. Here, we restrict our analyses to choices of the best and the worst

profile in each choice set.

5.4.1 Parameter Constraints

A natural scaling property of the LBA model, parallel to MNL models, is that

the drift rate distributions for competing choices can be multiplied by an arbitrary

scale factor without altering predicted choice probabilities – although response time

predictions will be affected. We employed a modified LBA model, with truncated

normal drift rate distributions. In this version, multiplying the drift rate param-

eters does not simply multiply all distributions. Rather, the distribution shape is

altered because the amount of truncation changes depending on how far the mean

of the distribution falls from zero. For this reason, the scaling property holds only

approximately for the truncated-normal LBA, and the approximation depends on

the size of the drift rate parameters.

For the mobile phone data, there were 38 different attribute levels, and the

approximation to the regular scaling property held well enough that we were able to

constrain the product of the estimated drift rates across the attribute levels to one,

for each attribute. This results in 29 free drift rate parameters, and mirrors Marley

and Pihlens’ (2012) constraints on their MNL model parameters. The dermatology

data involved more extreme choice probabilities, and so smaller drift rates for some

attributes. Therefore, we were not able to exploit the usual scaling property, and

we imposed no constraints: there were 10 attribute levels, and we estimated 10 free
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drift rates. We note that this freedom allows us, theoretically, to separately estimate

mean utility parameters and the associated variance parameters, which may prove

useful in future research (Flynn, Louviere, Peters, & Coast, 2010).

5.4.2 Model Fit

We aggregated the data across participants; thus, for each choice set in the design,

we fit a single set of choice probabilities. We used two methods to evaluate the fit of

the race models to data. The first compared drift rate estimates to corresponding

random utility models regression coefficients reported by Flynn et al. (2008) and

Marley and Pihlens (2012). In this comparison we take the logarithm of the drift

rates, bringing them onto the same unbounded domain as the utility parameters.

Secondly, we examined the race models’ goodness of fit by comparing observed and

predicted best-worst choice proportions. For each choice set, observed best-worst

choice proportions were calculated by dividing the number of times a particular

best-worst pair was selected across participants by how many times that particular

choice set was presented across participants.

5.5 Results

5.5.1 Coast et al.’s (2006) Dermatology Data

Flynn et al. (2008) analyzed Coast et al.’s (2006) data using a paired model condi-

tional logit regression, adjusted for covariates.4 Flynn et al.’s regression coefficients

were expressed as treatment-coded linear model terms (main effects for attributes,

plus treatment effects for each level). For example, Flynn et al. found that the

main effect for the “convenience” attribute was 0.715 with a treatment effect of

1.501 for the “very convenient” level (Table 4; Flynn et al.). For ease of compari-

son, we expressed the estimated drift rate parameters from the LBA models in this

4Flynn et al. (2008) also performed a paired model conditional logit regression (without covari-
ates) and a marginal model conditional logit analysis. The regression coefficients did not differ
much across these analyses, and so we ignore those, for brevity.

126



same coding. We referenced all parameters against the zero point defined by the

waiting time attribute, by subtracting the mean drift rate for this attribute from

all drift rates. We then calculated the main effect for each attribute as the mean

drift rate for that attribute, and calculated treatment effects for each attribute level

by subtracting the main effects. These calculations are independent of the param-

eter estimation procedure and were done solely to facilitate comparison with Flynn

et al.’s results.

The upper row of Figure 5.3 compares the log drift rates estimated from the

three race models against the corresponding parameters from Flynn et al.’s (2008)

fit of the maxdiff (MNL) model; Appendix A gives the form of that model. The four

main effect estimates are shown as bold faced single digits, and treatment effects

as regular faced double digits, using the notation from Table 5.1. For all three

model variants, there was an almost perfect linear relationship between log drift

rates estimated for the race model and the parameters for the corresponding MNL

model.

All of the race models provided an excellent fit to the dermatology data, as

shown in the lower row of Figure 5.3. In those plots, a perfect fit would have all

the points falling along the diagonal line. For all models there was close agreement

between observed and predicted values, with all R2’s above .9. The root-mean-

squared difference between observed and predicted response probabilities was 5.4%,

5.1% and 5.3% for the ranking, sequential and enumerated models, respectively.

The corresponding log-likelihood values were −1379, −1406 and −1381, respectively,

providing little basis to select between LBA models in this analysis. Flynn et al.’s

(2008) marginal model conditional logit analysis, which has the same number of free

parameters as our LBA models, produced a log-pseudolikelihood of -1944 suggesting

that the LBA provides a better fit to this data.
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Figure 5.3: Log drift rate parameter estimates (upper row), plotted against Flynn
et al.’s (2008) utility estimates, and goodness of fit (lower row) of the ranking,
sequential and enumerated race models (columns) to Coast et al.’s (2006) data. In
the upper row, bold face single digits represent main effects, double digits represent
attribute levels, using the notation from Table 5.1. In the lower row, the x-axes
display best-worst choice proportions from data, the y-axes display predicted best-
worst choice probabilities from the estimated race model. The diagonal lines show
a perfect fit.

5.5.2 Marley & Pihlens’ (2012) Mobile Phone Data

Marley and Pihlens (2012) analyzed their full rank data using a repeated maxd-

iff (MNL) model;5 Appendix A gives the form of that maxdiff model for the first

(best) and last (worst) options in those rank orders. We compare the log drift rate

parameter estimates from our race models for those first (best) and last (worst)

choices against Marley and Pihlens’ utility parameter estimates. The upper row

of Figure 5.4 plots the estimated log drift rates from the race models against the

5Marley and Pihlens (2012) also analyzed their data using other variants of the MNL framework,
with little difference to the estimated coefficients. Again, for brevity, we show just the main
analyses.
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regression coefficients from Marley and Pihlens’ maxdiff model. There was again

a nearly perfect linear relationship between log drift rates estimated for the race

model and regression coefficients.
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Figure 5.4: Log drift rate parameter estimates (upper row), plotted against Marley
and Pihlens’ (2012) regression coefficients, and goodness of fit (lower row) of the
ranking, sequential and enumerated race models (left, middle and right columns,
respectively) to Marley and Pihlens’ mobile phone data. In the upper row, each
point represents an attribute level, where the letter indicates the attribute and the
number indicates the level of the attribute, as in Table 5.2. In the lower row, the
x-axes display best-worst choice proportions from data, the y-axes display predicted
best-worst choice probabilities from the estimated race model, and the diagonal lines
represent a perfect fit.

To further demonstrate the strength of the linear relationship between drift

rates and utility estimates, we re-present the parameter values for the sequential

model shown in Figure 5.4 separately for each attribute, in Figure 5.5. Figure 5.5

clearly illustrates the almost perfect correspondence between the rank ordering on

drift rates and the rank ordering on regression coefficients. Not only do the drift

rates preserve the ordering, but also differences in magnitude between levels of each
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attribute. For example, the price attribute, shown in the upper right panel of Fig-

ure 5.5, demonstrates that people have the strongest preference for the cheapest

phones ($49) and the weakest preference for the most expensive ones ($249). How-

ever, the difference in utility (regression coefficients) is much greater between some

adjacent levels than others (e.g., moving from the third to the forth level, $199 to

$249). Such a difference in magnitude also occurred in, for instance, the camera

attribute, where a phone with no camera (level 1) was much less desirable than any

phone with a camera (levels 2, 3 and 4). In all cases the estimated drift rates were

sensitive to such differences in magnitude as well as the rank ordering. Sensitivity

to these important outcome measures (ranking and magnitude) suggests the race

models may be useful for measurement purposes.

We assessed the goodness of fit of each model by comparing observed and pre-

dicted proportions, shown in the lower half of Figure 5.4. As with the dermatology

data, there was excellent agreement, with 3.2% root-mean-squared prediction er-

ror for all three models. Although the goodness-of-fit appears poorer in Figure 5.4

compared to Figure 5.3, this is actually due to differences in the scale of the axes

across figures. The R2’s were smaller than for the dermatology data (though all are

> .57), reflecting greater inter-individual variability in choices. To compare with the

goodness of fit for the MNL models reported by Marley and Pihlens (2012), we cal-

culated McFadden’s ρ2 measure. McFadden’s ρ2 measures the fit of a full model with

respect to the null model (all parameters equal to 1), defined as ρ2 = 1− ln L̂(Mfull)

ln L̂(Mnull)
,

where ln L̂(Mfull) and ln L̂(Mnull) refer to the estimated log-likelihood of the full and

null models, respectively. This showed almost identical results for the race models

(ranking ρ2 = .245, sequential ρ2 = .246, and enumerated ρ2 = .246) as the MNL

models (best, then worst, ρ2 = .244, and maxdiff ρ2 = .245).

As a final comparison with existing MNL models for best-worst data, we com-

pared the race models’ drift rate parameters against “best minus worst scores”

calculated from the data.6 As with similar analyses in the literature (Finn & Lou-

6These scores are normalized differences between the number of “best” responses and “worst”
responses elicited by each attribute level.
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Figure 5.5: Fit of the sequential race model to Marley and Pihlens’ (2012) mo-
bile phone data, shown separately for each attribute. Log drift rates are plotted
against Marley and Pihlens’ regression coefficients. Each panel represents a differ-
ent attribute. The numbers inside the nine panels represent each attribute level.
The black lines in each panel represent the regression line fit to the sequential race
model log drift rates and Marley and Pihlens’ regression coefficients shown in the
middle panel of the upper row in Figure 5.4. The dashed horizontal and vertical
lines represent zero-reference points.

viere, 1992; Goodman, 2009; Mueller Loose & Lockshin, 2013), for both data sets

the agreement between the best minus worst scores and the drift rates was just as

strong as the relationship between drift rates and regression coefficients, reinforcing

the current consensus that the best minus worst scores are a simple, but useful, way

to describe data. Theoretical properties of these scores for the maxdiff model of

best-worst choice are stated and proved in Flynn and Marley (2013), Marley and

Islam (2012) and Marley and Pihlens (2012).
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5.5.3 Discussion

The MNL-inspired LBA model variants we proposed are all capable of fitting the

dermatology and mobile phone data sets at least as well as the standard MNL

choice models. Although the three models make different assumptions about the

cognitive processes underlying best-worst choices all fit the data equally well, making

them difficult to distinguish on the basis of choices alone. Response time data have

the potential to tease the models apart – for example, the ranking LBA model

makes the strong prediction that “best” responses will always be faster than “worst”

responses. Testing such predictions against data can better inform investigations

into the cognitive processes underlying preferences, paralleling similar developments

in the understanding of single-attribute perceptual decisions (e.g., see Ratcliff &

Smith, 2004) and best-only decisions about multi-attribute stimuli (Otter et al.,

2008; Ruan et al., 2008). This illustrates the potential benefits that arise from using

cognitive process-based models (such as accumulator models) for both choice and

response time.

In the next section we demonstrate that a best-worst scaling task that incorpo-

rates response time measurement can aid discrimination between the LBA variants

we have proposed. We show that the three LBA variants introduced above, derived

from analogous MNL models, are inconsistent with the response time data from a

perceptual judgment task. We propose a modification to the sequential LBA model

that naturally accounts for the response latency data, demonstrating that response

times provide added benefit to best-worst scaling.

5.6 Response Times in Best-Worst Scaling

The lack of latency data is commonplace in the applied discrete choice literature.

Traditionally, it has not been thought necessary to record response latency as it has

not been demonstrated how such measurement might usefully be included in analyses

(though for recent progress see, e.g., Dellaert, Donkers, & van Soest, 2012; Haaijer,
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Kamakura, & Wedel, 2000; Otter et al., 2008; Ruan et al., 2008). Race models

provide a natural account of decision times in best-worst scaling, so we examined

the response time predictions of the previously proposed LBA models against data

from a new experiment.

The ranking, sequential and enumerated race models make unique predictions

about the pattern of predicted response times. For example, the ranking and se-

quential models predict that best responses always occur prior to worst responses.

Alternatively, the two models could be instantiated in a worst-to-best fashion, in

which case they predict worst responses always occur before best responses. How-

ever, compared to the ranking model, the sequential model predicts a faster distri-

bution of worst responses – because in the sequential model, an entirely new race

must be run after the “best” response is issued. If the data exhibit a mixture of

response ordering – sometimes the “best” before “worst”, and vice versa – then we

have evidence against the assumptions of these two models, at least for their strict

interpretation. We discuss below implications of response order patterns in data,

and the possible inclusion of a mixture process that permits variability in the or-

der of the races (i.e., the ranking model might sometimes occur in a worst-to-best

manner and sometimes in a best-to-worst manner, or the sequential model might

occur in a worst-then-best order and sometimes in a best-then-worst order). The

enumerated model also makes strong predictions about response times: best and

worst choices should differ only by an offset time due to motor processes, since the

single enumerated race provides both the best and worst responses. Consequently,

the enumerated model predicts that experimental manipulations, such as choice dif-

ficulty or choice set size, should not influence the time interval between the best and

worst responses.

As a first target for investigating models of response times in best-worst scal-

ing experiments we chose to use a simple perceptual judgment task rather than a

traditional consumer choice task. Perceptual choices permit the collection of many

more trials than complex consumer judgments. This enabled us to collect a large
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number of trials per participant, providing data that could more easily support a

finer-grained analysis of response time distributions and fitting models to individual

participant data. In addition, perceptual tasks permit precise stimulus control that

allow testing of, for example, enumerated model predictions such as the absence

of choice difficulty effects on inter-response times. We leave to future research the

investigation of response time data from more typical multi-attribute discrete choice

applications, such as the dermatology and mobile phone examples examined in the

first section.

5.7 Experiment

We used a modified version of Trueblood, Brown, Heathcote, and Busemeyer’s (in

press) area judgment task. At each trial participants were presented with four

rectangles of different sizes, and they were asked to select the rectangle with the

largest area (i.e., an analogue to a “best” choice) and the smallest area (i.e., an

analogue to a “worst” choice).

5.7.1 Participants

Twenty-six first year psychology students from the University of Newcastle partici-

pated in the experiment online in exchange for course credit.

5.7.2 Materials and Methods

The perceptual stimuli were adapted from Trueblood et al. (in press), where par-

ticipants were asked to judge the area of black shaded rectangles presented on a

computer display. We factorially crossed three widths with three heights to gener-

ate nine unique rectangles, with widths, heights and areas given in Table 5.3. The

area of the rectangles at the extreme ends of the stimulus set were easily differen-

tiable (e.g., 6050 from 8911), but those in the middle of the stimulus set were much

more difficult (e.g., 8107 from 8113).
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On each trial, four rectangles were randomly sampled, without replacement,

from the set of nine rectangles. The stimuli were presented in a horizontal row in

the center of the screen, as shown in Figure 5.6. All rectangles were subject to a

random vertical offset between ±25 pixels, to prevent the use of alignment cues to

judge height.

Figure 5.6: Illustrative example of a trial in the area judgment task. Note that if
a participant selected, say, “Largest 1” as the rectangle with the largest area, then
the option “Smallest 1” was made unavailable for selection.

Each participant chose the rectangle judged to have the largest area, and a

different one with the smallest area. All responses were recorded with a mouse

click and could be provided in either order: largest-then-smallest, or smallest-then-

largest. We restricted participants from providing the same rectangle as both the

largest and smallest option, by removing the option selected first as a possibility for

the second response. On each trial we recorded the rectangle chosen as largest and

the latency to make the choice, and the rectangle chosen as smallest and the time

to make that choice. Participants completed 600 trials each, across three blocks.

5.8 Results

We excluded trials with outlying responses that were unusually fast or slow, de-

fined as faster than .5 seconds or slower than 25 seconds. We also excluded two
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participants who each had more than 10% of their trials marked as outliers. Of the

remaining participants’ data, outliers represented only 0.9% of total trials.

We first report the proportion of correct classifications – correct selection of

the largest (resp., smallest) rectangle in the stimulus display. We follow this analysis

by considering the effect of response order – whether participants responded in a

largest-then-smallest, or smallest-then-largest, manner – on both choice proportion

and response latency data.

5.8.1 Correct Classifications

Our first step in analysis was to determine whether the area judgment manipulation

had a reliable effect on performance. The left and middle panels of Figure 5.7

display the proportion of correct responses for largest (resp., smallest) judgments

as a function of choice difficulty. We operationalized difficulty as the difference in

area between the largest (resp., smallest) and second largest (resp., second smallest)

rectangle presented at each trial, which we refer to as the max-vs-next (resp., min-vs-

next) difference. A small max-vs-next (resp., min-vs-next) difference in area makes

it difficult to resolve which is the largest (resp., smallest) rectangle.

Performance was well above chance even for the smallest max-vs-next and

min-vs-next differences (6 and 11 pixels, respectively), yielding 45% and 50% correct

selections of the largest and smallest rectangles in the display, respectively (chance

performance is 25%). As expected, when the max-vs-next and min-vs-next difference

increased, so to did the proportion of correct responses. We have separately overlaid

on the max-vs-next and min-vs-next difference scores the best-fitting cumulative

normal psychophysical functions. The good fit is consistent with the notion that

participants’ decisions were sensitive to a noisy internal representation of area.

5.8.2 Response Order Effects

To connect the following model and data with earlier material, we refer to best

(resp., worst) rather than largest (resp., smallest). There was considerable variabil-

136



0 500 1000 1500 2000

.3

.4

.5

.6

.7

.8

.9

1

Max−vs−Next Difference (pixels)

M
e

a
n

 P
ro

p
o

rt
io

n
 C

o
rr

e
c
t

0 500 1000 1500 2000

Min−vs−Next Difference (pixels)

Data

Cumulative normal
psychophysical function:

Max−vs−Next
   Mean = 54,  SD = 740

Min−vs−Next
   Mean = 121,  SD = 739

Figure 5.7: The left panel shows the proportion of times that the rectangle chosen as
best was the largest rectangle (i.e., correct choice) as a function of the difference in
area between the largest and second largest rectangles in the display (in pixels). The
middle panel shows the proportion of times that the rectangle chosen as worst was
the smallest rectangle as a function of the difference in area between the smallest
and second smallest rectangles in the display. The overlaid lines represents the best
fitting cumulative normal psychophysical functions, fit separately to both panels,
with legend shown in the right panel.

ity across participants in the proportion of best-before-worst versus worst-before-

best responses (Figure 5.8), ranging from almost completely worst-first to almost

completely best-first. Over participants, the majority of first responses were for the

best option (M = .73), which was significantly different from chance according to

one sample t-test (i.e., test against µ = .5), t(23) = 3.18, p = .004. These patterns

suggest that models which strictly impose a single response ordering, such as the

ranking and sequential models, require modification.

We next examined whether choice difficulty influenced response order. We de-

fined the difficulty of best and worst choices respectively using the max-vs-next and

min-vs-next criteria described above, but we collapsed these into three exhaustive

difficulty categories: hard (less than 250 pixels), medium (500–1000 pixels), and easy

(greater than 1250 pixels; no difference scores fell between 250–500 or 1000-1250 pix-

els). The mean proportion of best-first responses reliably decreased as the discrim-

ination of the largest rectangle became more difficult, F (1.4, 31.9) = 4.07, p = .04,

using Greenhouse-Geisser adjusted degrees of freedom (all subsequent ANOVAs also
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Figure 5.8: Proportion of trials on which the best response was made before the
worst response, shown separately for each participant. Circular symbols and crosses
represent data and predictions of the simultaneous race model, respectively. Error
bars represent the standard error of a binomial proportion, according to the formula:
se(p̂) =

√
p̂(1− p̂)/n, where p̂ is the proportion of best-first choices in data and n

is the number of trials. The dashed horizontal line represents the mean proportion
of best-first responses across participants.

report Greenhouse-Geisser adjusted degrees of freedom). This effect suggests that

when there is an easy-to-see largest rectangle, that response was likely to be made

first: easy M = .739 (within-subjects standard error = .006), medium M = .726

(.003) and hard M = .719 (.006). The analogous result was observed for worst-first

choices, but larger in effect size – an easy-to-see smallest rectangle made a worst-first

response more likely, F (1.6, 35.7) = 10.03, p < .001; easy M = .289 (.006), medium

M = .275 (.004) and hard M = .256 (.006).

We also examined the effect of choice difficulty on the time interval between

the first and second responses – the inter-response time. For each participant we

calculated the average inter-response time for best-first trials as a function of the

difficulty of the worst (second) response (easy, medium, difficult), and for worst-

first trials as a function of the difficulty of the best (second) response. As the

second judgment became more difficult, the latency between the first and second

responses increased, approximately half a second across the three difficulty levels,
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F (1.2, 24.8) = 10.81, p = .002;7 easy M = 1.51s (.12), medium M = 1.75s (.08) and

hard M = 1.95s (.109).

5.9 Discussion

Data from the best-worst perceptual choice experiment exhibited three effects rele-

vant to testing the models: large differences between participants in the preference

for best-then-worst versus worst-then-best responding; changes in the proportion of

best-first and worst-first responding as a function of choice difficulty; and changes

in inter-response times due to choice difficulty. These effects are inconsistent with

all three MNL-derived race models in their original forms. Firstly, the three mod-

els cannot accommodate within-participant, across-trial variability in best-first or

worst-first responding. They might be able to account for the response order effects

through the addition of a mixture process. On a certain proportion of trials, defined

by a new parameter, the ranking race or the sequential races could be run in re-

verse order, or the enumerated model could execute its responses in opposite orders

(Marley & Louviere, 2005, considered such mixture models for best-then-worst and

worst-then-best choice).

The mixture approach adds a layer of complexity to the model – an extra

component outside the choice process itself – which is unsatisfying. Putting that

objection aside, these changes would not be able to account for the effect of choice dif-

ficulty on the proportion of best- and worst-first responses, or on the inter-response

times, because the mixture process is independent of the choice process. For these

reasons we do not explore the fit to response time data of the ranking, sequential or

enumerated models when augmented with a mixture process. Instead we propose

a modification to the sequential model, preserving the idea that there are separate

best-choice and worst-choice races, but assuming that they occur simultaneously

rather than sequentially.

7Data from three participants were removed from this analysis due to incomplete data in all
cells.
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5.10 The Simultaneous Model

The simultaneous model makes predictions consistent with the choice and response

time patterns observed in data. Where the sequential model assumes consecutive

best, then worst, races, the simultaneous model assumes concurrent best and worst

races. The best option is associated with the first accumulator to reach threshold

in the best race, and the worst option is associated with the first accumulator to

reach threshold in the worst race. We present, and test, the simplest version of this

model which allows the same option to be selected as both best and worst, which

was not allowed in our experiment. The model also allows for vanishingly small

inter-response times, which are not physically possible. These predictions affect a

sufficiently small proportion of decisions for our rectangle data that we neglect them

here, for mathematical convenience.

The probability of a choice of the option x as best at time t and option y as

worst at time r, where no constraint exists between t and r, is given as the product

of the individual likelihoods of the best and worst races,

bwX(x, t; y, r) = bx(t)
∏

z∈X−{x}
(1−Bz(t)) · wy(r)

∏

z∈X−{y}
(1−Wz(r)).

To calculate marginal probability BWX(x, y) from the simultaneous race model in

the absence of response time data, the individual likelihoods of the best and worst

races are integrated over all times t > 0 and r > 0, respectively. When fit in

this manner to choices, only, the simultaneous model provides an account of the

dermatology and mobile phone data sets equal in quality to the three LBA models

described in the first section (dermatology – correspondence between MNL model

regression coefficients and log estimated LBA drift rates, R2 = .97, close agreement

between observed and predicted choice proportions, R2 = .92, and 5% and root-

mean-squared prediction error; mobile phones – R2 = .99, R2 = .60, and 3.7%,

respectively).

The simultaneous model overcomes the drawbacks of the three previous models
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by accounting for all general choice and response time trends observed in data.

For instance, the model is able to capture inter- and intra-individual differences in

response style – those participants that prefer to respond first with the best option,

or first with the worst option – by allowing separate threshold parameters for the

best and worst races. For example, a participant who primarily responds first with

the best option will be described by a lower response threshold in the best race than

in the worst race. This means that, on average, an accumulator in the best race

reaches threshold prior to an accumulator in the worst race.

The simultaneous race model also accounts for the effect of choice difficulty on

best- and worst-first responses, via differences in drift rates across rectangles. Very

easy discrimination of the largest rectangle tends to occur when there is a large

area for one rectangle, with a correspondingly large drift rate and so a fast response

and a largest-before-smallest response order. Similarly, the simultaneous model

predicts that difficult judgments rise to threshold more slowly than easy judgments.

Therefore, irrespective of whether the best or worst race finishes first, the slower of

the two races will still exhibit an effect of choice difficulty on latency. Since the best

and worst races are (formally) independent, by extension the difficulty of the slower

(second) judgment will also affect the inter-response time.

5.10.1 Estimating Simultaneous Model Parameters from Per-

ceptual Data

We fit the simultaneous model to individual participant data from the best-worst

area judgment task. Our methods were similar to those used previously with the

multi-attribute data. We estimated nine drift rate parameters, one for each rectangle

stimulus. We fit the model twice, once where we ignored response time data (as

before) and once where we used those data. When ignoring response times, we

arbitrarily fixed A = 0, b = 1, s = 1 and t0 = 0 for the best and worst races. When

fitting the model to response times, we estimated a single value of the start-point

range, A, and non-decision time, t0, parameters, with separate response thresholds
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for the best and worst races, bbest and bworst (we again fixed s = 1, which serves the

purpose of fixing a scale for the evidence accumulation processes). Therefore, when

the simultaneous model was fit to response time data it required four additional

free parameters compared to fits to choice-only data. Regardless of the data type –

choice-only, or choices and response times – the approach to parameter optimization

was the same: for each participant and trial we calculated the log-likelihood given

model parameters, summed across trials, and maximized. We provide code to fit the

simultaneous model to a single participant’s data to choices and response times in the

freely available R language (R Development Core Team, 2012) in the “publications”

section of the authors’ website at http://www.newcl.org/.

5.11 Model Fits

Although we fit the model to data from individual participants, for ease of expo-

sition we primarily report the fit of the models at the aggregate level (i.e., results

summed over participants). Unlike the previous fits, where we compared drift rate

estimates to the corresponding random utility model regression coefficients, here we

compare drift rate estimates to the area of the rectangles to demonstrate that the

model recovers sensible parameter values. As above, we first assess goodness of fit

by comparing observed and predicted choice proportions. For each participant we

calculated the number of times that each rectangle area was chosen as best (resp.,

worst), and then normalized by the number of trials on which each rectangle area

was presented. For the fits to response time data, we also examine goodness of

fit by assessing the observed and predicted distribution of best and worst response

times at the aggregated level. To demonstrate that the model captures individual

differences, we also present examples of model fits to individual participant response

time distributions. Finally, we compared predictions of the model to the response

order data (choice proportions and response times).
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5.11.1 Choice Proportions

The upper panels of Figure 5.9 plot mean estimated drift rate from the simultaneous

model against rectangle area. Whether based on fits to choices-only or to choices

and response times, the estimates followed a plausible pattern – mean drift rate

increased as a sigmoidal function of rectangle area, which is the standard pattern in

psychophysical judgments (e.g., Ratcliff & Rouder, 1998). There was a very strong

effect of rectangle area on mean estimated log drift rate, for the fits to choice-only,

F (2.1, 49.3) = 161, p < .001, and response time, F (2.1, 48.8) = 143, p < .001, fits.

The middle and lower panels of Figure 5.9 show the goodness of fit of the si-

multaneous model to choice data, separately for both methods of fitting the model.

Choice-only fits provided an excellent account of the best and worst choice propor-

tions – both R2’s > .98 and root-mean-squared difference between observed and

prediction choice proportions of 1.7% and 4%, respectively. When the model was

forced to accommodate response times as well as response choices, it still provided

a good fit to choice proportion data: R2’s > .95 and root-mean-squared predic-

tion error of 7.1% and 7.5% for best and worst proportions, respectively. The slight

reduction in goodness of fit is expected, since the latter model fits are required to ac-

count for an additional aspect in the data (response times) – predictions of response

times and response choices are not independent, and the data contain measurement

noise.

5.11.2 Response Times

When fit to response times, the simultaneous model provides a good account of

best and worst response time distributions. We first consider group level data

where we used a quantile averaging approach to analyse aggregate response time

distributions. Quantile averaging conserves distribution shape, under the assump-

tion that individual participant distributions differ only by a linear transforma-

tion (Gilchrist, 2000; Figure 5.11 suggests this was generally the case in our data).

For each participant and separately for best and worst responses we calculated the
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1st, 5th, 10th, 15th, . . . , 90th, 95th, 99th percentiles of response time distributions, and

then averaged the individual participant percentiles to form an aggregate distribu-

tion of response times. Finally, we converted the averaged percentiles to histogram-

like distributions, shown in the upper panel of Figure 5.10. The averaged data

demonstrate the stereotypical properties of latency distributions: sharp onset of the

leading edge closely followed by a single peak and a slow decline to form a long, pos-

itively skewed tail. In the aggregate distributions, best responses were faster than

worst responses, as expected from the proportion of best-first responses across par-

ticipants (Figure 5.8). Importantly, the simultaneous race model provides a good

account of the best and worst response time distributions, capturing each of the

characteristic distribution trends just described.

We next consider the fit of the simultaneous model to individual participant

latency data. The lower half of Figure 5.10 shows data from nine individual par-

ticipants, and demonstrates that the simultaneous race model provides a very good

fit to individuals, whether they prefer best-first responding, worst-first responding,

or a mixture (see Figure 5.11 in Appendix B for model fits to the response time

distributions of all 24 participants).

5.11.3 Response Order Effects

Figure 5.8 shows the proportion of best-first responses for each participant. Over-

laid on those data are model predictions of the expected proportion of best-first

responses for each participant. The model captures the qualitative trends in the

pattern of best-first preference data across participants, with a smooth shift from

predominantly worst-first participants through to predominantly best-first partici-

pants. However, the model does not capture the strength with which some partici-

pants prefer a best- or worst-first pattern of responding.

The simultaneous model can also capture the effect of the difficulty of the

area judgment on the proportion of best- and worst-first responses and the mean

latency between the first and second responses. We calculated separately for each
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participant the proportion of best- and worst-first responses as a function of choice

difficulty in both data and model predictions, and examined the relationship by

aggregating across these proportions. Again, the model provided a good account of

the response proportion data across difficulty levels with R2’s of .87 and .9 for the

best- and worst-first responses, respectively. Similarly, the latency between the first

and second responses was also influenced by the difficulty of the area judgment of

the second choice – as the difficulty of the second judgment increased, so too did the

time inter-response latency. The simultaneous model predicts this qualitative trend

in data: increased inter-response time with increased difficulty, with a predicted

increase of approximately .4 seconds for each increase in difficulty level.

5.12 General Discussion

Accurately eliciting preferences is important in a wide variety of applied fields from

public policy to marketing, as exemplified by the dermatology and mobile phone

data that we examined. Discrete choice, and in particular best-worst scaling, pro-

vide more robust and efficient measures of preference than alternative approaches,

particularly when combined with random utility analyses. One drawback of random

utility models of choices, only, is that they have limited interpretability as mecha-

nistic accounts of the cognitions underlying decision making. On the other hand,

accumulator (or race) models, which involve both the choices made and the time to

make them, have proven useful in illuminating the cognitive and neurophysiologi-

cal processes underpinning simple single-attribute decisions. Over the last several

decades there have been increasingly successful and practical applications of accu-

mulator models to multi-attribute preference data, including decision field theory

(Busemeyer & Townsend, 1992, 1993; Roe et al., 2001), the leaky competing accu-

mulator model (Usher & McClelland, 2004), the Poisson race model (Otter et al.,

2008; Ruan et al., 2008), and most recently the 2N -ary choice model (Wollschläger

& Diederich, 2012). Our proposal builds on these developments and applies them

to a more complex choice task, best-worst scaling, with the aim of producing a
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model that has both tractable statistical properties and a plausible cognitive inter-

pretation. This is an example of “cognitive psychometrics”, which aims to combine

psychological insights from process-based modeling with the statistical advantages

of measurement approaches (see, e.g., Batchelder, 2009; van der Maas, Molenaar,

Maris, Kievit, & Borsboom, 2011).

In the first section of this paper we demonstrated how a simplified accumulator

model (LBA: Brown & Heathcote, 2008) can make race models practical for the

analysis of the complex, multi-attribute best-worst decisions typically required in

many applications. The three MNL-inspired LBA variants we examined were all

capable of fitting choice data at least as well as the best random utility models of

choice. The parameter estimates from the race models were closely related to the

parameter estimates from the random utility models, providing further confidence

in the use of the race models to describe data.

In the second section of this paper we demonstrated the benefit that response

times add to understanding the cognitive processes underpinning best-worst choice.

In the context of a best-worst response procedure implemented in a simple percep-

tual experiment, we provided evidence against the assumptions of the three LBA

models proposed in the first section, and by extension provided evidence against

some assumptions of the MNL models from which they were derived. We then mod-

ified one of the LBA models to develop a new simultaneous best race and worst race

model. The simultaneous model provided a good account of data at the individual

participant and aggregate levels, for both choices and response times, including a

range of newly identified phenomena relating to the effect of decision difficulty on

the order and speed of best and worst responses.

Further work remains to determine whether the simultaneous model can ac-

count for the longer scale response times produced by complex multi-alternative

choices, and whether a single model can accommodate best-only and best-worst

choices with these types of stimuli. For both simple and complex choices there are

challenges remaining related to the fine-grained measurement and modeling of the
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time to make both best and worst choices. Methodologically it would be desirable

to use a faster response method than moving a pointer with a mouse and clicking a

target to minimize the motor component of inter-response time. Recent approaches

using eye movements appear promising in this regard (Franco-Watkins & Johnson,

2011a, 2011b). A complimentary approach would be to elaborate the simultaneous

model to accommodate the time course of motor processes and to address paradigms

like ours that by design do not allow the same best and worst response.

The main advantage of the LBA approach over earlier process models is its

mathematical tractability. However, a disadvantage when compared with more com-

plete models, such as decision field theory and the leaky competing accumulator

model, is that the LBA models we have developed do not describe various context

effects that occur in preferential choice. This happens because the LBA models be-

long to the class of “horse race” random utility models (Marley & Colonius, 1992),

which are known to fail at explaining many context effects (see Rieskamp, Buse-

meyer, & Mellers, 2006). However, Trueblood, Brown, Heathcote, and Busemeyer

(in preparation) have recently extended the LBA approach to include contexts effects

in a way that retains its computational advantages.

We conclude by proposing that – even though further development is desirable

– the simultaneous race model as it stands is a viable candidate to replace traditional

random utility analysis of data obtained by best-worst scaling. The simultaneous

model provides an account of choice data equivalent to the MNL choice models, but

in addition it accounts for various patterns in response time data and provides a

plausible explanation of the latent decision processes involved in best-worst choice.
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5.13 Appendix A: The Maxdiff Model for Best-

Worst Choice

Using the generic notation of Figure 2, BWX(x, y) is the probability of choosing x as

best and y 6= x as worst when the available set of options is X. The maxdiff model

for best-worst choice assumes that the utility of a choice option in the selection of

a best option (u) is the negative of the utility of that option in the selection of a

worst option (−u) and that

BWX(x, y) =
e[u(x)−u(y)]∑

{p,q}∈X
p6=q

e[u(p)−u(q)]
(x 6= y). (5.1)

For the Flynn et al. (2008) data and analyses, X is a set of attribute levels, and

so x and y are the attribute levels selected as best and worst, respectively. Marley

et al. (2008) present mathematical conditions under which all the attribute levels

are measured on a common difference scale; in this case, the utility of one attribute

level can be set to zero.

For the Marley and Pihlens (2012) best-worst data and analyses, X is a set of

multiattribute profiles, and so x and y are the profiles selected as best and worst,

respectively. Marley and Pihlens also assume that each profile has an additive

representation over the attribute levels; that is, assuming that each profile has m

attributes, then there are utility scales ui, i = 1, ...m, such that if z = (z1, ...zm),

with zi the attribute level for z on attribute i, then

u(z) =
m∑

i=1

ui(zi).

Marley and Pihlens (2012) present a set of mathematical conditions under which

the utility of a profile is such a sum of the utilities of its attribute levels, and each

attribute is measured on a separate difference scale; in this case, one level on each

attribute can have its utility set to zero.
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5.14 Appendix B: Simultaneous LBA Model Fits

to Individual Participant Response Time Dis-

tributions

In this Appendix we show the fit of the simultaneous race model to response time

distributions at the level of individual participant data, for all 24 participants. Each

panel of Figure 5.11 shows the fit of the race model to a separate participant. As

described in the main text, there are clear individual differences in the pattern of

responding – best-first, worst-first, or no preference for either best- or worst-first

– as well as the time course of decisions – some participants made much faster

responses than others. For both patterns of individual differences the simultaneous

model provides a good account of the latency distributions from the majority of

participants.
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Table 5.2: The nine attributes and their combined 38 levels from Marley and Pihlens
(2012). The values in parentheses indicate the coding used in Figures 5.4 and 5.5
below.

Attribute Attribute levels

Phone style (s) Clam or flip phone (1)
Candy bar or straight phone (2)
Slider phone (3)
Swivel phone (4)
Touch screen phone (5)
PDA phone with a HALF QWERTY keyboard (6)
PDA phone with a FULL QWERTY keyboard (7)
PDA phone with touch screen input (8)

Brand (b) A (1)
B (2)
C (3)
D (4)

Price (p) $49.00 (1)
$129.00 (2)
$199.00 (3)
$249.00 (4)

Camera (c) No camera (1)
2 megapixel camera (2)
3 megapixel camera (3)
5 megapixel camera (4)

Wireless connectivity (w) No bluetooth or WiFi connectivity (1)
WiFi connectivity (2)
Bluetooth connectivity (3)
Bluetooth and WiFi connectivity (4)

Video capability (v) No video recording (1)
Video recording (up to 15 min; 2)
Video recording (up to 1 h; 3)
Video recording (more than 1 h; 4)

Internet capability (i) Internet access (1)
No internet access (2)

Music capability (m) No music capability (1)
MP3 music player only (2)
FM radio only (3)
MP3 music player and FM radio (4)

Handset memory (r) 64 MB built-in memory (1)
512 MB built-in memory (2)
2 GB built-in memory (3)
4 GB built-in memory (4)
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Table 5.3: The nine rectangular stimuli generated by factorially crossing three rect-
angle widths with three rectangle heights. All measurements are in pixels.

Width Height Area
55 110 6050
55 121 6655
55 133 7315
61 110 6710
61 121 7381
61 133 8113
67 110 7370
67 121 8107
67 133 8911
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Figure 5.9: Estimated drift rates and goodness of fit to data for the simultaneous
race model when fit to choices, only, and choices and response times (left and right
columns, respectively). The upper panels show mean estimated log drift rates as a
function of rectangle area. Error bars indicate within-subjects standard errors of the
mean. The middle and lower panels show the goodness of fit to the experimental data
for best and worst responses, respectively. The x-axes display choice proportions
from data, the y-axes display predicted choice probabilities from the simultaneous
race model, and the diagonal lines show a perfect fit. In the lower panels, each
participant contributed 9 data points to each panel – one for each rectangle area.
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Figure 5.10: Response time distributions for experimental data and predictions
from the simultaneous race model. The upper panel shows quantile averaged data
as stepped histograms with best and worst responses shown in black and gray,
respectively. The smooth density curves show model predictions with best and
worst predictions shown in green and red, respectively, averaged in the same way as
the data. The lower panels display model fits to a selection of individual participant
data. We show participants broadly classified into three categories of responders:
those who tended to respond with the best option first, the reverse who tended to
respond with the worst option first, and those participants that demonstrated no
strong preference for either best or worst first responding. For model fits to all 24
participants see Figure 5.11 in Appendix B.
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Abstract

We commonly accept desired options and reject undesired options, yet it is unclear

whether accepting and rejecting depend on a single latent variable, or are based on

different information. We examined accepting and rejecting using discrete choice

tasks, where participants either selected the most preferred option from a set or

selected both the most and the least preferred option. We present two experiments,

one requiring perceptual judgments of area, the other involving consumer prefer-

ences for various attributes of mobile phones. In both experiments we found that

rejecting an option from a set of options does not alter the preferences expressed

for accepted options. We also observed that probabilities of accepting and reject-

ing were consistent with a single latent dimension – options that were frequently

accepted were also infrequently rejected, and vice versa. A quantitative model of

choice and response time provided convergent evidence in that model variants that

assumed an inverse relationship between accepting and rejecting accounted well for

the data. We conclude that at least some decisions to accept and reject might be

conceived as opposing ends of a single continuous dimension, rather than distinct

latent entities.
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6.1 Introduction

Suppose you seek to purchase a diamond ring for your loved one and the local

jeweler has five in stock. The available options differ across multiple, independent

attributes, such as diamond carat, cut, clarity, and color. When faced with this

complex task, how do you make a decision? For example, you could eliminate by

aspects until a single option remains (Tversky, 1972), or a subset of the five options

could be generated by including the most desirable rings, and then rejecting the

least favorable of the subset until left with a single option. We investigate whether

decisions to accept or reject might be explained by a single latent construct or

representation, and hence make use of the same underlying information. We also

examine whether the act of rejecting an option influences which option is accepted,

providing a different test of whether the two types of judgment interact.

In addition to their use in discrete choice experiments similar to our own (e.g.,

Finn & Louviere, 1992; Marley & Pihlens, 2012), accepting and rejecting have been

studied from the perspective of “framing effects” in judgment. In this paradigm,

decision tasks are designed in such a way that they can lead to “inconsistent” pref-

erences under different experimental conditions. For instance, using acceptance

choices, the attraction (Huber et al., 1982), compromise (Simonsen, 1989), and sim-

ilarity (Tversky, 1972) context effects demonstrate that the relative market share

of a particular option depends on how other options are structured. More recently,

inconsistent preferences have been elicited by asking for decisions about accepting

versus rejecting. For example, Shafir (1993) asked for preferences about holiday des-

tinations, with some ‘enriched’ high variance options (with some excellent and some

awful attributes) and other ‘impoverished’ low variance options, with mostly average

attributes. When asked which holiday destination they prefer, respondents tended

to accept the ‘enriched’ option, but when asked which destination they would reject,

respondents again tended to select the ‘enriched’ option. Similar preference reversals

have been observed in investment decisions (Cheng & Chiou, 2010), choices among

job candidates (Ganzach, 1995) and even in a psychophysical judgment task (Tset-
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sos, Chater, & Usher, 2012). Such reversals might arise because respondents focus on

different attributes when accepting and rejecting (e.g., van Buiten & Keren, 2009),

or perhaps the reversals are mediated by the amount of elaboration of attribute

information (Ganzach & Schul, 1995; Juliano & Wilcox, 2011). The statistical prin-

ciple commonly used this research is the logic of dissociations: if one experimental

manipulation (e.g., high vs. low variance choice options) has different effects un-

der different levels of another manipulation (e.g., decisions to accept vs. reject),

we might conclude that two different cognitive processes are at work (e.g., different

cognitions about accepting vs. rejecting). While this logic is common in psychology,

and can appear compelling, it can also be misleading (Loftus, 1978; Wagenmakers,

Krypotos, Criss, & Iverson, 2012).

Rather than searching for differences or inconsistencies between accepted and

rejected options, here we aimed to determine whether, under a single instruction

set, accepting and rejecting can be explained with recourse to only a single latent

variable, such as the utility (or valence) of different attributes and options. For

instance, when asked to sequentially accept or reject a series of multi-attribute op-

tions such as automobiles or job candidates, respondents tend to arrive at the same

final preference (Huber, Neale, & Northcraft, 1987; Levin, Jasper, & Forbes, 1998;

Levin, Prosansky, Heller, & Brunick, 2001). However, explicit instruction to consider

external factors, such as selection-related costs in personnel selection may result in

different choice outcomes (Huber et al., 1987). We wondered whether, in the absence

of manipulations designed to lead them to do otherwise, people might base accep-

tance and rejection on the same cognitive information. Specifically, we addressed

two questions related to accepting and rejecting. Firstly, we examined whether the

act of accepting one option and rejecting another option alters the accepted option.

We investigated this question by testing two groups with identical sets of options.

One group was asked only to accept their preferred option, while the second group

was asked to accept their preferred option and reject their least preferred option.

Our second question was to determine whether decisions to accept and reject are
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consistent with a single underlying dimension. That is, are accepting and rejecting

driven by a single latent variable, where for each option, the value underlying its

acceptance, relative to other available options, is a monotonic transformation of the

value underlying its rejection, relative to other available options; or are decisions to

accept (respectively, reject) based on two (or more) distinct latent variables. We

examined this question by analysis of data from the group that both accepted and

rejected options.

We present two experiments that used best-worst scaling. Best-worst scaling

is a well-validated response procedure that permits elicitation of richer preference

and attitude data than traditional discrete choice tasks (e.g., Finn & Louviere, 1992;

Flynn et al., 2007; Marley & Louviere, 2005). Discrete choice tasks typically involve

a set of options that vary across a number of attributes, for example, mobile phones

that vary in battery life, camera quality, memory capacity, and so on. Respondents

are presented with a number of options, which form a choice set, and are asked

to accept their most preferred option, and reject their least preferred option (i.e.,

the best and worst options). In both experiments we had two between-subjects

conditions. In one condition, participants were asked only to accept one option

(“best-only” – a standard discrete choice experiment) and in the other condition,

participants were asked to accept one option and reject another (a standard best-

worst task). In Experiment 1 we asked for perceptual judgments about area, and in

Experiment 2 we assessed preferences for attributes of mobile phones.

6.2 Experiment 1: Perceptual Choice

In Experiment 1, participants were presented with four shaded rectangles at each

trial, each with a different area. Participants were asked to select the option with

the largest area (as an analogue to best-choice) in the best-only condition or select

both the option with the largest and with the smallest area (as an analogue to

worst-choice) in the best-worst condition.
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6.2.1 Participants

Fifty-eight first-year psychology students from the University of Newcastle partic-

ipated in the experiment online in exchange for course credit, and were randomly

allocated to either the best-only (32 participants) or best-worst (26 participants)

condition.

6.2.2 Materials and Methods

The perceptual stimuli were adapted from Trueblood et al. (in press). We factorially

crossed three rectangle widths (55, 61, 67 pixels) with three heights (110, 121, 133

pixels) to create nine unique rectangular stimuli ranging in area from 6050 – 8911

pixels. The stimulus set generated a range in difficulty from simple judgments,

with easily differentiable stimuli at the extremes of the set (e.g., 6050 from 8911),

to difficult judgments between stimuli in the middle of the set (e.g., 7370 from

7381). On each trial, four of the nine rectangles were randomly sampled without

replacement. The stimuli were presented at the vertical center of the display, side-

by-side in a horizontally centered row, as shown in Figure 6.1. All rectangles were

subject to random vertical offset (±25 pixels) to prevent comparison cues to judge

area. Participants in both conditions completed 600 trials broken into three blocks.

Participants in the best-only condition were asked to identify the rectangle with

the largest area. Participants in the best-worst condition were asked to identify the

rectangle with the largest area and that with the smallest area. Participants were

restricted from selecting the same rectangle as both the largest and smallest option.

All responses were recorded with a mouse click and in the best-worst condition the

participant was free to select the ordering of the two responses; the best response

could be made first and the worst response second, or vice versa. We recorded

participants’ choices, and the time required to make them, though we restrict our

primary analyses to the choice data.
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Figure 6.1: Illustrative example of a trial from the best-worst condition in Experi-
ment 1.

6.2.3 Analytic approach

We had two primary aims: to determine whether the act of rejecting (making a

“worst” choice) alters preferences for accepting (making a “best” choice), and also

to determine whether decisions to accept and reject might arise from a single latent

variable. These research questions do not naturally lend themselves to the tradi-

tional null hypothesis statistical testing (NHST) framework. For consistency with

previous research we report NHST analyses, but our primary conclusions are drawn

from Bayesian analysis and non-parametric state-trace analysis (Bamber, 1979).

Bayesian Analysis

We conduct all Bayesian analyses using the methods of Morey and Rouder (2013),

who implemented common NHST tests such as ANOVA and regression within a

Bayesian framework. Morey and Rouder’s approach produces Bayes factors for

linear model effects (like those in ANOVA) indicating the weight of evidence for or

against particular hypotheses. We use a targeted version of this approach to test the

effects of interest to our hypotheses. Firstly, we confirm that there is evidence for

the model with a main effect of attribute (rectangle area), which determines whether

our manipulation had a reliable effect on performance, with the Bayes factor BFA.
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More importantly to our hypotheses, we compare this main effect model against a

model with the main effect of attribute and an interaction between attribute and

condition (best-only vs. best-worst, best vs. worst), and report this as a ratio of

Bayes factors: BFA+A×C
A

. Values of this ratio greater than one provide evidence for

including the interaction term in addition to the main effect of attribute, whereas

values less than one provide evidence for excluding the interaction (i.e., for the main

effect only model).

State-Trace Analysis

State-trace analysis is able to answer questions such as “can the observed data be

explained by a single latent variable”? The analysis is non-parametric, assuming

only that the latent variables are monotonically related to observed variables. It is

designed to overcome issues of scale-dependence in the analysis of range-restricted

dependent variables, which can give rise to spurious dissociations. In particular, the

existence of separate cognitive systems is often inferred from a dissociation. The

dissociation is measured by an interaction, where the effect of one manipulation

depends on the other. However, inferring the existence of such interactions is made

difficult by the possibility of scale dependence. For example, if one condition leads

to near-ceiling or near-floor performance, the effect of the other manipulation will

be forced to zero, leading to a spurious interaction. There are many other ways that

scale dependence can lead to misleading interactions; apparent interactions that do

not really indicate the presence of an underlying dissociation (see, e.g., Bamber,

1979; Dunn & Kirsner, 1988). This kind of problem can be particularly difficult

in experiments on choice proportions (such as Shafir, 1993; Tsetsos et al., 2012)

because of the tight bounds on the dependent variables.

State-trace analysis overcomes this shortcoming by relaxing assumptions about

the measurement scales – it only assumes monotonic relationship between the latent

and observed variables. The analysis hinges on a state-trace plot, in which different

dependent variables are plotted against one another. If the points of the plot can
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be connected with a single, monotonic (i.e., always increasing or decreasing) curve,

then the data are consistent with a single latent variable (for mathematical details

see Bamber, 1979). Drawing inferences about monotonicity in state-trace analysis is

a difficult statistical problem. There has been recent progress using using parametric

bootstrapping (Dunn, Newell, & Kalish, 2012; Newell & Dunn, 2008; Newell, Dunn,

& Kalish, 2010) and Bayesian approaches with order constrained hypotheses (Prince,

Brown, & Heathcote, 2012). Although these approaches are promising and each

have merit, we do not implement them here due to our combination of within-

and between-subjects measures, and the high dimensionality of the stimuli used in

Experiment 2. Rather, we use a more conventional approach based on confidence

intervals (e.g., Busey, Tunnicliff, Loftus, & Loftus, 2000; Loftus, Oberg, & Dillon,

2004). In particular, we construct least–significant difference (Saville, 2003) ellipses

around data points on a state trace graph, with these ellipses based on Morey’s

(2008) modification of Loftus and Masson’s (1994) within-subject standard errors.

If all elliptical regions in the state-space can be connected with a single monotonic

function we support an explanation of the data based on a single latent variable

(i.e., we are unable to reject the null hypothesis of an explanation based on a single

latent dimension).

6.3 Results and Discussion

We used the response time information to exclude data on the basis of unusually

fast or slow responses. Outlier responses in Experiment 1 were removed if they were

faster than .5 seconds or slower than 25 seconds. We further excluded all data from

any participant who had more than 10% of their data marked as outliers. This

left data sets from 49 participants for analysis (25 best-only, 24 best-worst), and

from those remaining data we excluded only 1.08% of trials as outliers. All general

patterns were unchanged when no data were excluded.

Our analyses are based on the proportion of times that each of the nine rect-

angles was selected as the largest option (best-choice proportions), and the corre-
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sponding proportion for smallest choices (worst-choice proportions), for participants

in the best-worst condition. For example, if a particular rectangle was included in

the choice sets of 200 trials and was selected as the largest rectangle in 80 of those

trials and as the smallest rectangle in 10 of those trials, then the corresponding best-

and worst-choice proportions are 80/200 = .4 and 10/200 = .05, respectively. The

choice proportions for the nine rectangular stimuli were calculated separately for

each participant and aggregated for analysis.

6.3.1 Best Choices are Unaffected by Worst Choices in a

Perceptual Choice Task

We first checked whether the additional act of selecting the least preferred option

from a set of options altered selection of the most preferred option. We examined

the best-choice proportions with a two factor mixed ANOVA: 2 condition (between:

best-only, best-worst) × 9 rectangle areas, using Greenhouse Geisser adjusted de-

grees of freedom where appropriate. There was a strong main effect of area on

judgments, where larger rectangles were chosen more often as largest (best) than

were smaller rectangles, F (1, 83.1) = 284, p < .001, BFA > 1 × 10200. In contrast,

condition – best-only vs. best-worst – had no statistically reliable effect on the

proportion of best-choices in the interaction effect, F (1, 83.1) = 1.13, p = .32, rep-

resented in the Bayesian analysis as evidence in favor of the main effect model over

the model that includes an interaction effect, BFA+A×C
A

= .09.1 The latter result

indicates that the model with no interaction is more than ten times (i.e, 1/.09) more

likely than the model with an interaction.

We used state-trace analysis to test more directly whether best-choices were

unaffected by the act of making worst-choices. The left panel of Figure 6.2 shows

a state-trace plot of best-choice proportions for each rectangle area from the best-

1In this analysis the main effect of condition (best-only vs. best-worst) provides no useful
information. The main effect of condition measures the proportion of choices made across the
nine rectangles, which, by design of the experiment, cannot differ across conditions. The same
reasoning holds true for the best-choice vs. worst-choice analysis in the following section, and for
the corresponding analyses in Experiment 2.
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worst condition (y-axis) and the best-only condition (x-axis). The overlaid line in the

left panel of Figure 6.2 demonstrates that a single, monotonically increasing curve

connects all data points in the state-space, meaning that the data are consistent

with an explanation of the data based on a single latent variable – that selection of

the best option from a set is not affected when one also considers the worst option.

Note that the confidence regions are quite small, indicating that a lack of power was

unlikely to be the cause of this finding.
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Figure 6.2: State-trace plots of best- and worst-choice proportions in Experiment
1. The y-axis plots best-choice proportions from the best-worst condition (both
panels). The x-axis plots best-choice proportions from the best-only condition (left
panel) and worst-choice proportions from the best-worst condition (right panel). The
symbols labeled 1−9 represent the nine unique rectangular areas. Ellipses represent
between-subjects least significant differences (left panel) and bias-corrected within-
subjects least significant differences (Morey, 2008; right panel). The black curve
represents a monotonic curve joining all plots in each panel – increasing in the left
panel, decreasing in the right panel – consistent with the interpretation of a data
generating process with a single latent variable.
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6.3.2 Best Choices are Monotonically Related to Worst Choices

in a Perceptual Choice Task

Our second analysis was based solely on the best-worst condition, comparing choice

proportions for the largest and smallest options. As expected, rectangles most of-

ten chosen as the largest were also least often selected as the smallest, and vice

versa. Two-way repeated-measures ANOVA indicated a strong interaction between

best- and worst-choice proportions and rectangle area, F (1, 42.2) = 507, p < .001.

Similarly, the Bayesian analysis indicated very strong support for the interaction

effect over-and-above the main effect of rectangle area, BFA+A×C
A

> 1×10200. These

results suggest that participants were acutely sensitive to rectangle area, clearly

discriminating rectangles with large and small area.

Our primary evidence that best and worst choices are based on the same

latent variable comes from state-trace analysis. The state-trace plot in the right

panel of Figure 6.2 plots best-choice proportions against worst-choice proportions,

as a function of rectangle area. As with the previous state-trace analysis, all points

in the state-space can be connected with a single monotonic curve (decreasing in this

case). This suggests that selection of the largest and smallest options is consistent

with an explanation based on a single latent variable, and that different processes

need not be invoked for accepting and rejecting in this case.

Experiment 1 supported our assertion that best-choices – decisions to accept

– are not influenced by the act of making a worst choice – rejecting an un-preferred

option. We also found that best and worst choices are consistent with a single

latent dimension, where judgments of area are made on the basis of monotonic

transformations of a single cognitive construct (of area). It could be argued, however,

that our results are in some sense trivial: if respondents attended to the task, it

would be difficult for small areas to be judged as large, and vice versa, and in this

sense our data were a priori unlikely to provide evidence against our hypotheses.

This argument is not as simple as it seems, however. For example, judgments of

area are known to be influenced by unrelated factors such as the aspect ratio (tall
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and thin rectangles are judged larger than short and wide ones). Nevertheless,

in Experiment 2 we counter the possible criticism by replicating all key results

from Experiment 1 using complex, multi-attribute stimuli in consumer judgments; a

paradigm in which preference reversals and paradoxical choices are known to occur.

6.4 Experiment 2: Consumer Choice

In Experiment 2 we aimed to replicate and extend the results of Experiment 1,

moving from a perceptual choice task to a consumer judgment task. We again

examined whether rejecting an option alters the preference for accepted options, and

whether decisions to accept and reject are consistent with a single latent dimension.

In Experiment 2, a single data-generating process might be “utility”, where the

strength of preference for a product might range on a single dimension from highly

desirable (high utility) to highly undesirable (low utility).

In Experiment 2 we asked participants to judge mobile telephones, where each

phone was described by quantitative attributes, such as price, camera quality and

memory capacity. As in Experiment 1, participants were randomly allocated to one

of two between-subjects conditions: participants either accepted their most preferred

phone from each choice set (best-only), or accepted their most preferred phone and

rejected their least preferred phone from each choice set (best-worst). Following

Experiment 1, we expected that the best-only and best-worst conditions would not

differ in the proportion of times that the levels comprising each attribute (e.g., price:

$49, $129, $199, etc) were in the phone that was most preferred. Similarly, we

expected that phones most often selected as the preferred item were also least likely

to be rejected as the least preferred phone, and vice versa, in a manner consistent

with a single latent dimension.
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6.5 Method

6.5.1 Participants

Sixty-three first-year psychology students from the University of Newcastle partic-

ipated in Experiment 2 online in exchange for course credit (28 in the best-only

condition, 35 in the best-worst condition). All participants made judgments about

the same set of mobile phone stimuli, but were randomly allocated to the best-only

or best-worst conditions.

6.5.2 Materials and Methods

The stimuli were adapted from Marley and Pihlens (2012), where participants were

asked to select between mobile telephones that varied along a number of attribute

dimensions. Four mobile phones were presented at each trial, and each phone was

described by the composite of a single level from each of seven attributes – an

example choice set is shown in Figure 6.3.2 The levels of each attribute, which

we refer to as attribute-levels, were pseudo-randomly arranged among the phones

such that, in each choice set, each attribute-level appeared in one and only one

phone (e.g., see Figure 6.3; except for the “internet capability” attribute, which

had only two levels thus appeared twice in each choice set). A complete listing of

the attributes and the specific attribute-levels levels is shown in Table 6.1 of the

Appendix.

The pseudo-randomization of phones to stimulus subsets produced 32 distinct

choice sets, or trials, and participants completed three repetitions of the set of

32 choice sets. At each trial, four phones were randomly allocated to one of the

four screen positions shown in Figure 6.3. The presentation of the 32 choice sets

was pseudo-randomized such that all 32 choice sets were presented before the next

repetition of 32 choice sets commenced. Participants in both conditions therefore

completed 96 trials, which were broken into six blocks.

2We removed the “phone style” and “brand” attributes from Marley and Pihlens’ (2012) stimuli
as these attributes were out-dated.
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Figure 6.3: Illustrative example of a choice set from the best-worst condition in
Experiment 2.

Participants in the best-only condition were asked to select their most preferred

phone. Participants in the best-worst condition were asked to select their most and

least preferred phones. As in Experiment 1, responses were made with a mouse click,

could be provided in either order in the best-worst condition – best-then-worst, or

worst-then-best – and participants were restricted from selecting the same phone as

both the most and least preferred option. We recorded all choices, and the times

taken to make them.

6.6 Results and Discussion

As in Experiment 1, we used response time information to exclude data on the

basis of unusually fast or slow responses. We defined outlier responses as trials

faster than 2 seconds or slower than 90 seconds. We again excluded any participant

who had more than 10% of their trials marked as outliers, leaving data from 48
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participants for analysis (24 best-only, 24 best-worst). All remaining outlier trials

were excluded (2.49% of total trials). All general trends were unchanged when no

data were excluded.

We calculated best-choice proportions for each attribute-level as the proportion

of times that the phone chosen as best contained that attribute-level, and the analo-

gous measure for worst-choice proportions. For example, if the most preferred phone

on 50 of the 96 choice sets had the $49 attribute-level then it has the best-choice

proportion 50/96 = .52. Since each attribute-level, except for web connectivity, ap-

peared only once in each choice set, the best- and worst-choice proportions across

the attribute-levels comprising each attribute both sum to one. As in Experiment 1,

the best- and worst-choice proportions were calculated on an individual participant

basis and then aggregated for analysis.

We calculated separate two-way ANOVAs and Bayes factors for each attribute.

In the ANOVAs we compared condition (best-only vs. best-worst) crossed with

attribute-level. Given multiple comparisons (one for each of the seven attributes)

we adopted a Bonferroni-adjusted significance level: α = .05/7 = .007.

6.6.1 Best Choices are Unaffected by Worst Choices in a

Consumer Choice Task

We first confirmed that the attribute-levels had a reliable effect on performance

followed by examination of whether selecting a least preferred option alters the choice

of the most preferred option. Participants were attentive to the specific features of

phones, with strong differences in preference for the levels of all attributes (main

effects). Phones were reliably more often chosen as best when they were cheaper, had

a camera, WiFi access, video capability, and MP3 capability, larger handset memory

capacity, and internet, all F ’s > 6.2 and all p’s < .004, using Greenhouse-Geisser

adjusted degrees of freedom, all BFA’s > 1× 1011.

The upper panels of Figure 6.4 plot best-choice proportions from the best-worst

condition against the equivalent proportions calculated from the best-only condition.
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Almost all of the plot points are within one standard error of the diagonal y = x

line, indicating that decisions to accept were not altered by also requiring a rejection.

Supporting this, there were no reliable interaction effects between condition – best-

only vs. best-worst – and attribute, for any of the seven attributes, all p’s > .007.

The analogous Bayes factors indicated no support for the interaction effect over and

above the main effect of attribute; memory BFA+A×C
A

= .99, web BFA+A×C
A

= .56,

all other BFA+A×C
A

’s < .2. This suggests that considering the least preferred options

did not alter the preference for the most preferred options.

We next examined whether best-choice proportions from the best-only and

best-worst conditions were consistent with a single data-generating process. The

panels above the main diagonal of Figure 6.5 display state-trace plots between all

pairs of the seven attributes that defined the mobile phone stimuli from Experiment

2. For example, the upper row shows the price attribute, in the first panel plotted

against the camera attribute, in the second panel plotted against the wireless at-

tribute, and so on. Each panel above the diagonal shows the proportion of “best”

choices from the best-only condition against the proportion of “best” choices from

the best-worst condition, with ellipses representing between-subjects least significant

differences (Morey, 2008; Saville, 2003). In all the panels above the main diagonal,

a single monotonically increasing line can connect the ellipses. This indicates that

each of the seven attributes can be represented by its own latent variable which

determines both the decision to accept in the best-only condition and to accept in

the best-worst conditions. That is, rejecting does not change the basis on which

acceptance decisions are made.

6.6.2 Best Choices are Monotonically Related to Worst Choices

in a Consumer Choice Task

We next examined the relationship between decisions to accept and to reject. As

in the previous analysis we centered participant means at zero. Repeated-measures

ANOVA between best-worst (best-choice vs. worst-choice) and the attributes in-
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dicated that the attribute-levels that appeared most often in the preferred phones

also appeared least often in the phones chosen as worst, and vice versa – see lower

panels of Figure 6.4. This effect was reliable in the interaction between best-choice

vs. worst-choice and the attribute-levels for all seven attributes, all F ’s > 10 and

all p’s < .001, and in the analogous Bayes factors, all BFA+A×C
A

’s > 1× 109. These

results suggest that participants reliably attended to the attributes that comprise

mobile phone quality, clearly discriminating between phones that have positive and

negative qualities (most and least preferred, respectively).

State-trace analysis provided reasonably strong evidence that a single latent

dimension can explain observed preferences to accept and reject the mobile phones

in Experiment 2 – see panels below the main diagonal of Figure 6.5. For this analysis

we removed an attribute-level from two attributes, since data from these levels did

not follow the expected order defined by the trace factor (the same ordering of point

estimates along both axes), hence cannot be diagnostic of dimensionality (512MB

Memory, Bluetooth Wireless) – the problem occurred presumably because those

options are quite outdated in terms of today’s phone market. In Figure 6.5, the best

and worst choice data and ellipses of least significant differences can be connected in

almost all panels with a monotonically decreasing line. This provides evidence that

preferences for the best and worst phones are consistent with an explanation based

on a monotonic transformation of the same underlying information – opposing ends

of a single continuum where accepting can be considered the opposite of rejecting,

and vice versa.

6.7 Model-Based Approaches to Testing Dimen-

sionality

We now demonstrate a theoretical point crucial to our argument: if the data from

Experiments 1 and 2 were generated by a single latent variable, then a quantitative

model that assumes a single latent mechanism should account for all aspects of
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the data – choices, response times, and parameter estimates consistent with the

data analysis. We tested this using the Linear Ballistic Accumulator (LBA; Brown

& Heathcote, 2008) model of choices and response times. In previous work we

demonstrated that the LBA can be fit to (best-worst) choices, only, without response

times (Hawkins et al., 2013). Under these conditions, and with certain restrictions

on its parameters, the LBA is a random utility model, similar to the Luce choice

model (Luce, 1959). Random utility models typically assume that the utility, or

preference strength, that underlies decisions to accept also underlies decisions to

reject, via an inverse transformation (e.g., Marley & Pihlens, 2012).

In the following section we provide a brief overview of the LBA model in gen-

eral, and the best-worst LBA in particular. We then demonstrate that models which

assume a single representation for best and worst utilities provide a good account of

choice and response time data. To foreshadow our results, the modeling produced

three theoretical conclusions that converge with the Bayesian and state-trace anal-

yses of Experiments 1 and 2: 1) ‘best’ utilities estimated from best-only choice data

are highly correlated with ‘best’ utilities estimated from best-worst choice data; 2)

models that can allow ‘best’ and ‘worst’ utilities to differ in a possibly non-monotonic

fashion still estimate monotonically related ‘best’ and ‘worst’ utilities; and 3) mod-

els that assume an inverse relationship on best and worst utilities provide a good

account of data. In the model fits we also illustrate two methodological points:

best-worst discrete choice tasks provide greater constraint on parameter estimates

than traditional best discrete choice tasks; and, similarly, choices and response times

provide greater constraint on parameter estimates than choices, only.

6.7.1 The Linear Ballistic Accumulator Model

The LBA shares the evidence accumulation assumption common to most models of

simple perceptual choices (e.g., Brown & Heathcote, 2005; Ratcliff, 1978; Ratcliff

& Rouder, 1998; Usher & McClelland, 2001; van Zandt et al., 2000; for review see

Luce, 1986; Ratcliff & Smith, 2004). The model assumes that a decision between n
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alternatives is composed of a race between n independent accumulators that collect

evidence in favor of the available choice alternatives according to a drift rate, v,

which represents the utility for each option. When the evidence in one accumulator

reaches a pre-determined criterion – the response threshold, b – a response is trig-

gered. The accumulator that reaches threshold determines the response, and the

predicted response time is the time taken for the accumulator to reach threshold

plus a fixed offset (non-decision time, t0), which accounts for the time involved in

stimulus encoding and motor processes involved in response production. Noise is

introduced to the decision process at two stages: the amount of initial evidence is

sampled independently for each accumulator from a uniform distribution, U(0, A),

and the drift rate for each accumulator is sampled independently from a Gaus-

sian distribution, N(v, s). The general LBA framework has proven successful in

accounting for the joint distribution of choices and response times across a range

of perceptual choice paradigms (e.g., Brown & Heathcote, 2008; Forstmann et al.,

2008; Ho et al., 2009; Ludwig, Farrell, Ellis, & Gilchrist, 2009).

We previously extended the LBA model to account for best-worst choice tasks

(Hawkins et al., 2013). In the “best-worst LBA”, we assumed that best- and worst-

choices were the result of two simultaneous races; a best race and a worst race.

The simultaneous instantiation of the model accounted for the choices and response

times from a perceptual choice task, and the choice data (when response times were

unavailable) from two applied best-worst scaling data sets. The simultaneous best-

worst LBA made a similar assumption about drift rates as the “maxdiff” random

utility model for best-worst decisions (see Marley & Louviere, 2005; Marley & Pih-

lens, 2012): if v(x) is the drift rate for option x in the race to decide the best option,

then 1/v(x) is the drift rate for the same option in the race to decide the worst

option. However, this inverse relationship implies an inverse relationship between

best and worst choice proportions for options within a choice set: those options

frequently chosen as best are also infrequently chosen as worst, and vice versa. Our

state-trace analyses of Experiments 1 and 2 support this assertion, but explicitly
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fitting the model to data provides converging evidence. If there is a non-monotonic

relationship between best- and worst-choices – if accepting an option is qualitatively

different to rejecting – then a model which makes this inverse assumption should

provide a poor account of the data.

We fit the standard LBA to the best-only conditions and the best-worst LBA

to the best-worst conditions of Experiments 1 and 2. We first fit the models to

choice proportions only, by integrating over the distribution of predicted response

times to obtain marginal choice probabilities (for detail see Hawkins et al., 2013).

We then fit the models to the joint distribution of choices and response times to the

data from the best-only and best-worst conditions of Experiments 1 and 2.

6.7.2 Estimating Model Parameters from Data

We fit the best-only and best-worst LBA models via maximum-likelihood estimation

to individual participant data from Experiments 1 and 2. In these model fits we were

primarily interested in the drift rate estimates, which correspond to utility estimates

for random utility models, and measure the attractiveness of different options. In

Experiment 1 we estimated nine drift rate parameters, one for each rectangle area.

In Experiment 2 there were 26 different attribute-levels. We constrained the product

of the estimated drift rates for the levels of each attribute to one, consistent with

Marley and Pihlens’ (2012) constraints on their multinomial logit model parameters.

Hence, in Experiment 2 we estimated 19 drift rates. When jointly fitting to choices

and response times we set s = 1 to fix a scale for the evidence accumulation process,

and estimated from data the range in the start-point (A), response threshold (b),

and non-decision time (t0). When fitting to choice proportions only, the time-related

parameters of the model are not identifiable, so they were arbitrarily fixed at s = 1,

b = 1, A = 0 and t0 = 0 (for details see Hawkins et al., 2013).

We evaluated goodness of fit using two methods. We first compared observed

and predicted choice proportions, separately for best and worst choices. For each

participant we calculated the proportion of times that each attribute-level was se-
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lected (or was in the phone that was selected) relative to the number of times each

attribute-level was available as a to-be-selected option, both in data and model

predictions. In Experiment 1 each participant therefore provided 9 “best” choice

proportions, one for each rectangle area, and those in the best-worst condition pro-

vided an additional 9 “worst” choice proportions. Similarly, each participant in

Experiment 2 provided 26 best (and worst) choice proportions. We calculated these

values based on model fits to individual participant data, but below we show all

participants’ data on aggregate level plots.

When fitting to choices and response times, we examined observed and pre-

dicted distributions of response times. As with the choice proportions, even though

we fit the models to individual participant data, to simplify exposition we display

the fit of the model predictions to data at a level aggregated over participants. This

raises an important consideration for the response times in data. In Experiment 1

each participant completed 600 trials in a perceptual task. However, in Experiment

2 each participant completed only 96 trials, and the complex stimulus display (cf.

Figure 6.3) produced response times that were orders of magnitude slower than is

typical in the response time literature. Importantly for model fitting purposes, there

was substantial non-stationarity in data. For example, median response time in the

initial trials was approximately 40 seconds, but dropped to 10 seconds by approxi-

mately the 20th trial in the best-only condition, and to 15 seconds by the 30th trial

in the best-worst condition. To maximize the amount of data available to constrain

model parameters, we fit to all data. However, all figures are based on data that

exclude the first 32 trials, which avoids some of the problems arising from mixing

over non-stationary data. After the models were fit to individual participants, we

aggregated observed and predicted response time distributions by calculating sep-

arately for each condition and participant the 1st, 5th, 10th, 15th, . . . , 90th, 95th, 99th

percentiles of the response time distribution, and then averaged these individual

participant quantiles to form an aggregate distribution of response times. Quan-

tile averaging of this sort conserves distribution shape, under the assumption that
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individual participant distributions differ only in scale and location (Gilchrist, 2000).

6.8 Model Fit to Data

The models provided a good fit to response time and response choice data from the

best-only and best-worst conditions of Experiments 1 and 2 – see Figure 6.6. The

model captured all qualitative trends in the aggregate response time distributions:

a sudden onset with a sharp peak and a long positively skewed tail. Some aspects

of the model fit are not quantitatively precise, such as less variance in data than

model predictions for the best-only condition of Experiment 1, and the reverse trend

for the best-worst condition of Experiment 2, but all general trends were captured.

The fits to response time distributions illustrate two important points. Firstly, that

best-worst choice tasks do not result in unusual response times. Secondly, this is

one of the first demonstrations that a single quantitative model can account for

markedly different response latency data, ranging from approximately one second

up to 45 seconds, from substantially different tasks – perceptual judgments of area

and consumer-like preferences for mobile phones.

When fit to choices and response times, the models provided a good account

of choice proportions from both Experiments – see inset panels of Figure 6.6. In

Experiment 1 there was strong agreement between model and data for the best-only

condition (R2 = .98, root-mean-squared prediction error 7.16%) and best-worst

conditions (best: R2 = .97, 7.12%; worst: R2 = .95, 7.54%). The models also

provided a good account of choice data in Experiment 2 (best-only: R2 = .84,

6.9%; best-worst: best – R2 = .83, 6.84%; worst – R2 = .81, 7.05%). When

the models were fit to choice proportions only, they provided an almost perfect

account of the choice data.3 The fit to choice data in Experiment 2 was lower

than in Experiment 1 due to the complex, multi-attribute mobile phone stimuli and

3Goodness of fit to choice data when the models were fit to choice proportions, only: Experiment
1 best-only, R2 ≈ 1 (RMSE: .54%); Experiment 1 best-worst, best choices – R2 = .99 (1.71%);
worst choices – R2 = .98 (4.01%); Experiment 2 best-only, R2 = .99 (.76%); Experiment 2 best-
worst, best choices – R2 = .98 (2.41%), worst choices – R2 = .98 (2.27%).
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subjective decisions, which produce inherently noisier responses than the simple

rectangles from Experiment 1. Despite this, the models provided a good account of

all response data.

6.8.1 Parameter Estimates

All model fits produced plausible and interpretable parameter estimates, shown in

Figure 6.7. The upper panels display estimated drift rates for the rectangular stimuli

separately for the height and width dimensions. As expected, as each dimension

increases in size so does the distribution of drift rate estimates. This results in a more

likely “best” response for rectangular stimuli with larger area, and conversely a more

likely “worst” response for rectangles with smaller area. Similarly, in Experiment

2 the estimated drift rates followed the trends expected from the choice data. For

example, as the price of a phone increased, the drift rate decreased.

Figure 6.7 plots parameter estimates for the model fits to choice proportions

only, in the best-worst conditions, but all model fits resulted in similar parameter

estimates. For example, when fit to choices, only, mean parameter estimates from

the best-only and best-worst conditions were highly correlated in Experiments 1 and

2, r = .95, t(7) = 7.9, p < .001, and r = .97, t(24) = 19.6, p < .001, respectively.

Similar correlations for Experiments 1 and 2 were also observed for the fits to the

joint distributions of choices and response times, r = .93, t(7) = 6.6, p < .001 and

r = .84, t(24) = 7.6, p < .001, respectively.

That the best-worst models provide a good fit to data suggests that the “in-

verse” assumption on drift rates – the drift rate associated with selecting the worst

option is the reciprocal of the drift rate associated with selecting the best option –

is reasonable. However, we can test more directly the “inverse” assumption by al-

lowing the model to estimate different drift rate (utility) parameters for “best” and

“worst” races. This allows, for example, the possibility that some options might

be frequently chosen as best and worst (as in Shafir, 1993). This assumption is

not easily checked without response time data, because the models come close to
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saturation (i.e., nearly as many free parameters as data points). Furthermore, given

that the number of model parameters almost doubles, this prevents us from exam-

ining the inverse assumption in data from Experiment 2, where each participant

provided only 96 trials. Therefore, using the data from Experiment 1, we compared

the fit of the best-worst LBA model implementing the inverse assumption (reported

above) to an alternative “free” model. The free model had a separate set of drift

rates for the best and worst races, and therefore 9 additional free parameters. The

simpler “inverse” model was preferred for 22 of the 24 participants according to the

Bayesian Information Criterion (BIC; Schwarz, 1978). Furthermore, mean best and

worst drift rates in the “free” model were strongly negatively correlated, r = −.96,

t(7) = 9.4, p < .001, suggesting similar information is provided in both the best

and worst drift rates. These two results provide yet more support that best and

worst choices – decisions to accept and reject – can be explained with a single latent

dimension.

6.8.2 Constraining Parameter Estimates with Best-Worst

Scaling and Response Times

It is possible that, relative to traditional (best-only) discrete choice tasks, the two

responses elicited in best-worst choice tasks provide greater information (Vermeulen,

Goos, & Vandebroek, 2010). The two responses may also provide greater constraint

because previously empty cells in the design matrix are filled with useful informa-

tion – options that are undesirable – translating into more precise parameter

estimates in the best-worst compared to best-only conditions. We directly tested

this hypothesis. We defined the precision of parameter estimates as the amount of

variance explained by the attribute-levels: R2 = 1 − SSerror

SStotal
. When fit to choice

proportions only, drift rate estimates for the rectangular stimuli in Experiment 1

had less error in the best-worst condition (R2 = .88) compared to the best-only con-

dition (R2 = .57), with the same result for the mobile phone data from Experiment

2 (R2 = .56 and R2 = .48, respectively).
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Similar to the addition of a second choice in best-worst scaling, we expected

that fitting models to choices and response times provides further constraint on

parameter estimates. This is exactly what happened for the best-only condition

in Experiment 1 – adding response times reduced error in the parameter estimates

compared to fitting choice proportions (R2 = .76). However, response times provided

no improvement in the fit to the best-worst condition from Experiment 1 (R2 = .86).

For the Experiment 2 data, fitting the model to choices and response times actually

increased error in the parameter estimates compared to choices, only (best-only

R2 = .25, best-worst R2 = .32). We attribute this discrepancy to the sparse latency

data in Experiment 2, where each participant completed 96 trials, and saw each

choice set only three times (compared to 600 trials in Experiment 1). A hierarchical

approach to model fitting may provide a solution, since the model fitting procedure

can borrow data across participants. Our analysis suggests that a second (worst)

response provides greater constraint on model parameter estimates, and thus more

reliable conclusions from cognitive models. We also found that, at least sometimes,

response times can similarly provide constraint on model fits, though this might

depend on experimental designs that permit collection of more trials per participant

than our Experiment 2.

6.9 General Discussion

We examined accepting and rejecting through the lens of discrete choice tasks, and

best-worst scaling in particular, with the aim of investigating whether the two modes

of judgment arise from a single cognitive construct. Evidence from two experiments

– one perceptual and one consumer – analyzed with three statistical approaches

– Bayesian analysis, state-trace analysis, and cognitive modeling – converged on a

single thesis. In particular, the deliberation involved in rejecting an undesired option

from a set does not influence preferences for the accepted option. Furthermore,

accepting and rejecting appear to reflect judgments that arise from a single latent

variable, such as “utility”.
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Our finding that patterns of accepting and rejecting can be explained by a

single latent dimension may appear to be at odds with previous demonstrations

that accepting and rejecting can be inconsistent (e.g., Shafir, 1993; Tsetsos et al.,

2012). For example, these authors report that the same option can be both accepted

and rejected under different task framing manipulations. A key difference between

these previous studies and the research reported here is that we did not manipu-

late the variability in the attributes comprising the choice options. For instance, in

Tsetsos et al.’s task, streams of numbers were generated from two Gaussian distri-

butions, one with a higher variance than the other, and respondents were asked to

evaluate the mean value of each stream. When decisions were separated over time

respondents tended to both reject and accept the high variance option when given

different task goals. This procedure has two important differences from our tasks,

and from many standard choice experiments. Firstly, in our tasks decisions to accept

and reject were not as widely separated over time as in Shafir (1993) and Tsetsos

et al. (2012). Secondly, our stimulus sets were not manipulated to contain high and

low variance options (equivalently, enriched or impoverished options, Shafir, 1993).

Furthermore, these studies used dissociation logic to support the thesis that accept-

ing is inconsistent with rejecting. Future research is required to determine whether

manipulations such as Tsetsos et al.’s produce inconsistency between accepting and

rejecting when analyzed with a methodology that addresses the issue of confounding

by scale-dependent interactions. Here, we directly addressed this issue with state-

trace analysis, which assesses the ordinal relationships between experimental factors

to overcome the effects of range-restricted response variables. With this analysis we

demonstrated consistency in decisions to accept and reject.

Another possible explanation for the discrepancy between Shafir’s (1993) and

Tsetsos et al.’s (2012) and our results is the divergent goals of researchers using

process-based versus measurement-based models. For example, Busemeyer and

Rieskamp (2013) describe how researchers using measurement models aim to ap-

ply statistical models to large samples of data to efficiently estimate parameters
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– which can be important to economists – while process-focused researchers aim

to understand the cognitions underlying choice – which can be important to psy-

chologists. This focus has led psychologists to construct particular experimental

situations which yield interesting context effects that can reveal subtle cognitive

biases. In contrast, economists tend to focus on measurement using designs that

avoid such effects.

In this paper we aimed to bring together the occasionally opposing goals of

choice modelers and psychologists, by applying a cognitive model typical of the

psychological literature to an experimental task typical of the choice literature. The

LBA model applied in this paper does not naturally account for context effects,

though it has been extended to account for them (Trueblood et al., in preparation).

It is likely that the best-worst LBA implemented here can similarly be extended to

account for known context effects in best-worst choice. For example, Shafir’s (1993)

finding that the sum of the proportion of times that an option x is chosen as best

(B) and as worst (W ) from a binary set x, y can be greater than 1, i.e.,

Bx,y(x) +Wx,y(x) > 1 (6.1)

suggests that best and worst judgments, or accepting and rejecting, are not con-

sistent. However, context effects such as Shafir’s can likely be fit by a weighted

multiattribute model where the weights change across tasks, but the underlying

utilities do not. Thus, if respondents are guided to use different decision rules for

accepting and rejecting, we may find different results for the two tasks. However in

unguided tasks, with “standard” best, respectively worst, instructions, such effects

tend not to arise.

Returning to our results, the proportion of times that each stimulus option

was selected as best did not differ across the best-only and best-worst choice con-

ditions, for both perceptual and consumer stimuli (Experiments 1 and 2). This

result is important since the best response is usually of greater interest to experi-

menters, particularly in applied domains. That is, for a marketer it is more profitable
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to know which product consumers want to purchase, rather than the (potentially

many) products they do not want to purchase. Our results suggest that the two

procedures can be used interchangeably to yield the similar conclusions about pref-

erence, though the best-worst procedure likely produces more reliable parameter

estimates for model-based inference. In a broader context, the act of rejecting an

option from a set does not change the likelihood of accepting options.
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6.10 Appendix: Experiment 2 Mobile Phone Stim-

uli

In this Appendix we provide a complete listing of the stimuli used in Experiment 2

– see Table 6.1.

Table 6.1: The seven attributes and their combined 26 levels used in Experiment 2,
taken from Marley and Pihlens (2012).

Attribute Attribute levels

Price $49.00
$129.00
$199.00
$249.00

Camera No camera
2 megapixel camera
3 megapixel camera
5 megapixel camera

Wireless connectivity No bluetooth or WiFi connectivity
Bluetooth connectivity
WiFi connectivity
Bluetooth and WiFi connectivity

Video capability No video recording
Video recording (up to 15 min)
Video recording (up to 1 h)
Video recording (more than 1 h)

Internet capability Internet access
No internet access

Music capability No music capability
FM radio only
MP3 music player only
MP3 music player and FM radio

Handset memory 64 MB built-in memory
512 MB built-in memory
2 GB built-in memory
4 GB built-in memory
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Figure 6.4: Choice proportions for the mobile phone stimuli in Experiment 2. The
upper panels show the proportion of times that the phone chosen as best contained
each attribute-level, separately for each attribute. The x- and y-axes show best-
only and best-worst choice proportions, respectively. The dashed gray lines show
the y = x line where preferences would fall if they were identical between best-
only and best-worst conditions. The lower panels show the best-choice proportions
(y-axes) against the worst-choice proportions (x-axes) – the proportion of times
that the phone chosen as worst contained each attribute-level – from the best-worst
condition. The dashed gray lines show where worst-choice proportions would fall if
they were the reverse of best-choice proportions (y = 1− x for the ‘web’ attribute,
y = .5 − x in the remaining six panels). Error bars represent within-subjects least
significant differences.
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Figure 6.5: State-trace plots for the mobile phone judgments in Experiment 2. The
upper right panels plot best-choice proportions between the best-only and best-worst
conditions. The lower right panels plot best-choice proportions against worst-choice
proportions from the best-worst condition. Each panel displays the co-variation
of mean choice proportions between the levels of two attributes, with the figure
depicting all pairwise comparisons of attributes. Ellipses represent between-subjects
least significant differences (upper right panels) and bias-corrected within-subjects
least significant differences (Morey, 2008; lower left panels). Monotonic curves added
to aid visualization only and do not represent ‘best-fitting’ monotonic functions to
data. Axis scaling omitted for clarity. Note that axes are not equal in scale (see
Figure 6.4).
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red smoothed density curves represent model predictions for best and worst response
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Chapter 7

General Conclusions

In this thesis I aimed to demonstrate the empirical and theoretical benefits that can

arise from quantitative approaches to examining decisions between multiple alter-

natives. I presented evidence from two primary lines of research in multi-alternative

choice: a classic cognitive question and a modern applied question. I conclude with

some general ‘take home’ messages, as well as specific comments, limitations, and

future directions.

In section 1 of the thesis I illustrated the value of explicit model testing to

advance understanding of multi-alternative choice. For example, in Chapter 1 a

model fitting approach permitted the conclusion that people approximate optimal

Bayesian inference when deciding between multiple alternatives, subject to some

perceptual limitations. The perceptual limitations proposed herein can be subjected

to empirical testing, which is a strength of the externalised evidence accumulation

paradigm examined in this thesis. In Chapter 1, I proposed that dots in the stimulus

display just 2 × 2 pixels in size were grouped into 4 × 4 pixel regions, and that

this led to 4× slowdown in response time predictions but did not affect response

accuracy (due to the scaling of the binomial distribution). A natural prediction

of this hypothesis is that using even smaller dots than the experiments presented

in Chapter 1 (e.g., 1 × 1 pixels) would not influence response time predictions,

assuming that even smaller dots are grouped to the same perceptual limit (i.e.,

4 × 4 pixels). Most mathematical models of response time include an arbitrary
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mechanism to convert ‘model’ time into ‘real’ time, and it is a strength of this

model and experimental task that the scaling factor is testable and explicit.

In Chapter 2, I demonstrated that human participants do not appear to be

passive machines but impose their own goals on the task environment, and this can

greatly influence resulting patterns in data. For instance, the decision context – a

history of choices that were of variable or constant difficulty – altered the current

approach to the task, exhibiting constant or declining accuracy. This result also

indicates the potential influence that a seemingly pragmatic decision on the behalf

of the experimenter – between- or within-subjects manipulation of an independent

variable – can bear strong influence on the pattern of results that might lend support

to different quantitative models and theoretical conclusions.

From the results presented in the cognitive section of this thesis there are

a number of avenues to explore in future research. For example, in Chapter 1 a

substantial portion of data were excluded for poor performance. Although I provided

re-analysis in the appendix that assures the primary finding from Chapter 1 is

not due to the exclusion of data, future research should aim to reduce the rate

of data exclusion by, for example, providing enhanced motivation to engage with

the task, such as monetary reward. This may lead to novel, testable hypotheses:

is the self-regulated ‘goal accuracy’ rate of the Min-RT hypothesis dependent on

task engagement, and if so, can it be modulated with increased rewards for good

performance.

The expanded judgment tasks examined in Chapters 1, 2 and 3 also present

opportunities to extend the findings reported here. For example, expanded judgment

tasks require eye movements and switching of attention across the available response

options, and it will be insightful to examine eye movements during these decisions

(e.g., Krajbich & Rangel, 2011). It could be that response options fixated more

recently are more likely to be chosen. The same reasoning might be applicable

to the discrete choice data from Chapters 5 and 6: perhaps best- or worst-first

responding is a function of where attention happens to be at the time the decision
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maker is ready to respond.

More generally, a concept linking sections 1 and 2 of this thesis illustrated

that a modelling framework developed to account for relatively error-free and rapid

responses in one domain – sequential sampling models of speeded, perceptual multi-

alternative choice – can be successfully extended to multi-attribute, multi-alternative

choice tasks with response times an order of magnitudes greater. Research on se-

quential sampling models has traditionally been restricted to speeded decision mak-

ing in simple perceptual tasks. In Chapters 5 and 6, I provided one of the first

demonstrations that a model developed to account for speeded perceptual choice can

be generalised to discrete choice tasks involving complex, multi-attribute decisions

(for other examples, see Otter et al., 2008; Ruan et al., 2008). This general approach

holds great promise: the majority of the consumer choice literature focusses solely

on choice proportions, and does not have widespread tools to simultaneously assess

choices and response times. An aim of this thesis was to introduce such a coherent

account to a common paradigm used in the consumer choice literature.

There are two specific issues with respect to the findings reported in Chapters 5

and 6 that warrant further attention. Firstly, in Chapter 5 the implementation of

the best-worst LBA model assumed that drift rates were sampled from a truncated

normal distribution with strictly positive drift rates rather than the standard as-

sumption of an unrestricted normal distribution. This approach was first used by

Heathcote and Love (2012) and solves two problems: the non-termination property

of the standard LBA whereby all accumulators can sample a negative drift rate and

the trial will not terminate (no accumulator can cross the positive response thresh-

old); and the logarithm of the rates of evidence accumulation provide a natural

comparison to the utility estimates obtained from MNL models, which is not possi-

ble when negative drift rates are permitted. In ongoing research I am examining the

impact of these distributional assumptions. For example, whether the simultane-

ous best-worst LBA provides an improved account of data when permitted to have

separate variance parameters on the rates of evidence accumulation in the best and
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worst races.

Secondly, the state-trace analysis presented in Chapter 6 requires further com-

ment. State-trace analysis permits assessment of whether one, or more than one,

latent variables, processes or constructs are required to account for observed pat-

terns of data. This technique requires that the levels from two (or more) independent

variables, known as data-traces, overlap within the state-space; a plot of the values

of the dependent variables for each combination of levels of the independent vari-

ables. Figure 6.4 demonstrated a form of ‘within-attribute’ state-trace analysis that

is necessary, though not sufficient, to permit assessment of whether one or more

than one latent dimension is required to explain the data. Within each attribute,

the attribute-levels must be monotonically ordered in a manner consistent with the-

ory (e.g., all other things equal, cheaper phones are chosen more often as ‘best’

than more expensive phones). In this assessment there could be no ‘overlap’ of the

data-traces in the state-space, and hence no diagnosticity of the overall relationship

between best- and worst-choices, since each panel only considered the relationship

of the levels within each attribute, independent of the relationship across attributes.

In contrast, Figure 6.5 extended the necessary result from Figure 6.4 to provide

a thorough assessment of dimensionality – a state-trace plot across all pairwise

combinations of attributes. For each panel, this figure plotted the co-variation of

the dependent variables for the levels of two attributes, across best-only and best-

worst choices, and best- and worst-choices in the best-worst condition. In all cases

there was sufficient overlap of the data-traces from each attribute, which permitted

conclusive results for the assessment of dimensionality. This is warranted given the

transitive logic of state-trace analysis: if A and B are monotonically related, and B

and C are monotonically related, then A and C must be monotonically related. This

necessitates that the joint representation of all seven attributes is monotonic and

therefore must arise from a single latent variable that drives decisions for the most

preferred option in the best-only condition and best-worst conditions, and similarly

for best- and worst-choices in the best-worst condition.
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As a final note, the general approach of this thesis, exemplified in Chapters 5

and 6, represents one approach to developing and testing mathematical models of

cognition. My research focussed on incremental investigation of previous models

by showing that a new model can do something that existing models could not.

For example, the best-worst LBA model can account for choices and response times

in discrete-choice and best-worst choice data, whereas traditional MNL models do

not naturally accommodate response times. However, this theoretical perspective

ignores the ‘boundary conditions’ of a model – how and why does it fail. For exam-

ple, in Chapter 6 I demonstrated that best- and worst-choices were monotonically

related, though it is known that this monotonic relationship does not hold under all

experimental circumstances (e.g., Tsetsos et al., 2012). Future research must further

investigate this finding: when, and why, are best- and worst-choices monotonically

related. More generally, we must further investigate the limits of the quantitative

models of multi-alternative choice examined in this thesis.

193



References

Akaike, H. (1974). A new look at the statistical model identification. IEEE Trans-

actions on Automatic Control, 19, 716–723.

Anderson, J. R., Bothell, D., Byrne, M. D., Douglass, S., Lebiere, C., & Qin, Y.

(2004). An integrated theory of the mind. Psychological Review, 111, 1036–

1060.

Baddeley, A. (1994). The magic number seven: Still magic after all these years?

Psychological Review, 101, 353–356.

Balci, F., Simen, P., Niyogi, R., Saxe, A., Hughes, J. A., Holmes, P., & Cohen, J. D.

(2011). Acquisition of decision making criteria: Reward rate ultimately beats

accuracy. Attention, Perception & Psychophysics, 73, 640–657.

Bamber, D. (1979). State-trace analysis: A method of testing simple theories of

causation. Journal of Mathematical Psychology, 19, 137–181.

Batchelder, W. H. (2009). Cognitive psychometrics: Using multinomial process-

ing tree models as measurement tools. In S. E. Embretson (Ed.), Measuring

psychological constructs: Advances in model based measurement. American

Psychological Association Books.

Baum, C. W., & Veeravalli, V. V. (1994). A sequential procedure for multihypothesis

testing. IEEE Transactions on Information Theory, 40, 1994–2007.

Beh, H. C., Roberts, R. D., & Pritchard-Levy, A. (1994). The relationship between

intelligence and choice reaction time within the framework of an extended

194



model of Hick’s Law: A preliminary report. Personality and Individual Dif-

ferences, 16, 891–897.

Bogacz, R., Brown, E., Moehlis, J., Holmes, P., & Cohen, J. D. (2006). The physics

of optimal decision making: A formal analysis of models of performance in

two–alternative forced choice tasks. Psychological Review, 113, 700–765.

Bowman, N. E., Kording, K. P., & Gottfried, J. A. (2012). Temporal integration

of olfactory perceptual evidence in human orbitofrontal cortex. Neuron, 75,

916–927.

Brainard, R. W., Irby, T. S., Fitts, P. M., & Alluisi, E. A. (1962). Some variables in-

fluencing the rate of gain of information. Journal of Experimental Psychology,

63, 105–110.

Brown, S., & Heathcote, A. (2005). A ballistic model of choice response time.

Psychological Review, 112, 117–128.

Brown, S., & Heathcote, A. J. (2008). The simplest complete model of choice

reaction time: Linear ballistic accumulation. Cognitive Psychology, 57, 153–

178.

Brown, S., Marley, A. A. J., Donkin, C., & Heathcote, A. (2008). An integrated

model of choices and response times in absolute identification. Psychological

Review, 115, 396–425.

Brown, S., Steyvers, M., & Wagenmakers, E.-J. (2009). Observing evidence accumu-

lation during multi–alternative decisions. Journal of Mathematical Psychology,

53, 453–462.

Burnham, K. P., & Anderson, D. R. (2004). Multimodel inference: Understanding

AIC and BIC in model selection. Sociological Methods & Research, 33, 261–

304.

195



Busemeyer, J. R., & Rapoport, A. (1988). Psychological models of deferred decision

making. Journal of Mathematical Psychology, 32, 91–134.

Busemeyer, J. R., & Rieskamp, J. (2013). Psychological research and theories on

preferential choice. In S. Hess & A. Daly (Eds.), Handbook of Choice Modelling.

Edward Elgar Publishing.

Busemeyer, J. R., & Townsend, J. T. (1992). Fundamental derivations from decision

field theory. Mathematical Social Sciences, 23, 255–282.

Busemeyer, J. R., & Townsend, J. T. (1993). Decision field theory: A dynamic–

cognitive approach to decision making. Psychological Review, 100, 432–459.

Busey, T. A., Tunnicliff, J., Loftus, G. R., & Loftus, E. F. (2000). Accounts of the

confidence–accuracy relation in recognition memory. Psychonomic Bulletin &

Review, 7, 26–48.

Carpenter, R. H. S., & Reddi, B. A. J. (2001). Deciding between the deciders: Two

models of reaction time may happily coexist. Nature Neuroscience, 4, 337.

Cheng, P. Y., & Chiou, W. B. (2010). Rejection or selection: Influence of framing

in investment decisions. Psychological Reports, 106, 247–254.

Churchland, A. K., Kiani, R., & Shadlen, M. N. (2008). Decision-making with

multiple alternatives. Nature Neuroscience, 11, 693–702.

Coast, J., Salisbury, C., de Berker, D., Noble, A., Horrocks, S., Peters, T. J., &

Flynn, T. N. (2006). Preferences for aspects of a dermatology consultation.

British Journal of Dermatology, 155, 387–392.

Collins, A. T., & Rose, J. M. (2011). Estimation of stochastic scale with best–worst

data. Manuscript, University of Sydney.

Dassonville, P., Lewis, S. M., Foster, H., & Ashe, J. (1999). Choice and stimulus–

response compatibility affect duration of response selection. Cognitive Brain

Research, 7, 235–240.

196



Dellaert, B. G. C., Donkers, B., & van Soest, A. (2012). Complexity effects in choice

experiment-based models. Journal of Marketing Research, 49, 424–434.

Deneve, S. (2012). Making decisions with unknown sensory reliability. Frontiers in

Neuroscience, 6, n/a. doi: 10.3389/fnins.2012.00075.

Diederich, A., & Busemeyer, J. R. (2003). Simple matrix methods for analyzing dif-

fusion models of choice probability, choice response time, and simple response

time. Journal of Mathematical Psychology, 47, 304–322.

Ditterich, J. (2006). Evidence for time–variant decision making. European Journal

of Neuroscience, 24, 3628–3641.

Dragalin, V. P., Tartakovsky, A. G., & Veeravalli, V. V. (1999). Multihypothesis

sequential probability ratio tests–part I: Asymptotic optimality. IEEE Trans-

actions on Information Theory, 45, 2448–2461.

Dragalin, V. P., Tartakovsky, A. G., & Veeravalli, V. V. (2000). Multihypothesis

sequential probability ratio tests–part II: Accurate asymptotic expansions for

the expected sample size. IEEE Transactions on Information Theory, 46,

1366–1383.

Drugowitsch, J., Moreno-Bote, R., Churchland, A. K., Shadlen, M. N., & Pouget,

A. (2012). The cost of accumulating evidence in perceptual decision making.

Journal of Neuroscience, 32, 3612–3628.

Dunn, J. C., & Kirsner, K. (1988). Discovering functionally independent mental

processes: The principle of reversed association. Psychological Review, 95,

91–101.

Dunn, J. C., Newell, B. R., & Kalish, M. L. (2012). The effect of feedback delay and

feedback type on perceptual category learning: The limits of multiple systems.

Journal of Experimental Psychology: Learning, Memory, and Cognition, 38,

840–859.

197



Finn, A., & Louviere, J. J. (1992). Determining the appropriate response to evidence

of public concern: The case of food safety. Journal of Public Policy and

Marketing, 11, 12–25.

Flynn, T. N., Louviere, J. J., Peters, T. J., & Coast, J. (2007). Best–worst scaling:

What it can do for health care research and how to do it. Journal of Health

Economics, 26, 171–189.

Flynn, T. N., Louviere, J. J., Peters, T. J., & Coast, J. (2008). Estimating prefer-

ences for a dermatology consultation using best–worst scaling: Comparison of

various methods of analysis. BMC Medical Research Methodology, 8 (76).

Flynn, T. N., Louviere, J. J., Peters, T. J., & Coast, J. (2010). Using discrete

choice experiments to understand preferences for quality of life. Social Science

& Medicine, 70, 1957–1965.

Flynn, T. N., & Marley, A. A. J. (2013). Best-worst scaling: Theory and methods.

In S. Hess & A. Daly (Eds.), Handbook of Choice Modelling. Edward Elgar

Publishing.

Forstmann, B. U., Dutilh, G., Brown, S., Neumann, J., von Cramon, D. Y., Rid-

derinkhof, K. R., & Wagenmakers, E.-J. (2008). Striatum and pre–SMA

facilitate decision–making under time pressure. Proceedings of the National

Academy of Science, 105, 17538–17542.

Franco-Watkins, A. M., & Johnson, J. G. (2011a). Applying the decision mov-

ing window to risky choice: Comparison of eye–tracking and mouse–tracing

methods. Judgment and Decision Making, 6, 740–749.

Franco-Watkins, A. M., & Johnson, J. G. (2011b). Decision moving window: Using

interactive eye tracking to examine decision processes. Behavior Research

Methods, 43, 853–863.

Frank, M. J., Scheres, A., & Sherman, S. J. (2007). Understanding decision mak-

ing deficits in neurological conditions: Insights from models of natural action

198



selection. Philosophical Transactions of the Royal Society, Series B, 362, 1641–

1654.

Ganzach, Y. (1995). Attribute scatter and decision outcome: Judgment versus

choice. Organizational Behavior and Human Decision Processes, 62, 113-122.

Ganzach, Y., & Schul, Y. (1995). The influence of quantity of information and goal

framing on decision. Acta Psychologica, 89, 23–36.

Gilchrist, W. (2000). Statistical modelling with quantile functions. London: Chap-

man & Hall/CRC.

Glover, S., & Dixon, P. (2004). Likelihood ratios: A simple and flexible statistic for

empirical psychologists. Psychonomic Bulletin & Review, 11, 791–806.

Goodman, S. N. (2009). An international comparison of retail wine consumer choice.

International Journal of Wine Business Research, 21, 41–49.

Haaijer, R., Kamakura, W., & Wedel, M. (2000). Response latencies in the analysis

of conjoint choice experiments. Journal of Marketing Research, 37, 376–382.

Hale, D. J. (1968). The relation of correct and error responses in a serial choice

reaction task. Psychonomic Science, 13, 299–300.

Hale, D. J. (1969). Speed–error tradeoff in a three–choice serial reaction task.

Journal of Experimental Psychology, 81, 428–435.

Hanks, T. D., Mazurek, M. E., Kiani, R., Hopp, E., & Shadlen, M. N. (2011).

Elapsed decision time affects the weighting of prior probability in a perceptual

decision task. Journal of Neuroscience, 31, 6339–6352.

Hawkins, G., Brown, S. D., Steyvers, M., & Wagenmakers, E.-J. (2012a). Context

effects in multi–alternative decision making: Empirical data and a Bayesian

model. Cognitive Science, 36, 498–516.

199



Hawkins, G., Brown, S. D., Steyvers, M., & Wagenmakers, E.-J. (2012b). Decision

speed induces context effects in choice. Experimental Psychology, 59, 206–215.

Hawkins, G. E., Brown, S. D., Steyvers, M., & Wagenmakers, E.-J. (2012). An

optimal adjustment procedure to minimize experiment time in decisions with

multiple alternatives. Psychonomic Bulletin & Review, 19, 339–348.

Hawkins, G. E., Marley, A. A. J., Heathcote, A., Flynn, T. N., Louviere, J. J., &

Brown, S. D. (2013). Integrating cognitive process and descriptive models of

attitudes and preferences. Manuscript submitted for publication.

Heathcote, A., & Love, J. (2012). Linear deterministic accumulator models of simple

choice. Frontiers in Psychology, 3, n/a. doi: 10.3389/fpsyg.2012.00292.

Hick, W. E. (1952). On the rate of gain of information. Quarterly Journal of

Experimental Psychology, 4, 11–26.

Ho, T., Brown, S., & Serences, J. (2009). Domain general mechanisms of perceptual

decision making in human cortex. Journal of Neuroscience, 29, 8675–8687.

Huber, J., Payne, J. W., & Puto, C. (1982). Adding asymmetrically dominated

alternatives: Violations of regularity and the similarity hypothesis. Journal of

Consumer Research, 9, 90–98.

Huber, V. L., Neale, M. A., & Northcraft, G. B. (1987). Decision bias and personnel

selection strategies. Organizational Behavior and Human Decision Processes,

40, 136–147.

Hyman, R. (1953). Stimulus information as a determinant of reaction time. Journal

of Experimental Psychology, 45, 188–196.

Jones, M., Mozer, M., & Kinoshita, S. (2009). Optimal response initiation: Why re-

cent experience matters. In D. Koller, D. Schuurmans, Y. Bengio, & L. Bottou

(Eds.), Advances in Neural Information Processing Systems 21 (pp. 785–792).

200



Juliano, L., & Wilcox, K. (2011). Choice, rejection, and elaboration on preference-

inconsistent alternatives. Journal of Consumer Research, 38, 229–241.

Kiger, J. I., & Glass, A. L. (1981). Context effects in sentence verification. Journal

of Experimental Psychology: Human Perception and Performance, 7, 688–700.

Krajbich, I., & Rangel, A. (2011). A multi–alternative drift diffusion model predicts

the relationship between visual fixations and choice in value–based decisions.

Proceedings of the National Academy of Science, 108, 13852–13857.

Kruschke, J. (2011). Doing Bayesian data analysis: A tutorial with R and BUGS.

Oxford: Academic Press.

Kveraga, K., Boucher, L., & Hughes, H. C. (2002). Saccades operate in violation of

Hick’s Law. Experimental Brain Research, 146, 307–314.

Kveraga, K., & Hughes, H. C. (2005). Effects of stimulus-response uncertainty on

saccades to near-threshold targets. Experimental Brain Research, 162, 401–

405.

LaBerge, D. A. (1994). Quantitative models of attention and response processes in

shape identification tasks. Journal of Mathematical Psychology, 38, 198–243.

Lacouture, Y., & Marley, A. A. J. (1995). A mapping model of bow effects in

absolute identification. Journal of Mathematical Psychology, 39, 383–395.

Laming, D. R. J. (1966). A new interpretation of the relation between choice–

reaction time and the number of equiprobable alternatives. British Journal of

Mathematical and Statistical Psychology, 19, 139–149.

Laming, D. R. J. (1968). Information theory of choice–reaction times. London:

Academic Press.

Laursen, A. M. (1977). Task dependence of slowing after pyramidal lesions in

monkeys. Journal of Comparative and Physiological Psychology, 91, 897–906.

201



Lawrence, B. M. (2010). An anti-Hick’s effect for exogenous, but not endogenous,

saccadic eye movements. Experimental Brain Research, 204, 115–118.

Lawrence, B. M., & Gardella, A. L. (2009). Saccades and reaches behaving differ-

ently. Experimental Brain Research, 195, 413–418.

Lawrence, B. M., John, A. S., Abrams, R. A., & Snyder, L. H. (2008). An anti-

Hick’s effect in monkey and human saccade reaction times. Journal of Vision,

8, 1–7.

Lee, J. A., Soutar, G. N., & Louviere, J. J. (2008). The best–worst scaling approach:

An alternative to Schwartz’s values survey. Journal of Personality Assessment,

90, 335–347.

Lee, K.-M., Keller, E. L., & Heinen, S. J. (2005). Properties of saccades generated

as a choice response. Experimental Brain Research, 162, 278–286.

Lee, S., Heo, G., & Chang, S. H. (2006). Prediction of the human response time

with the similarity and quantity of information. Reliability Engineering and

System Safety, 91, 728–734.

Leite, F. P., & Ratcliff, R. (2010). Modeling reaction time and accuracy of multiple–

alternative decisions. Attention, Perception & Psychophysics, 72, 246–273.

Levin, I. P., Jasper, J. D., & Forbes, W. S. (1998). Choosing versus rejecting options

at different stages of decision making. Journal of Behavioral Decision Making,

11, 193–210.

Levin, I. P., Prosansky, C. M., Heller, D., & Brunick, B. M. (2001). Prescreening of

choice options in ‘positive’ and ‘negative’ decision–making tasks. Journal of

Behavioral Decision Making, 14, 279–293.

Link, S. W., & Heath, R. A. (1975). A sequential theory of psychological discrimi-

nation. Psychometrika, 40, 77–105.

202



Loftus, G. R. (1978). On interpretation of interactions. Memory & Cognition, 6,

312–319.

Loftus, G. R., & Masson, M. E. J. (1994). Using confidence intervals in within–

subject designs. Psychonomic Bulletin & Review, 1, 476–490.

Loftus, G. R., Oberg, M. A., & Dillon, A. M. (2004). Linear theory, dimensional

theory, and the face–inversion effect. Psychological Review, 111, 835–863.

Longstreth, L. E., El-Zahhar, N., & Alcorn, M. B. (1985). Exceptions to Hick’s

Law: Explorations with a response duration measure. Journal of Experimental

Psychology: General, 114, 417–434.

Los, S. A. (1996). On the origin of mixing costs: Exploring information processing

in pure and mixed blocks of trials. Acta Psychologica, 94, 145–188.

Louviere, J. J., & Flynn, T. N. (2010). Using best–worst scaling choice experi-

ments to measure public perceptions and preferences for healthcare reform in

Australia. The Patient: Patient–Centered Outcomes Research, 3, 275–283.

Louviere, J. J., & Islam, T. (2008). A comparison of importance weights and

willingness-to-pay measures derived from choice–based conjoint, constant sum

scales and best–worst scaling. Journal of Business Research, 61, 903–911.

Luce, R. D. (1959). Individual choice behavior: A theoretical analysis. New York:

Wiley.

Luce, R. D. (1986). Response times. New York: Oxford University Press.

Ludwig, C. J. H., Farrell, S., Ellis, L. A., & Gilchrist, I. D. (2009). The mechanism

underlying inhibition of saccadic return. Cognitive Psychology, 59, 180–202.

Lupker, S. J., Brown, P., & Colombo, P. (1997). Strategic control in a naming task:

Changing routes or changing deadlines? Journal of Experimental Psychology:

Learning, Memory, and Cognition, 23, 570–590.

203



Lupker, S. J., Kinoshita, S., Coltheart, M., & Taylor, T. E. (2003). Mixing costs

and mixing benefits in naming words, pictures and sums. Journal of Memory

and Language, 49, 556–575.

Marley, A. A. J. (1989). A random utility family that includes many of the “classical”

models and has closed form choice probabilities and choice reaction times.

British Journal of Mathematical and Statistical Psychology, 42, 13–36.

Marley, A. A. J., & Colonius, H. (1992). The “horse race” random utility model for

choice probabilities and reaction times, and its competing risks interpretation.

Journal of Mathematical Psychology, 36, 1–20.

Marley, A. A. J., Flynn, T. N., & Louviere, J. J. (2008). Probabilistic models of

set-dependent and attribute-level best-worst choice. Journal of Mathematical

Psychology, 52, 281–296.

Marley, A. A. J., & Islam, T. (2012). Conceptual relations between expanded rank

data and models of the unexpanded rank data. Journal of Choice Modelling,

5, 38–80.

Marley, A. A. J., & Louviere, J. J. (2005). Some probabilistic models of best, worst,

and best–worst choices. Journal of Mathematical Psychology, 49, 464–480.

Marley, A. A. J., & Pihlens, D. (2012). Models of best–worst choice and ranking

among multiattribute options (profiles). Journal of Mathematical Psychology,

56, 24–34.

McMillen, T., & Behseta, S. (2010). On the effects of signal acuity in a multi–

alternative model of decision making. Neural Computation, 22, 539–580.

McMillen, T., & Holmes, P. (2006). The dynamics of choice among multiple alter-

natives. Journal of Mathematical Psychology, 50, 30–57.

Morey, R. D. (2008). Confidence intervals from normalized data: A correction to

Cousineau (2005). Tutorials in Quantitative Methods for Psychology, 4, 61–64.

204



Morey, R. D., & Rouder, J. N. (2013). BayesFactor: Computation of Bayes factors

for simple designs. (R package version 0.9.0)

Mueller, S., Lockshin, L., & Louviere, J. J. (2010). What you see may not be what

you get: Asking consumers what matters may not reflect what they choose.

Marketing Letters, 21, 335–350.

Mueller Loose, S., & Lockshin, L. (2013). Testing the robustness of best worst

scaling for cross-national segmentation with different numbers of choice sets.

Food Quality and Preference, 27, 230–242.

Newell, B. R., & Dunn, J. C. (2008). Dimensions in data: Testing psychological

models using state-trace analysis. Trends in Cognitive Sciences, 12, 285–290.

Newell, B. R., Dunn, J. C., & Kalish, M. (2010). The dimensionality of perceptual

category learning: A state-trace analysis. Memory & Cognition, 38, 563–581.

Otter, T., Allenby, G. M., & van Zandt, T. (2008). An integrated model of discrete

choice and response time. Journal of Marketing Research, 45, 593–607.

Pachella, R. G., & Fisher, D. (1972). Hick’s Law and the speed–accuracy trade–off

in absolute judgment. Journal of Experimental Psychology, 92, 378–384.

Paulhus, D. L. (1991). Measurement and control of response bias. In J. P. Robinson,

P. R. Shaver, & L. S. Wrightsman (Eds.), Measures of personality and social

psychological attitudes (pp. 17–59). San Diego, CA: Academic Press.

Pellizzer, G., & Hedges, J. H. (2003). Motor planning: Effect of directional uncer-

tainty with discrete spatial cues. Experimental Brain Research, 150, 276–289.

Pinheiro, J., Bates, D., DebRoy, S., Sarkar, D., & R Development Core Team.

(2011). nlme: Linear and nonlinear mixed effects models.

Pitt, M. A., Kim, W., Navarro, D. J., & Myung, J. I. (2006). Global model analysis

by parameter space partitioning. Psychological Review, 113, 57–83.

205



Prince, M., Brown, S., & Heathcote, A. (2012). The design and analysis of state-

trace experiments. Psychological Methods, 17, 78–99.

R Development Core Team. (2012). R: A language and environment for statistical

computing. Vienna, Austria. (ISBN 3–900051–07–0)

Rabbitt, P. M. A. (1968). Repetition effects and signal classification strategies in

serial choice–response tasks. Quarterly Journal of Experimental Psychology,

20, 232–240.

Raftery, A. E. (1995). Bayesian model selection in social research. In P. V. Marsden

(Ed.), Sociological methodology (pp. 111–196). Cambridge: Blackwells.

Rapoport, A., & Burkheimer, G. J. (1971). Models for deferred decision making.

Journal of Mathematical Psychology, 8, 508–538.

Ratcliff, R. (1978). A theory of memory retrieval. Psychological Review, 85, 59–108.

Ratcliff, R., & Rouder, J. N. (1998). Modeling response times for two–choice

decisions. Psychological Science, 9, 347–356.

Ratcliff, R., & Smith, P. L. (2004). A comparison of sequential sampling models for

two–choice reaction time. Psychological Review, 111, 333–367.

Rieskamp, J., Busemeyer, J. R., & Mellers, B. A. (2006). Extending the bounds of

rationality: Evidence and theories of preferential choice. Journal of Economic

Literature, 44, 631–661.

Roe, R. M., Busemeyer, J. R., & Townsend, J. T. (2001). Multi–alternative decision

field theory: A dynamic artificial neural network model of decision–making.

Psychological Review, 108, 370–392.

Rouder, J. N., Speckman, P. L., Sun, D., Morey, R. D., & Iverson, G. (2009).

Bayesian t–tests for accepting and rejecting the null hypothesis. Psychonomic

Bulletin & Review, 16, 225–237.

206



Ruan, S., MacEachern, S. N., Otter, T., & Dean, A. M. (2008). The dependent

Poisson race model and modeling dependence in conjoint choice experiments.

Psychometrika, 73, 261–288.

Ryan, M., & Farrar, S. (2000). Using conjoint analysis to elicit preferences for

health care. British Medical Journal, 320, 1530–1533.

Sanders, A. F., & ter Linden, W. (1967). Decision making during paced arrival of

probabilistic information. Acta Psychologica, 27, 170–177.

Saville, D. J. (2003). Basic statistics and the inconsistency of multiple comparison

procedures. Canadian Journal of Experimental Psychology, 57, 167–175.

Schneider, D. W., & Anderson, J. R. (2011). A memory–based model of Hick’s Law.

Cognitive Psychology, 62, 193–222.

Schneider, D. W., & Anderson, J. R. (2012). Modeling fan effects on the time course

of associative recognition. Cognitive Psychology, 64, 127–160.

Schwarz, G. (1978). Estimating the dimension of a model. Annals of Statistics, 6,

461–464.

Schweickert, R. (1993). Information, time, and the structure of mental events: A

twenty–five–year review. In D. E. Meyer & S. Kornblum (Eds.), Attention and

Performance XIV (pp. 535–566). Cambridge, MA: MIT Press.

Shafir, E. (1993). Choosing versus rejecting: Why some options are both better and

worse than others. Memory & Cognition, 21, 546–556.

Shannon, C. E., & Weaver, W. (1949). The mathematical theory of communication.

Urbana: University of Illinois Press.

Simen, P., Contreras, D., Buck, C., Hu, P., Holmes, P., & Cohen, J. D. (2009).

Reward rate optimization in two–alternative decision making: Empirical tests

of theoretical predictions. Journal of Experimental Psychology: Human Per-

ception and Performance, 35, 1865–1897.

207



Simonsen, I. (1989). Choice based on reasons: The case of attraction and compro-

mise effects. Journal of Consumer Research, 16, 158–174.

Smith, P. L., & Vickers, D. (1988). The accumulator model of two–choice discrimi-

nation. Journal of Mathematical Psychology, 32, 135–168.

Smith, P. L., & Vickers, D. (1989). Modeling evidence accumlation with partial loss

in expanded judgment. Journal of Experimental Psychology: Human Percep-

tion and Performance, 15, 797–815.

Starns, J. J., & Ratcliff, R. (2010). The effects of aging on the speed–accuracy

compromise: Boundary optimality in the diffusion model. Psychology and

Aging, 25, 377–390.

Stone, M. (1960). Models for choice–reaction time. Psychometrika, 25, 251–260.

Swanson, J. M., & Briggs, G. E. (1969). Information processing as a function of

speed versus accuracy. Journal of Experimental Psychology, 81, 223–229.

Szeinbach, S. L., Barnes, J. H., McGhan, W. F., Murawski, M. M., & Corey, R.

(1999). Using conjoint analysis to evaluate health state preferences. Drug

Information Journal, 33, 849–858.

Teichner, W. H., & Krebs, M. J. (1974). Laws of visual choice reaction time.

Psychological Review, 81, 75–98.

Teigen, K. H. (2002). One hundred years of laws in psychology. American Journal

of Psychology, 115, 103–118.

ten Hoopen, G., Akerboom, S., & Raaymakers, E. (1982). Vibrotactual choice

reaction time, tactile receptor systems and ideomotor compatibility. Acta

Psychologica, 50, 143–157.

Thiem, P. D., Hill, J. A., Lee, K.-M., & Keller, E. L. (2008). Behavioral properties

of saccades generated as a choice response. Experimental Brain Research, 186,

355–364.

208



Thura, D., Beauregard–Racine, J., Fradet, C. W., & Cisek, P. (2012). Decision

making by urgency gating: Theory and experimental support. Journal of

Neurophysiology, 108, 2912–2930.

Townsend, J. T., & Ashby, F. G. (1983). Stochastic modeling of elementary psycho-

logical processes. London: Cambridge University Press.

Trueblood, J. S., Brown, S. D., Heathcote, A., & Busemeyer, J. R. (in preparation).

The multi-attribute linear ballistic accumulator model of context effects in

multi-alternative choice.

Trueblood, J. S., Brown, S. D., Heathcote, A., & Busemeyer, J. R. (in press).

Not just for consumers: Context effects are fundamental to decision–making.

Psychological Science.

Tsetsos, K., Chater, N., & Usher, M. (2012). Salience driven value integration

explains decision biases and preference reversal. Proceedings of the National

Academy of Science, 109, 9659–9664.

Tversky, A. (1972). Elimination by aspects: A theory of choice. Psychological

Review, 79, 281–299.

Usher, M., & McClelland, J. L. (2001). On the time course of perceptual choice:

The leaky competing accumulator model. Psychological Review, 108, 550–592.

Usher, M., & McClelland, J. L. (2004). Loss aversion and inhibition in dynamical

models of multialternative choice. Psychological Review, 111, 757–769.

Usher, M., Olami, Z., & McClelland, J. L. (2002). Hick’s Law in a stochastic race

model with speed–accuracy tradeoff. Journal of Mathematical Psychology, 46,

704–715.

van Buiten, M., & Keren, G. (2009). Speakers’ choice of frame in binary choice:

Effects of recommendation mode and option attractiveness. Judgment and

Decision Making, 4, 51–63.

209



van der Maas, H. L. J., Molenaar, D., Maris, G., Kievit, R. A., & Borsboom, D.

(2011). Cognitive psychology meets psychometric theory: On the relation

between process models for decision making and latent variable models for

individual differences. Psychological Review, 118, 339–356.

van Zandt, T., Colonius, H., & Proctor, R. W. (2000). A comparison of two response

time models applied to perceptual matching. Psychonomic Bulletin & Review,

7, 208–256.

Vermeulen, B., Goos, P., & Vandebroek, M. (2010). Obtaining more information

from conjoint experiments by best–worst choices. Computational Statistics

and Data Analysis, 54, 1426–1433.

Vickers, D. (1970). Evidence for an accumulator model of psychophysical discrimi-

nation. Ergonomics, 13, 37–58.

Vickers, D. (1979). Decision processes in visual perception. London: Academic

Press.

Vickers, D., Foreman, E. A., Nicholls, M. E. R., Innes, N. J., & Gott, R. E. (1989).

Some experimental tests of the application of an interval of uncertainty model

to a time–limited expanded judgment task. In D. Vickers & P. L. Smith

(Eds.), Human information processing: Measures, mechanisms and models.

Proceedings of the XXIV International Congress of Psychology, 2 (pp. 253–

265). Amsterdam: North–Holland.

Vickers, D., & Lee, M. D. (1998). Dynamic models of simple judgments: I. Properties

of a self–regulating accumulator module. Nonlinear Dynamics, Psychology,

and Life Sciences, 2, 169–194.

Vickers, D., & Lee, M. D. (2000). Dynamic models of simple judgments: II. Proper-

ties of a self–organizing PAGAN (parallel, adaptive, generalized accumulator

network) model for multi–choice tasks. Nonlinear Dynamics, Psychology, and

Life Sciences, 4, 1–31.

210



Vickrey, C., & Neuringer, A. (2000). Pigeon reaction time, Hick’s Law, and intelli-

gence. Psychonomic Bulletin & Review, 7, 284–291.

Viviani, P. (1979). A diffusion model for discrimination of temporal numerosity.

Journal of Mathematical Psychology, 19, 108–136.

Wagenmakers, E.-J. (2007). A practical solution to the pervasive problems of p

values. Psychonomic Bulletin & Review, 14, 779–804.

Wagenmakers, E.-J., Krypotos, A.-M., Criss, A. H., & Iverson, G. (2012). On the

interpretation of removable interactions: A survey of the field 33 years after

Loftus. Memory & Cognition, 40, 145–160.

Wagenmakers, E.-J., Lodewyckx, T., Kiruyal, H., & Grasman, R. (2010). Bayesian

hypothesis testing for psychologists: A tutorial on the Savage–Dickey method.

Cognitive Psychology, 60, 158–189.

Welford, A. T. (1980). Reaction times. London: Academic Press.

Wickelgren, W. A. (1977). Speed–accuracy tradeoff and information processing

dynamics. Acta Psychologica, 41, 67–85.
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